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Abstract

In this paper we present a method of describing microprocessors at
different levels of temporal and data abstraction. We consider micropro-
grammed, pipelined and superscalar processors, in which instructions may
complete simultaneously, or out of program order.

We model microprocessors by means of iterated maps. These maps are
defined by equations which evolve a system from an initial state by the
iterative application of a next-state function. A formal model of time is
used in the form of a clock algebra. Time is related by temporal abstrac-
tion maps called retimings . We state correctness conditions for micro-
programmed, pipelined and superscalar microprocessors. We introduce
and prove the one step theorem that permits verification of correctness
conditions to be considerably simplified under well-defined conditions.

1 Introduction

In this paper we consider a set of general algebraic tools for modelling micro-
processors at different levels of abstraction Harman and Tucker [1996], Harman
and Tucker [1997]. We develop notions of the correctness between different
levels of abstraction, and prove how the process of formal verification can be
simplified, given some simple conditions that are easily established and checked.
The algebraic methods on which this work is based: (i) are modular, and pro-
vide a basis for the formal decomposition of the descriptions of microprocessors
and associated correctness criteria; and (ii) support equational specification and
verification techniques for the design of microprocessors that are not dedicated
to specific software systems (term rewriting systems, theorem provers), but are
general, and may be represented in, and processed by, a range of machine reason-
ing systems. In addition, they form the basis of a uniform theoretical framework
for modelling microprocessors.

This paper is part of a series which develops a range of algebraic tools and
techniques for representing and reasoning about microprocessors. In Harman
and Tucker [1996], Harman and Tucker [1997] we consider simple, micropro-
grammed examples, respectively with and without input streams. In Fox and
Harman [1998b], we consider pipelined processors. In Fox and Harman [1996],
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Fox and Harman [1998a] we consider the representation of superscalar proces-
sors. In this paper, we concentrate on models of the correctness of one represen-
tation with respect to another, for microprogrammed, pipelined and superscalar
processors. We show how the verification process can be reduced to state explo-
ration. In the case of conventional microprocessors, this is relatively tractable,
and within the capabilities of existing automated reasoning tools. Extended
discussion of the work in this paper, and of that in Fox and Harman [1998b],
Fox and Harman [1996], can be found in Fox [1998].

We are particularly interested in models of time and temporal abstraction.
We model time by means of clocks, which divide time into (not necessarily
equal) segments. These segments are defined in terms of the natural timing of
the computational process of a device: for example, the execution of machine
instructions, or some system clock. We model a computer by means of iterated
maps, and consider two levels of abstraction. The programmer’s model PM
represents the machine as seen by the programmer: the state contains those
registers, memories etc. visible to the programmer, and each clock cycle lasts
one instruction. The abstract circuit model AC represents the top level of an
implementation: the state is expanded to include temporary registers, buffers,
etc., and each clock cycle corresponds with one system clock cycle, or some
multiple thereof. We formally relate clocks by means of a surjective, monotonic
map called a retiming.

By explicitly including time, it is necessary for us to prove that the specific
methods used to model microprocessors are independent of the actual clock
value to apply the one step theorems; something that is not necessary in the
work of others (for example Miller and Srivas [1995a]). However, this is only
necessary once (see Sections 4 and 5, and Fox [1998]), and we can claim the
following advantages.

• We can model time-dependent systems, and those with initialisation-specific
behaviour Fox and Harman [1998b].

• We can include explicit required timing behaviour in correctness state-
ments.

• We can uniformly model the correctness of microprogrammed, pipelined
and superscalar processors.

The structure of this paper is as follows. In Section 1.1 we consider other
work on the formal specification, development and verification of microproces-
sors. In Section 2 we introduce some mathematical preliminaries, the notion
of a retiming, and iterated maps. In Section 3 we discuss a model of correct-
ness for non-superscalar microprocessors and formal verification, and introduce
the one step theorem. In Section 4 we formally state and prove the one step
theorem for non-superscalar (e.g. microprogrammed and pipelined) processors.
In Section 5, we extend our correctness model from Section 3 to accommodate
superscalar processors. In Section 6 we state and prove the one step theorem
for superscalar processors. Finally, in Section 7 we discuss the consequences of
this work, how it may be applied, and some practical limitations.
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1.1 Related Work

Interesting recent work on microprocessors includes Windley and Coe [1994]
on UINTA, a processor of moderate complexity, and its verification in HOL
Gordon and Melham [1993]; Miller and Srivas [1995a], Miller and Srivas [1995b]
on AAMP5, a more complex processor, and its verification in PVS Owre et
al. [1994]; and Burch and Dill [1994] on a fragment of the DLX architecture
Hennessy and Patterson [1996]. More recently, superscalar processors have been
addressed: in particular, the increased complexity of verification in the face of
complex timing behaviour Windley and Burch [1996], Burch [1996], Su et al.
[1996], Cyrluk [1996], Miller and Srivas [1995a].

The intuitive models used in both UINTA and AAMP5 are conceptually
similar to our own Harman and Tucker [1996], Harman and Tucker [1997],
Fox and Harman [1996]. However, there are substantial differences, particularly
in the approach to time, and timing abstraction. The main focus of attention of
related work is the engineering realities of developing techniques to successfully
address more complex, and frankly impressive, examples (almost always in con-
junction with specific software tools), though see Windley [1993]. Our own work
is concerned with developing a general formal framework for representing and
verifying microprocessors within a uniform and well-developed algebraic theory.

Windley and Coe [1994] models systems as state streams: functions from
time to state. Temporal and data abstraction functions are used to map between
time and state at different levels of abstraction. In earlier work Windley [1993],
data and timing abstraction functions are separated (as in this paper). However,
in Windley and Coe [1994], and related work on pipelined systems, data and
timing abstraction are combined. This is because the view is taken that the
values of specification state components are distributed in time at the level of
abstraction of the implementation. For example, the value of a data register
reg in an implementation may correspond with a specification state at time t,
and the value of the program counter pc with a specification state t + n, where
n pipeline stages are required for an instruction to progress from initiation to
completion. We take the view that, rather than being temporally shifted, such
state components are fundamentally different at the levels of specification and
implementation. Consequently, we maintain a separation between data and
temporal abstraction functions.

Miller and Srivas [1995a], Miller and Srivas [1995b] derive from the ear-
lier work of Bickford and Srivas [1990], Srivas and Bickford [1982] on simple
pipelined processor (Mini Cayuga). Both specification and implementation are
modelled as state sequences; however time is not explicitly present. In Bickford
and Srivas [1990], Srivas and Bickford [1982], to synchronise the specification
and implementation state sequences, multiple copies of specification states are
inserted. In Miller and Srivas [1995a], Miller and Srivas [1995b], a different
approach is taken. A visible state predicate is introduced which identifies those
implementation states that should correspond to a specification state. This ap-
proach is modified, in a manner similar to that of Windley and Coe [1994], to
cope with pipelining by distributing data in time. Again, time is not explicitly
present. A recent account of this and related work is Cyrluk et al. [1997].

Burch and Dill [1994] considers both a simple three-stage ALU pipeline, and
a fragment of DLX. Given a state Q or a pipelined implementation, a new state
Q′ is generated after executing one step of an instruction I . Both Q and Q′ are
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then flushed by repeatedly stalling further execution (effectively, filling with no-
ops). This results in two new states Qf representing the (flushed) pipeline and
Q′

f representing the (flushed) pipeline after executing instruction I. Qf and Q′
f

can be compared with appropriate specification states by simply projecting out
the specification state elements. Note that there is no timing abstraction in this
model: specification and implementation are both considered to take a single
cycle to execute an instruction. This method is applicable if some mechanism
for stalling the pipeline is available, which is generally the case.

Also of interest is Melham [1993] which again has a somewhat similar model
of time. An injective, monotonic function fP maps abstract time to concrete
time, and is defined in terms of a predicate P . If P (tc) for some concrete time
tc, then there is an abstract time ta such that fP (ta) = tc. Predicate P is
required to be true at an infinite number of times. The map fP is similar to the
immersion of Definition 2.4.

Interesting earlier work on microprocessors includes the following. Gordon’s
Computer Gordon [1983] is a significant example, since considered by others in
various forms Joyce [1987], Stavridou [1993], Harman and Tucker [1997]. Viper
Cohn [1987], which was partially verified in HOL. Landin’s SECD machine
Landin [1963] has been considered in Graham [1992], Birtwistle and Graham
[1990]. Hunt [1989], Hunt [1992], Hunt [1994] discuss a PDP-11-based processor
and a more advanced successor, also considered in Bose and Johnson [1993].
Barrett and Shepard [1992], Roscoe [1992] discuss parts of the Inmos T800 and
T9000 Transputers, using an Occam-based transformation system.

The development of algebraic tools in this paper and its predecessors, and
work at Swansea on the formal modelling of hardware and parallel systems in
general, was undertaken as part of the Esprit Working Group NADA (No 00 85
33).

2 Preliminaries

In this section we introduce the basic algebraic tools used to model time and
microprocessors. We omit detailed discussion of universal algebra: the interested
reader is referred to Meinke and Tucker [1992], Wechler [1991].

2.1 Clocks

We divide time into discrete clock cycles.

Definition 2.1 A clock is an algebra (T | 0, t + 1) where: (i) T = {0, 1, . . .} is
a set of clock cycles; (ii) 0 is the initial clock cycle; and (iii) t + 1 is the next
or successor clock cycle function.

A clock provides a way of identifying discrete time intervals or clock cycles. An
explicit clock is used because it is convenient when relating different levels of
timing abstraction. A clock cycle need not represent a constant subdivision of
time. For example, we might use an instruction clock to represent the execution
of instructions in a microprocessor. Each cycle of the clock would typically last
different amounts of real time, because instruction execution times vary in most
processor implementations.
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Figure 1: A retiming from T to S.

2.2 Retimings

Let S and T be two clocks, representing different subdivisions of time. We wish
to formally define the relationship between S and T : we do this by means of
retimings and their associated tools.

Definition 2.2 Let S and T be clocks. A retiming λ : S → T is a monotonic,
surjective map with λ(0) = 0.

The set of all retimings from S to T is denoted by Ret(S, T ). Figure 1 shows
a retiming between two clocks, S and T . A clock S is said to be faster than a
clock T (and clock T is slower than clock S) if there exists a retiming λ from S
to T .

Definition 2.3 Given a non-empty set or state space A, a state-dependent
retiming λ(a) ∈ Ret(S, T ) is determined by one state a ∈ A, usually representing
the initial state of a system.

We denote the set of state-dependent retimings from clock S to clock T , param-
eterised by state set A by Ret(A, S, T ).

Definition 2.4 The immersion of a retiming λ ∈ Ret(S, T ), denoted by λ̄ ∈
[T → S], is defined by

λ̄(t) = (µs ∈ S)[λ(s) = t],

where µ is the search on time, or least number operator. Note that λ̄ is always
defined because λ is surjective.

We may also define a retiming λ in terms of its immersion λ̄ as follows:

λ(s) = (µt ∈ T )[λ̄(t) > s] − 1.

Definition 2.5 Given a retiming λ ∈ Ret(S, T ) and a time s ∈ S, the function
start : Ret(S, T ) → [S → S] returns the first time s′ ∈ S such that, λ(s′) = λ(s).
The function start is defined as follows:

start(λ)(s) = λ̄(λ(s)).

Definition 2.6 Given a retiming λ ∈ Ret(S, T ) and a time t ∈ T , the length
function l : Ret(S, T ) → [T → S+] returns the cycle s ∈ S+ = S − {0} cor-
responding to the number of cycles s′ ∈ S, such that λ(s′) = t. The length
function l is defined as follows:

l(λ)(t) = λ̄(t + 1) − λ̄(t).
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In Figure 1, the values of λ̄, start and l are as follows.

λ̄(0) = 0, λ̄(1) = 4, λ̄(3) = 5.
start(λ)(0, . . . , 4) = 0, start(λ)(4) = 4, start(λ(5, 6, 7) = 5.
l(λ)(0) = 4, l(λ)(1) = 1, l(λ)(2) = 3.

Further discussion of retimings, and associated formal tools, can be found in
Harman and Tucker [1990].

2.3 Iterated Maps and Primitive Recursion

We model microprocessors as an evolution of states from some set A, generated
by the repeated application of a next-state function f : A → A, starting from
some initial state a ∈ A. A state function F : T × A → A, for some clock T ,
computes the state of the processor at some time t ∈ T , given starting state
a ∈ A. The choice of A and T define the level of abstraction of the processor.
Typically A will be a cartesian product of components representing registers
and memories: the precise selection depending on the chosen level of data ab-
straction. The choice of T governs the level of timing abstraction. A clock T
in which each cycle corresponds with an instruction is suitable for the program-
mer’s model PM . A clock T in which each cycle corresponds with a system
clock cycle (or some multiple thereof) is more suitable for an implementation,
or abstract circuit model AC.

Definition 2.7 Given clock T , non-empty set A, and primitive recursive func-
tion f : A → A, an iterated map F : T × A → A is a primitive recursive
function defined by the following equations. For all t ∈ T and a ∈ A

F (0, a) = a,

F (t + 1, a) = f(F (t, a)).

The solution to these equations is F (t, a) = f t(a). The algebra (T, A | F ) is
called the state algebra, and is defined in terms of the algebra (T,A | t + 1, f),
called the next-state algebra. We define the next-state algebra in terms of a
machine algebra, containing functions used to define the next-state function.
Typically, the machine algebra will contain bit vector carriers, functions and
constants representing the basic functions of the machine, and the algebras of
the Booleans and the natural numbers. The detailed representation of micropro-
cessors as iterated maps within this algebraic hierarchy is considered in Harman
and Tucker [1996], Harman and Tucker [1997] and Fox [1998].

Iterated maps can be generalised by considering initialisation functions h :
A → A which are applied to the initial state of the processor before commencing
state evolution.

Definition 2.8 Given clock T , non-empty set A, and primitive recursive func-
tions h : A → A and f : A → A, an iterated map with initialisation function
F : T ×A → A is a primitive recursive function defined as follows. For all t ∈ T
and a ∈ A

F (0, a) = h(a),
F (t + 1, a) = f(F (t, a)).
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The solution to these equations is F (t, a) = ft(h(a)), and the next-state algebra
is now (T,F | t + 1, f, h). We use initialisation functions when not all possible
initial states are valid. For example, consider an implementation with memory
m, program counter pc and instruction register ir: we may initially require ir =
m(pc). Initialisation functions may be strong (for example, always returning
the processor to some reset state regardless of the value of a ∈ A), or weak (for
example, making only those modifications to a ∈ A necessary for correct future
state evolution).

2.4 A Decomposition

A machine will almost always be partitioned into distinct components, and it
is prudent to modularise the state space and specification accordingly. Modu-
larisation, or structural abstraction, is achieved by decomposing the state and
next-state functions into coordinate functions.

Let T be a clock and A = A1×· · ·×Ak be the state space of a machine, where
Ai is a non-empty set for 1 ≤ i ≤ k. Each Ai represents some [collection of]
registers and memories, corresponding with some sub-component of a processor.
Consider the state function F : T ×A → A, and the next-state function f : A →
A. These functions are decomposed into coordinate state functions F1, . . . , Fk

and f1, . . . , fk as follows:

F (t, a1, . . . , ak) = (F1(t, a1, . . . , ak), . . . , Fk(t, a1, . . . , ak)),
f(a1, . . . , ak) = (f1(a1, . . . , ak), . . . , fk(a1, . . . , ak)),

where t ∈ T , ai ∈ Ai and Fi : T × A → Ai for 1 ≤ i ≤ k. Each Fi and
fi represents the state function and next-state function respectively, of some
sub-component of a processor with state function F and next-state function f .

The state algebra equations can be re-written as follows:

F1(0, a1, . . . ak) = a1,

...
...

Fk(0, a1, . . . ak) = ak,

F1(t + 1, a1, . . . ak) = f1(F1(t, a1, . . . ak), . . . , Fk(t, a1, . . . ak)),
...

...
...

Fk(t + 1, a1, . . . ak) = fk(F1(t, a1, . . . ak), . . . , Fk(t, a1, . . . ak)).

In practice, we modify the domain of the function fi such that only the parts
of the state required to compute the ith next-state component are included.
This simplifies the definitions and allows the reader of the specification to infer
connections and dependencies.

3 Models of Timing Abstraction and their Re-

lationship to Models of Correctness

In this paper we are concerned with modelling microprocessors at two levels
of abstraction. The programmer’s model PM can be regarded as the functional
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specification of a microprocessor, and specifies the semantics of all the machine’s
operations with respect to all the memory, registers etc. visible to a program-
mer. The abstract circuit design AC is the first stage in the implementation
of a design and describes the main physical components. We choose to con-
sider these two models because their timing abstraction becomes complex: in
pipelined processors, instruction execution is overlapped at the AC level; and
in superscalar processors, instructions can complete simultaneously, or out of
order, at the AC level. Successful representation of these levels and their rel-
ative correctness increases our confidence in dealing with other levels in the
hierarchy. Two correctness definitions for iterated maps are presented in the
following sections: one for microprogrammed and pipelined processors (Defini-
tion 3.1: see also Harman and Tucker [1996] and Harman and Tucker [1997])
and one for superscalar processors (Definition 5.2: see also Fox [1998]. In this
paper, for simplicity, we omit discussion of input and output. However, the
inclusion of input and output present no difficulties Harman and Tucker [1997],
Fox [1998].

3.1 Correctness of Microprogrammed and Pipelined Pro-
cessors

We define the correctness of a non-superscalar processor as follows.

Definition 3.1 The map G is said to be a correct implementation of the map
F for some initialisations if, given state-dependent retiming λ : Ret(B,S, T )
and surjective map ψ : B → A, then for all s = start(λ(b))(s) and b ∈ B, the
following diagram commutes.

T ×A
F−→ Ax(λ,ψ)

xψ
S ×B

G−→ B.

(1)

Data abstraction map ψ maps states B of G to states A of F . In the case
that F represents the programmer’s model PM and G represents the abstract
circuit model AC, typically ψ will simply discard elements of the AC state not
present in the PM state (buffer registers etc.). The map ψ must be surjective
to ensure correctness for all valid initial states of the map F .

State dependent retiming λ(b) maps the time on clock S to the time on clock
T . A clock condition s = start(λ(b))(s) is present to ensure that an appropriate
number of clock cycles s ∈ S is chosen. In the case of microprocessors, where
F represents PM and G represents AC, with each cycle of PM clock T repre-
senting the execution of a single instruction, the clock condition is only true at
those times s ∈ S corresponding to the start/finish of an instruction. Clearly,
we are not concerned with the correctness of F at times s ∈ S mid-way through
the execution of an instruction.

3.2 Verification Overview

This section informally introduces the concepts behind the one step theorem.
The initial concepts for the one step theorem appeared in Harman and Tucker
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[1996]. They have also, effectively, been applied, in different forms, in Srivas
and Bickford [1982], Bickford and Srivas [1990], Miller and Srivas [1995a], Miller
and Srivas [1995b], Windley and Burch [1996], Burch [1996], Su et al. [1996],
Cyrluk [1996].

Consider an iterated map F without an initialisation function, representing
a microprocessor. Observe that in definition 2.7 F does not depend directly on
the value of time t ∈ T . Suppose we start executing F at time t = 0, in state
a, and continue to state F (t1 + t2, a) = ft1+t2(a) at time t = t1 + t2. We could
alternatively terminate execution at time t = t1, in state F (t1, a) = f t1(a): if
we started execution again, from time t = 0 with initial state F (t1, a) = f t1(a),
we would reach state F (t2, F (t1, a)) = f t2(f t1(a)) = f t1+t2(a) at time t = t2. It
is not possible for F to distinguish any time t ∈ T from any other time t′ ∈ T ,
and we say that F is time-consistent. Provided that F correctly evolves from
any allowed state a ∈ A at time t ∈ T , to the correct new state a′ ∈ A at time
t + 1 ∈ T , then F is correct for all t ∈ T . The correctness of F is determined
by comparison to another iterated map G, surjective data abstraction map ψ,
and state-dependent retiming λ, as in commutative diagram (1).

Let G : S × B → B model the AC level, and F : T × A → A model the
PM level of a microprocessor. Correctness is established if, for all s ∈ S and
b ∈ B [s = start(λ)(s)] ⇒ F (λ(b)(s), ψ(b)) = ψ(G(s, b)). This condition can be
replaced by considering the following equivalent statement: for all t ∈ T and
b ∈ B

F (t, ψ(b)) = ψ(G(λ̄(b)(t), b)).

The statements are equivalent because for all t ∈ T and b ∈ B, λ̄(b)(t) =
start(λ(b))(λ̄(b)(t)).

The correctness condition is also equivalent to showing that for all b ∈ B,
diagram (2) commutes indefinitely.

b
ψ−→ ψ(b)ygl(λ(b))(0)

yf

G(λ̄(b)(1), b)
ψ−→ F (1, ψ(b))ygl(λ(b))(1)

yf

G(λ̄(b)(2), b)
ψ−→ F (2, ψ(b))

.

..
.
..

(2)

The function l : Ret(S, T ) → [T → S+] is defined in Definition 2.6. If for all
n ∈ T bn = G(λ̄(b)(n), b) and an = F (n,ψ(b)) then diagrams (2) and (3) are
equivalent.

b0
ψ−→ a0 = ψ(b0)ygl(λ(b0))(0)

yf

b1 = G(λ̄(b0)(1), b0)
ψ−→ a1 = F (1, a0)ygl(λ(b1))(0)

yf

b2 = G(λ̄(b1)(1), b1)
ψ−→ a2 = F (1, a1)

.

.

.
.
.
.

(3)
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Further, diagram (3) commutes indefinitely if for all b ∈ B, ψ(G(λ̄(b)(1), b)) =
F (1, ψ(b)), because the second diagram is constructed by repeating the following
one step.

b
ψ−→ a = ψ(b)ygl(λ(b))(0)

yf

G(λ̄(b)(1), b)
ψ−→ F (1, a)

(4)

Verifying the correctness of G with respect to F can be reduced to showing
that diagram (4) commutes for all b ∈ B, which can be verified by case analysis.
Diagram (3) is equivalent to diagram (2) if it is possible to consider states in the
evolution of the maps F and G as if they were initial states, without compro-
mising their future evolution. For this we require F and G to be time consistent.
We also require retiming λ to be uniform. A state-dependent retiming λ(b) is
said to be uniform if the number of cycles of faster clock S corresponding with
any clock cycle t ∈ T is a function only of b ∈ B, and not of the actual value
of t ∈ T . If λ is not uniform, then correctness results at times t = s = 0, and
t = 1, s = λ̄(b)(1) will not apply at other times. We formally define uniform
retimings in Section 4.2.

Consider again the evolution of F , but suppose that F is defined with ini-
tialisation function h (definition 2.8). The trace of F when run for t1 + t2 cycles,
given initial state a, is F (t1, t2, a) = f t1+t2(h(a)). In the case that we first run F
for t1 cycles from initial state a, and then restart execution for a further t2 cycles,
from initial state F (t1, a), the trace becomes F (t2, F (t1, a)) = f t2(h(f t1(h(a)))).
For F to be time consistent and the one step theorem to apply, we require
f t1+t2(h(a)) = ft2(h(f t1(h(a)))), and hence h must be idempotent on the range
of F . That is, h must be as weak as possible: if any state a ∈ A is consistent
with the correct operation of F , then h must leave a unchanged, ensuring that
all possible states of F are possible initial states. We will see (lemma 4.2) that
this is a sufficient and necessary condition for an iterated map with initialisation
function to be time consistent.

4 Verifying Time-Independent Iterated Maps

We now develop and prove the one step theorem for non-superscalar proces-
sors. We formally define: time-consistent iterated maps F ; and uniform state-
dependent retimings λ ∈ Ret(A,S, T ). We consider how an iterated map can
be shown to be time-consistent, and a retiming to be uniform. Finally, we show
how, given time-consistent iterated maps and uniform retimings, verification
can be simplified.

4.1 Time-Consistent Maps

Definition 4.1 A function F : T ×A → A is said to be time-consistent if, and
only if,

F (t1 + t2, a) = F (t1, F (t2, a)),

for all a ∈ A and t1, t2 ∈ T .
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Definition 4.2 An iterated map G : S×B → B is time-consistent with respect
to a retiming λ ∈ Ret(B,S, T ) if, and only if,

G(λ̄(G(λ̄(b)(t2), a))(t1) + λ̄(b)(t2), b) =
G(λ̄(G(λ̄(b)(t2), b))(t1),G(λ̄(b)(t2), b)),

for all a ∈ A and t1, t2 ∈ T .

Consider the iterated map F : T × N → N, intended to enumerate odd
numbers starting from some value a, or a + 1 if a is even, and defined by the
equations

F (0, a) = h(a),
F (t + 1, a) = F (t, a) + 2,

where h : N → N is defined by

h(a) =
{

a, if a odd;
a + 1, otherwise.

The map F is time-consistent, since h(a) = a, provided a is odd. However, the
map F ′ : T × N → N defined by the equations

F (0, a) = h(a),
F (t + 1, a) = F (t, a) + 1,

is only time-consistent with respect to the retiming λ(a) = bs/2c, or any other
retiming that maps odd clock cycles to even clock cycles, since on odd clock
cycles h(a) 6= a. If we replace h with a strong initialisation function h′ : N → N,
defined by h′(a) = 1, then neither F nor F ′ is time-consistent, since for all a 6= 1,
h(a) 6= a.

Lemma 4.1 All iterated maps that do not have initialisation functions are
time-consistent.

Proof

Omitted. The proof follows straightforwardly from definition 4.1.
If we are able to represent a system without an initialisation function, we

need do nothing to establish time-consistency. However such examples are un-
likely in practice.

Lemma 4.2 Let F : T × A → A be an iterated map with next-state function
f : A → A and initialisation function h : A → A. Map F is time consistent
with respect to λ ∈ Ret(A,S, T ) if and only if, for all a ∈ A and t ∈ T

F (λ̄(a)(t), a) = h(F (λ̄(a)(t), a)) (5)
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Proof

We must prove that 5 is both sufficient and necessary for lemma 4.2.
For sufficiency, by definition 2.8, F (t, a) = ft(h(a)). Therefore,

F (λ̄(F (λ̄(a)(t2), a))(t1) + λ̄(a)(t2), a)
= f λ̄(F (λ̄(a)(t2),a))(t1)+λ̄(a)(t2)(h(a)),
= f λ̄(F (λ̄(a)(t2),a))(t1)(f λ̄(a)(t2)(h(a))),
= f λ̄(F (λ̄(a)(t2),a))(t1)(F (λ̄(a)(t2), a)),
= f λ̄(F (λ̄(a)(t2),a))(t1)(h(F (λ̄(a)(t2), a))), Equation 5
= F (λ̄(F (λ̄(a)(t2), a))(t1), F (λ̄(a)(t2), a)).

For necessity, observe that given an a ∈ A and a t ∈ T such that

F (λ̄(a)(t), a) 6= h(F (λ̄(a)(t), a))

then when t1 = 0 and t2 = t

F (λ̄(Fλ̄(t2), a))(t1) + λ̄(a)(t2), a) 6= F (λ̄(Fλ̄(t2), a))(t1), F (λ̄(a)(t2), a)).

Corollary 4.1 Let F : T × A → A be an iterated map with next-state function
f : A → A and initialisation function h : A → A. Map F is time-consistent if
and only if for all a ∈ A, t ∈ T

F (t, a) = h(F (t, a)).

Proof

From lemma 4.2, with t = λ̄(a)(t).
Recall our informal argument from Section 3.2 that a sufficient condition for

the one step theorem to apply, given iterated maps with initialisation functions,
is that F (t, a) = h(F (t, a)), for all a ∈ A and t ∈ T . From corollary 4.1 we see
that F is time-consistent if h is idempotent on the range of F . This is analogous
to the pipeline invariant of Cyrluk et al. [1997].

4.2 Durations and Uniform Retimings

State-dependent retimings λ ∈ Ret(A, S, T ), in which the number of cycles of
S corresponding to a given t ∈ T is not a function of t, but of the initial state
a ∈ A (or some successor state to a, produced by [repeated] application of some
next state function f : A → A) are said to be uniform. We define uniform
retimings in terms of their immersions using duration functions dur : A → S+,
that return the number of cycles of S corresponding with a cycle of T .

Definition 4.3 Let T and S be clocks with clock S faster than clock T , F :
T ×A → A be any time-consistent function, and dur : A → S+ be any function
mapping states to a positive number of cycles of clock S. A state-dependent
retiming λ ∈ Ret(A, S, T ), with immersion λ̄ : A → [T → S] is said to be
uniform with respect to F and dur if, and only if, λ̄ is of the form

λ̄(a)(0) = 0,
λ̄(a)(t + 1) = dur(F (λ̄(a)(t), a)) + λ̄(a)(t).

12



That is, the number of cycles of clock S corresponding with any time t+ 1 ∈ T
is only ever a function of the state of F at time t ∈ T and is not a direct function
of the time t.

Corollary 4.2 Let λ ∈ Ret(A, S, T ) be a uniform retiming with respect to F :
S × A → A. Then

λ̄(a)(t + 1) = λ̄(F (λ̄(a)(t), a))(1) + λ̄(a)(t).

The duration function dur : A → S+ used in the definition of λ forms part
of the correctness statement. In the case of a microprocessor, when considering
the PM and AC levels, dur will generally identify the number of cycles of AC
clock S corresponding to the instruction being executed at some time t ∈ T .
We may define dur non-constructively such that it searches the future states of
an AC map G until it identifies some condition identifying the end of a machine
instruction. A retiming λ defined in such a way would contain no specification of
how long instructions should take to execute at the AC level. Alternatively, we
could define dur construtively such that rather than searching future states, it
specifies the number of AC cycles that each instruction should take in any given
state. In practice, in highly-pipelined and superscalar processors, constructive
duration functions become increasingly difficult to define, because of the com-
plexity of the timing relationships between PM and AC levels: consider, for
example, [multi-level] instruction and data caches, and the consequences of a
cache miss on instruction timing.

4.3 The Simplified Correctness Statement

In theorem 4.1, we show how to simplify establishing time-consistency for it-
erated maps with initialisation functions. Then, in theorem 4.2, we state and
prove the one-step theorem for non-superscalar processors.

Theorem 4.1 Let F : T × A → A be an iterated map with next-state function
f : A → A, and initialisation function h : A → A. Let λ ∈ Ret(A, S, T ) be a
uniform retiming with respect to F . For all t ∈ T , a ∈ A

F (λ̄(a)(t), a) = h(F (λ̄(a)(t), a))

if and only if

F (λ̄(a)(0), a) = h(F (λ̄(a)(0), a)) and (6)
F (λ̄(a)(1), a) = h(F (λ̄(a)(1), a)). (7)

That is, to establish time-consistency, it is sufficient to check at times t = 0
and t = 1: induction over t is not required.

Proof

Equations (6) and (7) are clearly necessary: it remains to prove they are suf-
ficient. The proof is by induction over T . The basis, for t = 0, is given by
equation (6).
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Induction Hypothesis (IH): assume that F (λ̄(a)(t), a) = h(F (λ̄(a)(t), a)), for
some t ∈ T . The induction step, for time t + 1 is as follows.

F (λ̄(a)(t + 1), a)
= F (dur(F (λ̄(a)(t), a)) + λ̄(a)(t), a), Defn. 4.3
= F (dur(h(F (λ̄(a)(t), a))) + λ̄(a)(t), a), I.H.
= F (dur(F (0, F (λ̄(a)(t), a))) + λ̄(t), a), Defn. 2.8
= F (dur(F (λ̄(Fλ̄(a)(t), a))(0),
F (λ̄(a)(t), a))) + λ̄(a)(t), a), Defn. 2.4

= F (λ̄(Fλ̄(a)(t), a))(1) + λ̄(a)(t), a), Defn. 4.3
= f λ̄(F (λ̄(a)(t),a))(1)+λ̄(a)(t)(h(a)), Defn. 2.8
= f λ̄(F (λ̄(a)(t),a))(1)(f λ̄(a)(t)(h(a))),
= f λ̄(F (λ̄(a)(t),a))(1)(F (λ̄(a)(t), a)), Defn. 2.8
= f λ̄(F (λ̄(a)(t),a))(1)(h(F (λ̄(a)(t), a))), I.H.
= F (λ̄(F (λ̄(a)(t), a))(1), F (λ̄(a)(t), a)), Defn. 2.8
= h(F (λ̄(Fλ̄(a)(t), a))(1), F (λ̄(a)(t), a))), Eqn. 7
= h(f λ̄(F (λ̄(a)(t),a))(1)(h(F (λ̄(a)(t), a)))), Defn. 2.8
= h(f λ̄(F (λ̄(a)(t),a))(1)(F (λ̄(a)(t), a))), I.H.
= h(f λ̄(F (λ̄(a)(t),a))(1)(f λ̄(a)(t)(h(a)))), Defn. 2.8
= h(f λ̄(F (λ̄(a)(t),a))(1)+λ̄(a)(t)(h(a))),
= h(F (λ̄(F (λ̄(a)(t), a))(1) + λ̄(a)(t), a)), Defn. 2.8
= h(F (λ̄(a)(t + 1), a)). Defn. 2.8, Defn. 4.3,

Defn. 2.4, and I.H.

Theorem 4.2 Let F : T × A → A and G : S × B → B be iterated maps. Let
λ ∈ Ret(B, S, T ) be a uniform retiming with respect to G. Let ψ : B → A be a
surjective map. If

1. F is time consistent; and

2. G is time consistent with respect to λ,

then for all b ∈ B and s = start(λ(a))(s)

F (λ(b)(s), ψ(b)) = ψ(G(s, b))

if and only if

F (0, ψ(b)) = ψ(G(λ̄(b)(0), b)) and (8)
F (1, ψ(b)) = ψ(G(λ̄(b)(1), b)). (9)

That is, having established that F and G are time-consistent (either because
they do not have initialisation functions, or by applying theorem 4.1), it is
sufficient to show that diagram (1) commutes at times t = s = 0, and t = 1
(s = λ̄(b)(1)) to ensure that it commutes at all times t.

Proof

Equations (8) and (9) are clearly necessary: it remains to prove they are suf-
ficient. The proof is by induction over T . The basis, for t = 0, is given by
equation (8).
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Figure 2: Retimings from T to R and from S to R.

Induction Hypothesis (IH): assume that F (t, ψ(b)) = ψ(G(λ̄(b)(t), b)), for
some t ∈ T . The induction step, for time t + 1 is as follows.

F (t + 1, ψ(b))
= F (1, F (t, ψ(b))), Definition 4.1
= F (1, ψ(G(λ̄(b)(t), b)), IH
= ψ(G(λ̄(G(λ̄(b)(t), b))(1),G(λ̄(b)(t), b))), Equation 9
= ψ(G(λ̄(G(λ̄(b)(t), b))(1) + λ̄(b)(t), b)), Definition 4.2
= ψ(G(λ̄(b)(t + 1), b)). Corollary 4.2

The application of theorems 4.1 and 4.2 to a pipelined example can be found
in Fox [1998], Fox and Harman [1998b].

5 Superscalar Correctness Models

We now modify our correctness model, and the one step theorem, to accom-
modate superscalar processors. In a non-superscalar processor, one instruction
finishes execution before the next one starts. Consequently, there is always a
time s ∈ S on the AC clock corresponding to each time t ∈ T on the PM clock.
In a pipelined processor, instruction execution is overlapped. However, it is still
possible to identify a time s ∈ S on the AC clock for each time t ∈ T on the
PM clock, and so our correctness statement from definition 3.1 remains appli-
cable. In a superscalar implementation, it is possible for multiple instructions
to terminate, or retire, on a single clock cycle. That is, there may be cycles of
clock T that correspond with no cycle of clock S, and no retiming from S to T .
We introduce a new retirement clock R. Cycles of clock R mark the retirement
of one or more instructions. We can construct two retimings λ1 ∈ Ret(T, R),
mapping instruction clock cycles to retirement clock cycles, and λ2 ∈ Ret(S,R),
mapping system clock cycles to retirement clock cycles. Retimings λ1 and λ2

are illustrated in Figure 2. We can construct the adjunct retiming ρ : S → T
from system clock cycles to instruction clock cycles by composition:

ρ(t) = λ1λ2(t).
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Note that, unlike the retimings of Section 2.2, adjunct retimings need not be
surjective.

Although adjunct retimings may not be surjective, we can use them as timing
abstraction functions to construct correctness statements for superscalar micro-
processors. We are not interested in the correctness of a superscalar processor
at those times t ∈ T not in the image of ρ. Suppose instruction i terminates at
time t in the architectural model and will, in an implementation, terminate at
the same time as instruction i + 1. We can only consider the correctness of the
implementation after both i and i + 1 have terminated.

5.1 Adjunct Retimings

An adjunct retiming is constructed by composing the immersion of a retiming
λ1 with a retiming λ2.

Definition 5.1 The state-dependent adjunct retiming ρ of state-dependent re-
timings λ1 ∈ Ret(A, T,R) and λ2 ∈ Ret(A, S,R) is defined as follows

ρ(a) = λ2(a) ◦ λ̄1(a).

The set of all state-dependent adjunct retimings from S to T through R is de-
noted by Ret(A,S,R, T ).

We can define adjunct retimings that are not state-dependent, and the
immersions (Definition 2.4) of adjunct retimings in the obvious way (see Fox
[1998]).

5.2 Correctness Definition for Superscalar Processors

By using state dependent adjunct retiming ρ, constructed from state depen-
dent retimings λ1 and λ2, we can construct a correctness model for superscalar
processors.

Definition 5.2 Let F : T × A → A and G : T × A → A be iterated maps,
and let R be a clock, with retimings λf ∈ Ret(B,T,R) and λg ∈ Ret(B,S,R).
Let ρ ∈ Ret(B, S, R, T ) be the state-dependent adjunct retiming of λf and λg.
Let ψ : B → A be a surjective map. Iterated map G is said to be a correct
implementation of iterated map F with respect to ρ and ψ if for all b ∈ B and
s = start(λg(b))(s), the following diagram commutes

T ×A
F−→ Ax(ρ, ψ)

xψ
S × B

G−→ B

(10)

Definition 5.2 is identical to definition 3.1 in the case of non-superscalar
processors. In a non-superscalar processor, clocks R and T will be identical,
and hence λf = λ̄f = Id. Consequently, ρ = λg ◦ Id = λg.
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6 Verifying Superscalar Processors

In this section, we state and prove the one step theorem for superscalar proces-
sors.

Theorem 6.1 Let F : T × A → A and G : T × A → A be iterated maps, and
let R be clock, with retimings λf ∈ Ret(B,T, R) and λg ∈ Ret(B, S, R). Let
ρ ∈ Ret(B,S,R, T ) be the state-dependent adjunct retiming of λf and λg. Let
ψ : B → A be a surjective map. If

1. λf and λg are uniform with respect to G (definition 4.3);

2. F is time consistent with respect to λf (definition 4.2); and

3. G is time consistent with respect to λg

then for all b ∈ B and s = start(λg(b))(s)

F (ρ(b)(s), ψ(b)) = ψ(B(s, b))

if and only if

F (λ̄f (b)(0), ψ(b)) = ψ(G(λ̄g(b)(0), b)) and (11)
F (λ̄f (b)(1), ψ(b)) = ψ(G(λ̄g(b)(1), b)). (12)

That is, having established that F and G are time-consistent, it is sufficient
to show that diagram (10) commutes at times t = s = r = 0, and r = 1
[s = λ̄g(b)(1), t = λ̄f (b)(1)] to ensure that it commutes at all times t.

Proof

Equations (11) and (12) are clearly necessary: it remains to prove they are
sufficient. The proof is by induction over R. The basis, for r = 0, is given by
equation (11).

Induction Hypothesis (IH): assume that F (λ̄(b)(r), ψ(b)) = ψ(G(λ̄g(b)(r), b)),
for some r ∈ R. The induction step, for time r + 1 is as follows.

F (λ̄f (r + 1), ψ(b))
= F (λ̄f (G(λg(b)(r), b))(1) + λ̄f (b)(r), ψ(b)), Corollary 4.2
= F (λ̄f (G(λg(b)(r), b))(1), F (λ̄f (b)(r), ψ(b))) Definition 4.1
= F (λ̄f (G(λg(b)(r), b))(1), ψ(G(λ̄g(b)(r), b))) IH
= ψ(G(λ̄g(G(λ̄g(b)(r), b))(1), G(λ̄g(b)(r), b))), Equation 12
= ψ(G(λ̄g(b)(r + 1), b)). Corollary 4.2

We may of course also consider superscalar processors with input and output.
We do not consider such cases here. However, a full treatment may be found
in Fox [1998]. A substantial superscalar example is discussed in Fox [1998],
Fox and Harman [1998a].

17



7 Concluding Remarks

We have discussed models of correctness for non-superscalar and superscalar mi-
croprocessors, modelled as iterated maps, and shown formally how the process
of formal verification can be considerably simplified given a number of easily es-
tablished and checked conditions. The verification technique discussed relies, for
its tractability, on the relative granularities of time at each level of abstraction.
In cases where many time cycles at the AC level correspond with each cycle of
the PM , level, state exploration is likely to be impractical. However, in the spe-
cific case of microprocessors, this will be unusual. In addition, state exploration
may be made impractical by the existence of a range of conditions affecting
the timing of instructions; for example, exceptions, cache misses etc. We are
exploring techniques to address this based on considering further, intermediate
levels of abstraction.

A further problem is the construction of a suitably-weak initialisation func-
tion h, or equivalently, in the work of others, a suitable invariant). The initial-
isation function must be able to recognise, and leave unchanged, all states that
are valid: that is, consistent with correct future execution. In the case of simple
processors, this is relatively straightforward. However, in the case of complex
processors h may be very complex. Fox [1998] describes a method for systemati-
cally constructing h for pipelined processors, where the state of the pipeline can
be uniquely determined by the immediately preceeding instructions. This does
not, in general, work for superscalar processors, where the state of the pipeline
may be influenced by instructions that passed though in the (potentially dis-
tant) past. (Consider, for example, a processor with multiple arithmetic units:
the choice of which unit to send an arithmetic instruction to will be influenced
by the sizes of the queues at each unit, which in turn will be influenced by the
number and distribution of arithmetic instructions in the past. The (related)
problem of generating invariants is addressed in Su et al. [1996].

We have illustrated these results within the framework of a set of algebraic
tools, developed by the authors and J V Tucker Harman and Tucker [1996],
Harman and Tucker [1997], which are equationally specified using initial alge-
bra semantics Ehrig and Mahr [1985]. However, there is no reason why these
results could not be applied within a number of other available models of digital
hardware.

To date, we have focussed on mathematical techniques instead of software
tools. We are interested in developing software support for our techniques:
largely, because of the complexity of examples we wish to consider Fox [1998],
Fox and Harman [1998a]. However, we intend to a range of existing tools
rather than developing our own. The work on microprocessor representation
will be unified with the closely-related work of K Stephenson on languages and
compilers Stephenson [1996]: in particular, work on the Java Virtual Machine
Stephenson [1998].
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and J V Tucker, editors, Prospects for Hardware Foundations. Springer-Verlag,
to appear, 1998.

Su et al. [1996]
J Su, D Dill, and C Barrett. Automatic generation of invariants in processor
verification. In A Camilleri M Srivas, editor, Formal Methods in Computer-
Aided Design, pages 377 – 388. Lecture Notes in Computer Science 1166,
Springer-Verlag, 1996.

Wechler [1991]
W Wechler. Universal Algebra for Computer Scientists. EATCS Monograph,
Springer-Verlag, 1991.

Windley and Burch [1996]
P Windley and J Burch. Mechanically checking a lemma used in an auto-
matic verification tool. In A Camilleri M Srivas, editor, Formal Methods in
Computer-Aided Design, pages 362 – 376. Lecture Notes in Computer Science
1166, Springer-Verlag, 1996.

Windley and Coe [1994]
P Windley and M Coe. A correctness model for pipelined microprocessors.
In Proceedings of the 2nd Conference on Theorem Provers in Circuit Design,
1994.

Windley [1993]
P Windley. A theory of generic interpreters. In L Pierre G Milne, editor,
Correct Hardware Design and Verification Methods, pages 122 – 134. Lecture
Notes in Computer Science 683, Springer-Verlag, 1993.

22


