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Abstract
As the size of CFD simulation data sets expand, the
job of the engineer to analyze, explore, and present the
data becomes more challenging. The scientific visual-
ization tools used by the engineer should evolve to meet
the growing demands presented by large simulation data
sets. Furthermore, no single visualization technique can
meet each users needs. We present a detailed selection of
recently developed direct, geometric, and texture-based
flow visualization techniques. These techniques address
the demand, set forth by engineers, for visualization so-
lutions which provide insight into CFD simulation data.
Included are algorithms for (1) the resampling of CFD
simulation data, (2) fast, animated texture-based flow vi-
sualization, and (3) geometric flow visualization includ-
ing dashed, animated-streamlines, oriented streamlines,
streamlets, and streamcomets. Each approach is targeted
at the visual analysis of computational fluid dynamics
(CFD) simulation data. This relatively new selection of
techniques provides valuable tools that allow engineers to
gain insight into their CFD simulation results.

Keywords
computational fluid dynamics (CFD), flow visualization,
vector field visualization, resampling, streamlines, texture
advection

1 Introduction
Visualization is an important part of exploring, analyz-
ing, and presenting the results of a CFD simulation. As
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the size of CFD simulation data sets increases, the util-
ity of scientific visualization for gaining insight into the
data sets also increases. Visualization offers one way to
manage such large collections of simulation data since it
brings the data to a higher level of abstraction. Simply
reading the raw data does not meet all of the demands set
forth by the user and may not even be feasible. Further-
more, no single visualization solution can span the range
of each engineer’s needs. Hence a range of solutions must
be at the user’s disposal.

We present a selection of recent advances in flow visual-
ization that addresses the growing demand for solutions
that offer insight into the continuously expanding CFD
simulation data sets. Our presentation draws upon flow vi-
sualization techniques being classified into four main cat-
egories: (1) direct, (2) texture-based, (3) geometric, and
(4) feature-based [14, 19]. This classification provides a
framework useful for placing our techniques in a larger
context. The resampling tool we present falls into the di-
rect flow visualization category [12]. The Image Space
Advection (ISA) and Image Based Flow Visualization for
Curved Surfaces (IBFVS) algorithms fall into the texture-
based category [16]. And our discussion of geomet-
ric techniques includes, oriented streamlines, animated-
dashed streamlines, streamlets, and streamcomets [13].
These recent advances are applied to real-world applica-
tions in the field of CFD including the investigation and
visualization of patterns of flow motion specific to auto-
motive engineering. We discuss the benefits of these tech-
niques along the way using real-world results.

The rest of this paper is organized as follows: Section 2
briefly outlines some related work. Section 3 describes
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a resampling tool for CFD simulation data. Section 4
presents recent algorithms for the fast advection of tex-
tures on surfaces. Section 5 outlines how texture-based
flow visualization can be applied to isosurfaces. Sec-
tion 6 describes a collection of geometric flow visual-
ization techniques applicable to CFD simulation data and
Section 7 demonstrates how direct, geometric and texture-
based flow visualization techniques can be used to solve
real-world problems from the automotive industry.

2 Related Work

Four different approaches are widely used in flow visual-
ization [14, 20]:

Direct flow visualization: This category of techniques
uses a translation that is as direct as possible for repre-
senting flow data in the resulting visualization. The result
is an overall picture of the flow. Common approaches are
drawing arrows or color coding velocity. Intuitive pic-
tures result, especially in the case of two dimensions. See
Schulz et at. [22] for good illustrations of direct flow vi-
sualization techniques applied to CFD simulation data.
Westermann demonstrates a volume rendering technique
in order to visualize 3D vector data [30].

Geometric flow visualization: These approaches often
first integrate the flow data and use geometric objects in
the resulting visualization. The objects have a geome-
try that reflects the properties of the flow. Examples in-
clude streamlines, streaklines, streamsurfaces, and time-
lines. Not all geometric objects are based on integration.
Another useful geometric approach is generating isosur-
faces, e.g., with respect to an isovalue of pressure or mag-
nitude of velocity. A more thorough description of ge-
ometric techniques is presented by Post et al. [19]. See
the work of Schroeder et al. [21] or Zöckler et al. [31]
for classic examples of geometric flow visualization tech-
nique applied to 3D vector data.

Dense, texture-based flow visualization: A texture is
computed that is used to generate a dense representation
of the flow. A notion of where the flow travels is incor-
porated through co-related texture values along the vector
field. In most cases this effect is achieved through filter-
ing of texels according to the local flow vector. Texture-
based methods offer a dense representation of the flow

with complete coverage of the vector field. Recent exam-
ples include Image Based Flow Visualization (IBFV) [26]
and Image Space Advection (ISA) [16], which can gener-
ate both Spot Noise [25] and LIC-like [3] imagery. We
note that a full comparison of texture-based flow visual-
ization techniques is given elsewhere [14].

Feature-based flow visualization: Another approach
makes use of an abstraction and/or extraction step which
is performed before visualization. Special features are ex-
tracted from the original dataset, such as important phe-
nomena or topological information of the flow. Visualiza-
tion is then based on these flow features (instead of the
entire dataset), allowing for compact and efficient flow
visualization, even of very large and/or time-dependent
datasets. This can also be thought of as visualization of
derived data. Post et al. [20] cover feature-based flow vi-
sualization in detail. The work of Doleisch et al. [4, 5]
presents recent developments in feature specification and
extraction.

3 Resampling of CFD Simulation
Data

To start off, we introduce a flexible, variable resolu-
tion tool for interactive resampling of computational fluid
dynamics (CFD) simulation data on unstructured grids.
The tool and coupled algorithm afford users precise con-
trol of glyph placement during vector field visualization
via six interactive degrees of freedom. The resampling
tool, called FIRST (a Flexible and Interactive ReSampling
Tool), is a valuable asset in the engineer’s pursuit of un-
derstanding and visualizing the underlying flow field in
CFD simulation results [12].

FIRST solves both the perceptual problems resulting from
a brute force hedgehog visualization approach, where a
vector glyph is rendered at every CFD grid cell, and glyph
placement problems by (1) giving the user control of the
resolution of the glyphs in the image and (2) giving the
user precise control of where to place the vector glyphs
for viewing the flow with normal components.

3.1 Interactive Visualization and Analysis
The key distinguishing features of FIRST stem from the
fact that it was specifically developed in order to provide
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Figure 1: FIRST has six degrees of freedom tool: (1-3) three
translations, (4) a rotation, (5) a scale, and (6) the resolution of
resampling cells, i.e., cells/m2.

the user with a range of flexible interactions at multiple
resolutions. The reason we focus on a combination of
user control with resampling is because engineers require
interactive visualization solutions. This is partly due to a
large amount of time engineers spend searching the data
sets. The analysis of an engineer includes tasks such as
searching for areas of extreme pressure, looking for sym-
metries in the flow, searching for critical points, and com-
paring simulation results previous simulation results and
with measured, experimental results.

FIRST provides the following features: (1) six interactive
DoFs: three translational, scaling, rotation, and resolution
(Figure 1), (2) handles changes to both underlying topol-
ogy and geometry, i.e., can be utilized for the display of
time-dependent, unstructured grid slices where geometry
and topology change over time or space, (3) resamples
any unstructured grid onto any structured grid, (4) han-
dles unstructured grids with holes and discontinuities,
(5) does not rely on any pre-processing of the data (6) con-
sists of a straightforward implementation, e.g., requires no
neighbor-finding capabilities or complicated data struc-
tures, (7) processes large quantities of unstructured, sca-
lene triangles efficiently. The resampler provides flexi-
ble user-interaction capabilities beyond those offered by
other methods. Also, the underlying algorithm operates
on a per-unstructured-polygon basis, making it suitable
for parallelization.

Figure 2: (top) A slice mesh with discontinuities -two gaps in
the shape of rings, using hedgehog visualization (bottom) The
same slice resampled onto a regular grid.

3.2 Resampling Options

The resampler features are associated with a user-defined,
2D slice through a 3D mesh from CFD. Engineers take a
slice of the data and slide the slice through the geometry
in order to find features of the simulation data, e.g., areas
of extreme pressure and vortices. As the user moves the
slice through the 3D mesh, the resampler automatically
resizes itself around the slice boundary, handling changes
to both the underlying geometry and topology. This is
important with respect to addressing the versatility of our
CFD simulation data sets. Furthermore, requiring the user
to manually adjust the size of the resampling grid would
slow down the visualization and analysis process consid-
erably.

3



Figure 3: ISA and IBFVS applied to the flow simulation data at the surface of two intake ports side by side: ISA with the white
background and IBFVS with the gray background.

Figure 2 illustrates our technique on a mesh with discon-
tinuities. The discontinuities are two gaps in the shape
of rings. Visualization of flow with normal components
is shown using both the hedgehog technique versus the
glyphs onto a resampled grid 1. Figure 2 illustrates how
FIRST reduces occlusion and visual complexity thus mak-
ing the results more suitable for presentation. Also, ren-
dering times are accelerated because the number vector
glyphs is reduced.

4 Image Space Based Visualization
of Flow on Surfaces

In this section we present a brief, side-by-side analysis of
two recent image space approaches for the visualization of
vector fields on surfaces. The two methods, Image Space
Advection (ISA) [15] and Image Based Flow Visualiza-
tion for Curved Surfaces (IBFVS) [27] generate dense
representations of time-dependent vector fields with high
spatio-temporal correlation (see Figure 3). While the 3D
vector fields are associated with arbitrary surfaces repre-
sented by triangular meshes, the generation and advec-
tion of texture properties is confined to image space. Fast
frame rates are achieved by exploiting frame-to-frame co-
herency and graphics hardware. In our comparison of ISA
and IBFVS we point out the strengths and weaknesses of

1For supplementary images and MPEG animations of the resampler,
please visit:
http://www.VRVis.at/ar3/pr2/resampler/

each approach and give recommendations as to when and
where they are best applied.

Dense, texture-based, unsteady flow visualization on sur-
faces remained an elusive problem since the introduc-
tion of texture-based flow visualization algorithms them-
selves. The class of fluid flow visualization techniques
that generate dense representations based on textures
started with Spot Noise [25] and LIC [3] in the early
1990s. The main advantage of this class of algorithms
is their complete depiction of the flow field while their
drawbacks are, in general, the computational time re-
quired to generate the results, lack of flow orientation (up-
stream vs. downstream), and applicability to 3D flow. Fig-
ure 3 illustrates two texture-based techniques that main-
tain complete coverage of the vector field while at the
same time overcome some of the aforementioned disad-
vantages, namely, long computation time and lack of flow
orientation. Texture values are correlated along the direc-
tion of the flow. The orientation of the flow is especially
apparent in an interactive animation.

Traditional visualization of boundary flow using texture
mapping first maps one or more 2D textures to a surface
geometry defined in 3D space. The textured geometry is
then rendered to image space [24]. Here, we alter this
classic order of operations. First we project the surface
geometry and its associated vector field to image space
and then apply texturing. In other words, while concep-
tually texture properties are advected on boundary sur-
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Figure 4: Flow diagrams of the two texture-based flow visualization algorithms, side-by-side. On the left is the ISA
pipeline, on the right is IBFVS. The edge detection process of the original ISA algorithm [15] is not included in order
to highlight the major differences between the algorithms.

faces in 3D, in fact the algorithms realize texture advec-
tion in image space. In particular, the methods have the
following characteristics: They (1) generate a dense rep-
resentation of unsteady flow on surfaces (Figure 3), (2)
visualize flow on complex surfaces composed of poly-
gons whose number is on the order of 250,000 or more,
(3) can handle arbitrary, complex meshes without rely-
ing on a parametrization, (4) support user-interaction such
as rotation, translation, and zooming while maintaining a
constant, high spatial resolution, (5) deliver high perfor-
mance, i.e., several frames per second, and (6) visualize
flow on dynamic meshes with time-dependent geometry
and topology.

4.1 A Side-by-Side Overview

ISA and IBFVS simplify the problem by confining the
synthesis and advection of texture properties to image
space. Both methods project the surface mesh and associ-
ated vector data to image space and then apply a series of
textures. Summarizing, the methods are comprised of the
following pipeline:

1. associate the 3D flow data with the polygons at the
boundary surface, i.e., a velocity vector is stored at
each polygon vertex of the surface

2. project either the associated vector field or the dis-
torted surface mesh onto the image plane

3. advect texture properties according to the projected
vector field or the projected, distorted mesh in image
space

4. inject and blend noise
5. overlay optional visualization cues such as showing

a semi-transparent representation of the surface with
shading

These stages are depicted schematically for ISA and
IBFVS in Figure 4. Each step of the pipeline is necessary
for the dynamic cases of unsteady flow, time-dependent
geometry, rotation, translation, and scaling, and only a
subset is needed for the static cases involving steady-state
flow and no change to the viewing parameters.

The ISA and IBFVS implementation pipelines are shown
side-by-side in Figure 4 in order to illustrate overlap
and divergence. Conceptually, the algorithms share sev-
eral overlapping components such as projection to im-
age space, advection mesh computation, texture-mapping,
noise injection and blending, and the addition of shad-
ing or a color map. The main difference between the two
methods is that ISA uses an image-based mesh in order
to advect the textures, whereas the texture advection in
IBFVS is driven by the original 3D mesh. As a result, dif-
ferences arise stemming from parts of the algorithm that
use image space vs. object space. These decisions result
in advantages and disadvantages for both methods. More
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details about each step of the pipeline shown in Figure 4
are given by Laramee et al. [16] 2.

4.2 Discussion

The choice of whether to apply ISA or IBFVS depends
on the complexity of the model. For surface visualization
IBFVS is a good choice. Polygons generally cover several
pixels in image space hence the amount of computation
time per-pixel is low. For visualization of flow on large
meshes such as shown in Figure 3, ISA is a good choice.
For these meshes, many polygons cover less than a pixel
and many polygons are occluded. ISA avoids spending
computation time on these pixels. Also, in terms of soft-
ware development, IBFVS is generally easier to imple-
ment because it is a more straightforward extension of
IBFV [26].

We also point out that ISA and IBFVS are much faster
than previous attempts to depict both steady and unsteady
flow on surfaces using texture synthesis. This includes the
previous work by Forssell and Cohen [6] to extend LIC to
curvilinear grids, Battke et al. [1] to extend Fast LIC to
arbitrary surfaces, and Mao et al. [18] who extend LIC to
arbitrary triangular meshes with steady-state flow. In ad-
dition, we have not seen much work in the area of texture-
based flow visualization on surfaces in general since the
introduction of UFLIC (Unsteady Flow LIC) by Shen and
Kao [23] in 1998, which relies on a parameterization.

5 Texture Based Visualization of
Flow on Isosurfaces

For many of the automotive components that undergo
evaluation, there is an ideal pattern of flow engineers try
to create. Figure 5 illustrates the swirl motion of fluid
flow in a combustion chamber from a diesel engine. In
order to generate swirl motion, fluid enters the combus-
tion chamber from the intake ports. Later on in the engine
cycle, the kinetic energy associated with this swirl motion
is used to generate turbulence for mixing of fresh oxygen
into the fluid. The more turbulence generated, the bet-
ter the mixture of air and diesel fuel, and thus the better

2For supplementary images and MPEG animations of ISA and
IBFVS, please visit:
http://www.VRVis/ar3/pr2/isa-ibfvs/
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Figure 5: The swirling motion of flow in the combustion cham-
ber of a diesel engine. Swirl is used to describe circulation about
the cylinder axis. The intake ports at the top provide the tangen-
tial component of the flow necessary for swirl. The data set
consists of 776,000 unstructured, adaptive resolution grid cells.

the combustion itself. Ideally, enough turbulent mixing is
generated such that 100% of the fuel is burned.

Since it is the swirling flow that is used to generate tur-
bulence, the swirl should be maximized in order to maxi-
mize turbulence. From the point of view of the mechani-
cal engineers designing the intake ports, increased swirl
flow leads to beneficial conditions: (1) improved mix-
ture preparation, i.e., more fuel contact with oxygen, (2) a
higher EGR (Exhaust Gas Ratio) which means a decrease
in fuel consumption, and (3) lower emissions. However,
too much swirl displaces the flame used to ignite the fuel.
As such, a balance must be achieved between generating
enough swirl flow in order to create turbulence and not
displacing the flame used to ignite the flow.

Some routine questions that a mechanical engineer may
ask when investigating swirl flow are: Can visualization
provide insight into or verify the characteristic shape(s)
or behavior of the flow? What tool(s) can help to visual-
ize the swirl flow pattern? and Where in the combustion
chamber is the swirl flow pattern not being met?

Isosurfaces are a visualization tool used routinely by me-
chanical engineers to investigate the properties of the flow
inside a 3D volume. The shape of an isosurface can give
the engineer insight into its 3D characteristics. Figure 6,
left shows a velocity isosurface in the combustion cham-
ber of the data set in Figure 5. The engineer can see that
the flow has some of the swirling orientation that they are
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Figure 6: (left) a velocity isosurface of value 5.0 m/s with a CFD simulation attribute mapped to hue, (middle) with texture-based
flow visualization applied, (right) texture-based flow visualization on the isosurface combined with a normal mask.

looking for. However, what is missing from Figure 6, left,
is a clear indication of flow direction, e.g., the upstream
and downstream nature of the flow. In particular, it is not
obvious where the flow does not follow the ideal swirl
pattern that the combustion chamber should encapsulate.

5.1 Applying Texture-Based Flow Visual-
ization

Applying texture-based flow visualization techniques to
such isosurfaces provides engineers even more insight
into the characteristics of 3D vector fields. And this has
become a feasible option only recently. We applied the
ISA method of Laramee et al. [15] for producing dense,
texture-based representations of flow on isosurfaces. The
result is a combination of two well known scientific vi-
sualization techniques, namely iso-surfacing and texture-
based flow visualization, into a useful hybrid approach.
Our application is a versatile visualization technique with
the following characteristics: (1) generates a dense rep-
resentation of flow on adaptive resolution isosurfaces, (2)
visualizes flow on complex isosurfaces composed of poly-
gons whose number is on the order of 200,000 or more,
(3) visualizes flow independent of the isosurface mesh’s
complexity and resolution, (4) supports user-interaction

such as rotation, translation, and zooming always main-
taining a constant, high spatial resolution, and (5) pro-
duces fast animations, realizing up to 60 frames per sec-
ond.

5.2 Applying a Normal Mask

When visualizing flow on normal boundary surfaces the
direction of the flow generally coincides with the surface
itself. As the flow approaches the boundary, it is not al-
lowed to pass through and is pushed in a tangential di-
rection, i.e., it can be described as surface aligned flow.
However, in the case of isosurfaces this is no longer true.
The flow at an isosurface can sometimes exhibit a strong
flow that is normal to the surface, e.g., cross-surface flow.
The same also holds true for the case of arbitrary clipping
geometries. Simply advecting texture properties accord-
ing to the vector field projected onto the isosurface could
be considered misleading.

Battke et al [1], who applied LIC to surfaces, address this
problem by varying the length of the convolution filter ac-
cording to the magnitude of the vector component tan-
gential to the surface. In areas where the vector field is
oriented almost perpendicular to the surface only very lit-
tle smearing of the texture occurs, i.e., the input noise is
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visible instead of a convolved texture. Our approach is
required to be consistent with the visualization of flow
on boundary surfaces. When we apply texture-based
flow visualization to boundary surfaces, the amount of
texture-smearing indicates velocity magnitude, i.e., tex-
ture is smeared into longer streaks in areas of higher ve-
locity magnitude. We don’t want to change the semantic
interpretation of smearing for isosurfaces.

We propose an idea inspired by the well known velocity
mask [8], namely, a normal mask. A velocity mask can
be used to dim or highlight high frequency noise in low
velocity regions. Whereas, a normal mask can be used to
dim regions of the vector field that have strong cross-flow
component to the isosurface. We define the normal mask
as: β = (v̄ · n)m where β increases as a function of the
product of the velocity, v, and normal vector to the sur-
face, n, at that point. Here, m is arbitrary. In practice, m

is typically around unity giving the opacity a linear behav-
ior. In our case, the image overlay becomes more opaque
in regions with a strong cross-flow component and more
transparent in areas of highly tangential velocity. With
the normal mask enabled, the viewer’s attention is drawn
away from areas of strong cross-flow component, and to-
wards areas of high tangential velocity. However, the tex-
ture properties are still advected according the velocity
vectors projected onto the isosurface.

Some results of applying this normal mask to an isosur-
face are shown in Figure 6, right. We can see that the flow
at the isosurface just below the intake port in the fore-
ground (in white) has a strong normal component to the
isosurface. The higher frequency texture in this region is
difficult to see. Note also that we have chosen a simpler
color scale in this case to reduce the visual complexity of
the result. We find that using using a full range of hue for
the color mapping in combination with variable opacity
for the normal mask is visually complex. So we provide
the option of trading off some complexity in the color map
while applying the normal mask 3.

3For supplementary images and animations of texture-based flow vi-
sualization on isosurfaces, please visit:
http://www.VRVis.at/ar3/pr2/VisSym04/

6 Geometric Flow Visualization
Techniques

This section turns our attention to a collection of geo-
metric flow visualization techniques including oriented
streamlines, streamlets, a streamrunner tool, stream-
comets, and a real-time animated streamline technique.
We place special emphasis on necessary measures re-
quired in order for geometric techniques to be applicable
to real-world data sets. There has been a lot of work done
in this area. And while some of the geometric techniques
here have been presented in previous literature, they are
often not illustrated in the context of real-world data sets.
For full overview of related research, see the work by Post
et al. [19].

6.1 Oriented Streamlines, Streamlets, and
Streamcomets

One of the drawbacks of conventional streamlines is the
lack of flow orientation (upstream vs. downstream direc-
tion) depicted in a still image. Our system incorporates an
oriented streamline implementation. Oriented streamlines
convey the downstream direction of the flow by varying
the opacity as a function of particle trace evolution. In
other words, the further downstream an integration path is
traced, the higher the opacity of the streamline. This can
be implemented by giving the streamlines a finite width,
either automatically or through user-defined parameters,
and using semi-transparent polygons in order to depict an
oriented streamline (Figure 7, middle-left). Arrow heads
could also be used to achieve the same effect. However,
arrow head glyphs can more easily lead to visual clutter
without careful treatment. The result is similar to that of
OLIC (Oriented Line Integral Convolution) [28, 29]. One
important difference is that OLIC is based on a tradition-
ally slower approach derived from LIC and OLIC is more
applicable to 2D flow rather than 3D.

For the case of unsteady flow, drawing a continuous par-
ticle path using only a single time step can be considered
misleading. This is because no particle actually traces
such a path. For the case of slices and surfaces, the visu-
alization becomes even more problematic because a com-
ponent of the vector field is taken away, namely that com-
ponent orthogonal to the slice or surface, absent after a
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Figure 7: The visualization of blood flow at the surface of an aneurysm: (left) geometric flow visualization using streamlines
(middle-left) oriented streamlines and (middle-right) streamlets, and (right) streamcomets.

Seeding Location

DoF −Animation Speed

DoF
DiameterDoF −Length of Tail

DoF −Position of Head

Figure 8: The streamcomet promotes four interactive DoFs:
(1) the position of the comet head along the path of integration,
(2) the diameter of the comet head and tail, (3) the length of
the semi-transparent comet tail, and optionally (4) the animation
speed of the comets along the path of integration.

projection onto the slice or surface. One approach to han-
dling this is through the use of streamlets (short stream-
lines) as illustrated in Figure 7 middle-right.

Streamcomets are an extension of the streamrunner [11].
The streamrunner addresses the problems of occlusion
and scene complexity directly by giving the user con-
trol over the evolution of streamlines from seeding time
until they terminate. A streamline may terminate when
it reaches a boundary in the geometry, reaches a region
of zero velocity, or reaches a maximum length set by
the user. Streamcomets follow a very intuitive metaphor.
They offer four interactive degrees of freedom as shown
in Figure 8. Coupled with more interactive degrees of
freedom, streamcomets offer the advantage of showing lo-
cal flow direction and curvature for static images. There
is strong evidence to support the notion that flow visual-
ization objects that show the direction of the local vector
field improve the user’s ability to identify critical points

and understand particle advection paths [10].

Another useful feature is the option of animating the
streamcomets. Conceptually, animating the streamcomets
such that the comet head position is automatically incre-
mented along the streamline path, acts as a visual search
function. The viewer is able to use the animation to
search for optimal comet head positions. This is very use-
ful when the user is not sure where to position the head,
searching for interesting features in the flow field, or opti-
mizing the other interactive DoFs. We emphasize the im-
portance of the user’s ability to resize the streamcomets
along arbitrary dimensions when zooming in and out of
the data sets. Changes to the diameter of the comet heads
apply to the entire collection of streamcomets, and are not
applied on a per-comet basis. Applying size changes to
individual comets would lead to misleading visualization
results, e.g., the user may interpret different comet head
sizes to be a reflection of scalar properties inherent in the
flow field.

Figure 7, left-to-right, shows the use of streamlines, ori-
ented streamlines, streamlets and streamcomets all ap-
plied to the same data set. The data set in this case is simu-
lation data coming from blood flow through an aneurysm.
Note that these techniques highlight flow characteristics
such as areas of divergence and convergence. Further-
more, they are well suited for 3D flow visualization of
which we will see more in Section 6.2.

6.2 Animated Streamlines
We use a stippling approach to animate streamlines such
that the downstream direction of the flow is depicted. The
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Figure 9: The visualization of tumble motion using animated,
dashed streamlines. Two seeding planes are used: one seeding
color mapped streamlines, the other emanating red streamlines.
A gray scale-mapped slice serves as context information.

advantage here is that the stippling approach is supported
by OpenGL 1.1 and commodity graphics hardware. Thus
real-time frame rates can be achieved even for large num-
bers of streamlines. Anti-aliasing, also supported by the
graphics hardware, can be added to visually enhance the
results at very little overhead. Our approach is reminis-
cent of that used by Jobard and Lefer [9] or Berger and
Gröller al. [2] where a color-table look-up approach is
used to animate the streamlines. One important difference
is that the technique here applies well to 3D flow.

Figure 9 shows shaded streamlines and animated–dashed
streamlines used to visualize tumble motion [17] 4. The
sparser animated–dashed streamlines allow the user to see
through the volume and line stipple patterns can be ren-
dered at fast frame rates. See Laramee and Hauser [13] for
more details on real-time frame rates. The implementa-
tion is simpler than the dash tube technique of Fuhrmann
and Gröller [7].

4For supplementary images and MPEG animations, please visit:
http://www.VRVis.at/ar3/pr2/geometricApproach/

Tumble
Motion

Figure 10: Some gas engine components require a tumble mo-
tion flow pattern (right) in order to mix fluid with oxygen. Tum-
ble flow circulates around an axis perpendicular to the cylin-
der axis, orthogonal to swirl flow. The data set is composed of
61,700 unstructured, adaptive resolution cells.

7 Investigating Swirl and Tumble
Flow

The VRVis Research Center collaborates with AVL
(www.avl.com) in order to provide visualization solutions
for analysis of their CFD simulation results. Previously,
AVL engineers used a series of several color-mapped
slices to assess and visualize the results of their CFD sim-
ulations. Isosurfaces were used less commonly to assess
certain 3D features that could not be investigated suffi-
ciently with 2D slices. Recently, new solutions for the vi-
sualization of CFD simulation data have been introduced.
This section reports on the application of these techniques
in addition to the more traditional approaches. We de-
scribe: (a) the application of different visualization tech-
niques to specific application cases, (b) advantages and
disadvantages of what these techniques offer, and (c) a
comparison which may apply to other application cases.
We also to give recommendations on when to use specific
techniques and in which application scenario.

7.1 Evaluating Swirl and Tumble Motion

In the flow within a cylinder, we can distinguish between
two types of motion: swirl flow commonly found in diesel
engines and tumble flow commonly found in gas engines.
In both cases, rotational motion occurs about an axis,
though the position of the respective axis is different. In
the case of swirl flow, the axis is more or less coincident
with the cylinder axis, as shown in Figure 5. In the case
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of tumble (Figure 10), the rotation axis is perpendicular to
the cylinder axis and more complex, thus making tumble
flow more difficult to control than swirl flow.

In order to generate swirl or tumble motion, fluid enters
the combustion chamber from the intake ports. Later on
in the engine cycle, the kinetic energy associated with this
motion is used to generate turbulence for mixing of fresh
oxygen with evaporated fuel. The more turbulence gener-
ated, the better the mixture of air and fuel, and thus the
more stable the combustion itself. By stable we mean
achieving the same conditions for each engine cycle. Ide-
ally, enough turbulent mixing is generated such that 100%
of the fuel is burned. The swirl or tumble motion should
be maximized to maximize turbulence. From the point
of view of the mechanical engineers designing the intake
ports, the ideal flow pattern leads to beneficial conditions
including: improved mixture preparation, a higher EGR
(Exhaust Gas Ratio) which means a decrease in fuel con-
sumption, and lower emissions. However, too much swirl
(or tumble) can displace the flame used to ignite the fuel,
cause irregular flame propagation, or result in less fuel
combustion. As such, a balance must be achieved be-
tween generating enough swirl or tumble flow and not
displacing the flame used to ignite the flow. A controlled
flow motion is used to get stable and reproducible condi-
tions at each engine cycle.

7.2 Investigating Flow Patterns with Visu-
alization

Central to our study are some routine questions that engi-
neers may ask when investigating swirl and tumble flow:
Can visualization provide insight into or verify the char-
acteristic shape and behavior of the flow? What tools
can help to visualize the swirl and tumble flow patterns?
Where in the combustion chamber are the ideal swirl and
tumble flow pattern not being realized? We investigated
two typical flow patterns from CFD using three classes of
flow visualization techniques commonly available in 2D,
2.5D, and 3D5. By 2.5D we mean surfaces through 3D
space.

Figures 11 and 12 show some of the results of this in-

5For supplementary material including high resolution images and
MPEG animations, please visit:
http://www.VRVis.at/ar3/pr2/swirl-tumble/

Figure 11: Visualizing swirl flow using 3D streamlines and
texture-based flow visualization on an isosurface. Compare with
Figure 5.

vestigation. Figure 11 is a hybrid of multiple visualiza-
tion approaches including 3D streamlines, isosurfacing,
color-mapping, and texture-based flow visualization. The
streamlines highlight the dominant characteristic structure
of the flow inside the volume while the texturing applied
to the isosurface points out some of the destructive ar-
eas of the flow at the top. Figure 11 helps verify that
the overall behavior of the flow is characteristic of that of
swirl motion. Figure 12 is another hybrid of approaches
including slicing with color-mapping and texture-based
flow visualization applied, a pressure isosurface, and 3D
streamlines seeded from two seeding planes. Figure 12
shows that in this case the tumble motion axis is off-
center, pointing down and to the left rather than straight
out towards the reader in the ideal case.

Our side-by-side comparison of each flow visualization
category illustrates that each has its respective advantages
and disadvantages. Direct flow visualization techniques
are intuitive, easy to implement, common, and insight-
ful. The direct flow visualization techniques are useful in
highlighting extremal CFD simulation data values on sur-
faces. However, direct approaches may not communicate
flow evolution very clearly and are often more difficult to
apply in 3D. And important features can be missed if the
sampling rate for a glyph-based representation is not high
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Figure 12: An isosurface and 3D streamlines visualize tumble
motion with the addition of texture-based flow visualization on
a color-mapped slice. Compare to Figure 10.

enough.

Geometric methods are also intuitive, provide insight, and
can be applied to 2D, 2.5D, and 3D vector data. They
also sometimes indicate flow direction including the up-
stream and downstream direction of the flow. Geometric
techniques are useful for gaining insight into the location
of the axis of rotation for both the swirl and tumble flow
patterns while texture-based techniques provided useful
enhancements to these results. However, the drawback
with these approaches is generally that of placement. Im-
portant features may be overlooked because they do not
provide complete coverage of the flow domain.

Texture-based approaches share advantages with both di-
rect and geometric techniques by providing complete cov-
erage and showing the direction of the flow everywhere.
However, they are difficult to apply in 3D. The geomet-
ric and texture-based techniques applied to surfaces were
very good at pointing out where the ideal swirl flow pat-
tern was not being met in the CFD simulation model.
The geometric techniques applied to slices and surfaces
were also suitable for highlighting specific topological
features of the flow whereas the texture-based approaches
were very helpful by insuring that these topological fea-
tures were not initially overlooked. Figure 13 summa-
rizes some of the trade-offs that are made when visual-
izing swirl and tumble motion. For example, The more

Coverage

Density

Spatial Dimensionality

Perceptual Clarity,
Visual Complexity

Spatial Coherence

Figure 13: In general, trade-offs are made between the density,
coverage, and spatial dimensionality of the visualization with
that of perceptual clarity, visual complexity, and spatial coher-
ence.

dense the visualization, generally the more difficult is to
perceive the result. Thus a trade-off is often made be-
tween these two factors. Also a trade-off may is made
between spatial coherence and spatial dimensionality be-
cause results in 3D often contain many overlapping parts.
As a result of these trade-offs, the flexible combinations
of approaches offered by our system are good alternatives.

8 Conclusions

The larger the data sets from CFD simulation become, the
more useful scientific visualization is in order to gain in-
sight into those results. In addition, no single “one-size-
fits-all” approach exists, hence engineers require a range
of tools in order to carry out their analysis, exploration,
and presentation. We have presented a selection of recent
advances in flow visualization. Our presentation draws
upon flow visualization techniques being classified into
four main categories. These recent advances have been
applied to real-world applications in the field of CFD in-
cluding the investigation and visualization of patterns of
flow motion specific to automotive engineering. We have
also discussed the benefits of these techniques and how
engineers gain valuable insight into their CFD simulation
results using this recently developed selection of tools.
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