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Abstract

In the past two decades, we have experienced an overwhelming expansion of digital
products and services which are sweeping through every industry. Traditional face-
to-face interactions are becoming less typical in the world of business and sales
are no longer made in bricks-and-mortar stores. Instead, online transactions have
taken over. Despite the immediacy of internet shopping, the medium by which
customers directly interact with businesses are still either through high-latency email
interactions or through low-latency call centres. While high-street stores struggle,
the contact centre industry is booming.

Throughout this thesis, we collaborate with an industry partner QPC Ltd., who
develop solutions for call centre analytics. We are provided with a large and complex
dataset for the purposes of visual exploration. We contribute solutions to their
data challenges by developing bespoke visual analytics applications that produce
actionable insight into their data and unlock the value hidden within.

We begin by performing a comprehensive survey of literature in the field of business
data visualisation where we explore the research being published and identify trends
for the future. In the survey, we found no published visualisation research that
focuses on call centre data.

Our primary objective is to explore the industry provided dataset and to discover
previously unseen features and trends hidden within it using newly developed
visualisation and interaction methods. We plan to first explore the data with the
focus on providing the user with a complete visual overview, then in later projects
narrow the scope down into any highlighted research directions.

We develop three bespoke visual analytics applications catered to our industry
partner. Each application approaches different aspects of the data, as well as address
the set of goals and objectives we set for the project. Our methodology encourages a
close relationships with our industry partner, which helps us develop visualisations
and features that provide them with a unique analytics tool which is customised to
their specific needs.
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We begin by developing a treemap-based overview that can present 24 hours of data
at once. Here we contribute a unique use of the treemap as well as methods of
smoothly zooming and filtering the large dataset down to the call level – enabling
the user to quickly get a sense of the scale and distribution of the data, as well as
explore the trends of individual call records.

After we establish an overview of our industry data, we then aim to develop methods
that take a closer look at the data’s high-dimensional meta-data values using a
parallel coordinates plot. We develop novel interaction and brushing techniques
that can quickly isolate niche subsets of data – reducing an overplotted graph to
an insightful display of trends and patterns. In this work, we contribute a novel,
sketch-based brushing methods and a robust set of pattern discovery tools. Our focus
is to filter and reduce large datasets quickly and effectively.

In the third visualisation application, we progress from individual call records to
visualise the complete customer journey – linking multiple calls by one customer
together and depict the flow of callers through the call centre infrastructure using
a modified Sankey diagram. This identifies potential longer-term issues in the
customer relationship and shows what factors affect customer satisfaction.

The undertaking of these applications naturally progressed from the previous work
through the identification of potentially valuable research directions. We begin with
an overview, then move onto a powerful N-dimensional brushing tool that narrows
the scope of data down to specialised subsets, and then we finish by providing a
holistic view of the customers that navigate the call centre environment. All the
software applications are evaluated through domain expert feedback, whereby our
industry partner discuss what features are considered to be valuable - each feedback
session helped guide the research focus into the next visualisation application.

As a by-product of creating the three software applications, we developed a useful
C++ colour mapping library which helped increase software prototyping speed
and reduce re-implementation of the same features across multiple projects. In the
concluding chapter, we also present an evaluation of the collaborative relationship
between academia and industry - where we perform interview studies with groups
from both sides of the collaboration and discover the diverging interests between
them.

In this thesis, we describe the journey of exploring the industry dataset, and the
insight collected from our visualisation applications. We make a real-world contri-
bution to QPC Ltd. as well as being the first to publish visualisation literature that
focuses on call centre interactions.
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1Introduction

„The most valuable businesses of coming decades
will be built by entrepreneurs who seek to
empower people rather than try to make them
obsolete.

— Peter Thiel - Founder of Paypal
Zero to One [TM14]

1.1 Downwind of a Rhinoceros
Should you ever feel inclined to approach a rhinoceros in the wild, the way to do it
successfully is to ensure that you stay downwind of it. Go ahead and let it see you,
but do not let it smell you.

In his book ‘Last Chance to See’ [AC90], Douglas Adams describes his experience of
cautiously approaching a rhinoceros on a flat African plain with eager anticipation
and curiosity. His guide cautioned the group to ensure that they stayed downwind of
the animal in order not to spook it. It did not matter that the beast could see Adams
and his companions – the rhinoceros gave them a casual glance but was content to
ignore them, unsure of what they were, and more interested in munching on the
grass in front of him.

But visual processing is not the rhinoceros’ primary sense. With nasal passages that
are bigger than its brain [AC90, p.93], it relies predominantly on its sense of smell.
When the wind changed, the great horned best recognised the familiar scent of
humans, realised he was in the presence of danger, and made a swift exit.

If our goal to were to present information in a way that would make it easiest for a
rhinoceros to process and understand, it would be best to find some way in which
to translate that information into a smell. But humans have always most relied
on their sense of sight to provide them with accurate information about the world
around them. “Seeing is believing,” we say, and with good reason – we are visual
beings, overwhelmingly relying on sight to explore, learn, and adapt. And as such,
we process information best when we are able to visually perceive it.

1



1.1.1 A Brief Overview of Visualisation
From cavemen paintings through to modern day infographics, history is filled with
the visual representation of ideas and information [Fri06]. Arguably the most
famous historical graphic depicts Napoleon’s march on Russia [Fri00], and the
devastating loss of life involved in the journey. The layout incorporates geographical
data from the movement of Napoleon’s army, the split of any military forces, time,
and the temperature at each stage of the march. This multi-variate graphic is an
early demonstration of the quantity of information that can be incorporated into
a single image. More recently we have experienced rapid growth in the field of
visualisation.

Since the 70s, Data Visualisation has undergone a rapid transformation. With the
commercialisation of computers and the ability to map data to a digital screen,
visualisation no longer had to be hand-drawn. The visualisation interaction tech-
niques of linking and brushing were developed [BC87] as well as a large number of
commonplace visualisation methods today such as Inselberg’s Parallel Coordinates
Plot [Ins85], and Shneiderman’s Treemap [Shn92]. These developments addressed
the challenges of visualising new and more complex datasets; hierarchical and
n-dimensional data, which are becoming more prevalent in the technological age.

In the past decade, the field of information visualisation has matured, experiencing
an increase in the number of survey papers published. A survey paper can only be
published when a sub-category of visualisation has had sufficient research completed.
In 2017 a survey of surveys paper was published by McNabb and Laramee [ML17],
classifying and evaluating 86 published surveys in the field of visualisation. McNabb
and Laramee graph the rapid increase in the number of published surveys, showing
a significant increase in volume since 2010.

The ACM Computing Classification System (CCS) [ACM12] places ‘Visualisation’ in
the ‘Human-centered computing’ category, alongside ‘Human Computer Interaction
(HCI)’, ‘Ubiquitous and Mobile computing’, and ‘Interaction Design’ (See Figure
1.1). These themes revolve around the user of the technology, ensuring that the
interaction is well optimised and efficient.

Within the application domain of visualisation, four facets are found;

• Scientific Visualisation

• Visual Analytics

• Information Visualisation

• Geographical Visualisation
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Fig. 1.1.: Shows the current ACM Computing Classification System for Visualisation
[ACM12].

Visualisation research projects can include a combination of any of these facets.
Here we provide a brief explanation of these different sub-fields of visualisation
[ACM12];

Scientific Visualisation: This classification explores scientific data, typically medical
or biological in nature. This is often related to volume rendering or flow visualisation
– depicting data in the spatial dimensions.

Visual Analytics: This facet of visualisation focuses on the discoveries made through
the visual designs. The visualisation should direct the user into discovering new
information about the dataset, answer questions about the data, and prove/disprove
any hypotheses held.

Information Visualisation: The IV classification is the largest sub-field in the genre
which deals with more abstract data (i.e. not 3D spatial data). Often used in combi-
nation with visual analytics, the goal is to visually present datasets whilst maximising
the clarity and minimising occlusion. There are many challenges associated with
visualising large and complex datasets, and this sub-field focus on addressing those
challenges.

Geographical Visualisation: This sub-genre focuses on the presentation of geospa-
tial information through data overlays and interaction methods. These methods are
often used in conjunction with traditional information visualisation methods such as
glyphs. This classification is typically merged with Information Visualisation in the
major conferences and journals.
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Alongside the visualisation application domains, the ACM CCS place five other
categories which involve; the types of visualisation methods used, studies into
visual designs, the visualisation tools currently available, and the theory behind
visualisation. These broadly describe the scope that visualisation research covers.

1.2 The Value of Visualisation
As sight is the primary sense of a human, visualisation can be used to portray the
meaning in data effectively. Basic forms of visualisation are commonly used to
map one or two dimensions – bar charts, line graphs, and histograms. However,
beyond these traditional methods, knowledge of more advanced visual designs is
less common.

Visualisation can unlock the hidden value within datasets by uniquely finding pat-
terns or discovering interesting qualities in the data. Imagine being tasked with
exploring a brand new dataset, knowing the data should follow a trend. What is
the best way to; a) find out where the pattern exists in the data, and b) present this
trend to other people? Plotting this data in a graph should be enough to discover the
nature of any trends or patterns. Discovering this information through visualisation
is relatively trivial, however without the aid of visualisation the challenge becomes
significantly more complicated. Jarke J. van Wijk provides an excellent study of the
value of visualisation which evaluates how to asses value in visual designs, as well as
demonstrating first hand the positive impact that visualisation generates [Wij05].

In the age of ‘Big Data’ it is essential that we make full use of the insight hidden
within these new datasets [Kit14]. There is a variety of different types of value that
can be extracted from big datasets. Forward facing analysis can attempt to predict
future events or new metrics through the use of modern machine learning techniques.
However, these methods tend to produce an output of more data which also needs
to be interpreted. Visualisation creates an interface by which data interpretation can
be made directly with the data.

As the pen and paper visualisation becomes obsolete, the visual software system
enables user interaction which significantly enhances the analytical capability of the
visualisation [DE98]. The field of visualisation is not only about how the data is
presented but also about how the data can be interacted with.

Due to the holistic approach of data visualisation, interaction with these large-scale
visual designs is integral to the effectiveness of the analysis. Creating an interface
where the user can directly manipulate the visualisation as well as the underlying
data is a robust method of increasing the utility of the analysis. This notion is
best demonstrated using Ben Shneiderman’s Visual Information-Seeking Mantra
[Shn96].
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1.2.1 Visual Information-Seeking Mantra
Shneiderman presents a useful starting point for the design of an information
visualisation system [Shn96]. The ‘mantra’ states;

“Overview first, zoom and filter, then details-on-demand,
Overview first, zoom and filter, then details-on-demand,
Overview first, zoom and filter, then details-on-demand,
Overview first, zoom and filter, then details-on-demand,
Overview first, zoom and filter, then details-on-demand...”

This mantra is split into three components. The first segment instructs an overview
to be provided of the data. It is essential to be able to view the complete dataset in
one image to identify overarching patterns within the data.

Next, the user can apply filters to the dataset, reducing the focus and zooming into
the sub-selection of data.

Finally, the user should be able to select data points, or groups of data points to
receive more information about the data.

This process helps to develop useful software systems that provide unique guidance
for the visual designs. Shneiderman highlights three additional tasks that users
benefit from. Firstly, to identifying relationships between values. Secondly, to
maintain a history of actions and include features such as undo and replay. Thirdly,
to allow extraction of data subsets and comparisons between them.

Throughout this thesis, we utilise the visual information-seeking mantra, and base
our visualisation software systems around these concepts of – ‘Overview first, zoom
and filter, then details-on-demand’. From this, the focus + context concepts were
developed.

Focus + context visualisation and interaction methods enable a more detailed look
at dense, visual data. This idea originates from the concept of a magic lens that
provides a zoomed window into a document, allowing the user to view the screen
at a higher resolution. This provides the user with a focus object to look at whilst
maintaining the original data around the screen giving the data context [RM93].

This idea has been build upon with different implementations and newly added
features. Some implementations are hardware oriented where the focus is placed
on the screen design and hardware as opposed to the software features [Bau+02;
Mac+91]. In some cases, the research emphasis is placed on the interaction and
visualisation methods incorporated into the software presentation techniques [LA94;
Bau+01].
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1.2.2 Visualisation Within Business
In order to practically apply these concepts, a real-world dataset is needed. Outside
of the scientific community, the obvious candidate is the commercial business world.
As the primary goal of industry is to generate profit, visualisation is an ideal tool
that can be used to unlock the value within their data.

This value can be in the form of actionable insight that encourages changes in the
way businesses operate [Shn16]. It could be through deepening the business’s
understanding of their customers so that they are able to strengthen their customer
loyalty or improve their products. Alternatively, it could be to understand their
surrounding ecosystem better, providing them with an edge over their competitors.

Commercial data is often already collected by businesses, either through financial
records or for the purposes of non-visual analysis. This availability provides a wealth
of possibility for the visualisation of such data.

In Section 2, we provide a comprehensive literature survey that provides an overview
and evaluation in the field of business visualisation. The State-of-the-Art report
includes over 65 publications that show a distinct increase in adoption in recent
years – as businesses begin to utilise the unique analytical capabilities of visual
analytics.

1.3 Visualising the Customer Journey Through the
Call Centre Landscape

The PhD candidacy for which this thesis is written is funded by the Knowledge
Economy Skills Scholarships (KESSII) programme [KES18]. The concept behind this
European Social Funded (ESF) scheme is to provide a link between businesses and
academia in order to create a collaborative relationship. This relationship aims to
provide businesses with a tangible benefit resulting from the research completed
by academia and to provide the student with a unique opportunity to work on a
real-world industry challenge, with the support of both academic staff as well as the
business contacts.

We take a closer look at this relationship between industry and academia in Chapter
7, where we explore the requirements and expectations of each party and how best
to manage the collaboration.

A visualisation project is the ideal implementation of this scheme as the highly
customised visual analytics software, which would be the main output of the stu-
dent, is very valuable to the business – for proof-of-concept prototyping, business
intelligence, and marketing.
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QPC Ltd. Industry Partner: In this project, we collaborate with QPC Ltd. [Ltd18a],
a telecommunications SME that develops high-end software systems for call centres.
The software collates all aspects of a phone call into a database so that analysis can
be performed.

The collaboration was formed after QPC Ltd. recognised a need for visualisation of
their data. They wanted us to provide them a unique window into their data which
is difficult to achieve through the commercial development process. At the start of
this project, the collected data was seldom used for anything analytical, and only in
specific scenarios. Our goal was to open up the data and try to unlock something of
value within.

Throughout the project we have maintained a close relationship, developing business-
focused visualisations and features in the visualisation application we deliver. Each
project we have worked on focuses on a different aspect of the QPC Ltd. dataset. In
order to help us understand the complexity of their database, our first project was to
write comprehensive documentation of the database by creating a data dictionary.
This reference manual was used throughout the early stages of the collaboration so
that we could learn and share the knowledge with others working on this database.

1.3.1 Call Centre Database
Throughout this collaboration, we are provided with two datasets to work with from
QPC Ltd. customers. The databases were similar, except for some meta-data additions
in the later version. Each database has between 5 and ten tables, containing hundreds
of fields in total. We are not able to release the complete database specification for
privacy reasons with QPC Ltd. We were given a month of data which contains nearly
5 million calls, and tens of millions of events. The data is anonymised to avoid the
release of sensitive information.

Call Components

Whilst the datasets are quite complex, the essence of a call centre record can be
broken down into four major components. These components can be linked together
in sequence to form a complete call.

Interactive Voice Response (IVR): This is the call distribution system that routes
the call to an agent with the appropriate knowledge base. The caller listens to
pre-recorded messages instructing them to respond to key-presses corresponding
to different departments of a call centre. Numerous IVR events can occur per call,
which is captured as meta-data associated with the customer call journey. For the
purpose of our analysis, we often group the IVR events into one single instance per
call and use the meta-data to track the evolution of the call.
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Wait Event: These events fall into two categories; queue events and hold events.
Queue events are instances of a customer waiting to be assigned an agent, whereas
hold events take place once the customer has been assigned an agent to talk to, but
the agent temporarily needs to halt the call in order to access more information.
This can either be because the agent needs to call another agent (known as a consult
call) or because they are required to complete a more complex task on their software
system.

Agent Event: These are instances of a customer talking directly to an agent. They
are typically the longest event in a customer journey and are the most expensive
aspect of call centre operations. There may be multiple agent events per call as
customers can be transferred between departments.

Call End Event: The system makes a record of the point at which the call is ended.
If the customer hangs up during a wait event, the call is considered ‘abandoned’. If
the call is terminated after speaking to an agent, the call is considered complete.

Meta-data

In addition to these event-based, the database holds a large amount of meta-data
about the calls. The most important of these are;

Call Type The origin of the agent activity – inbound, outbound, consult etc. The
call type helps filter out internal calls between departments and focus on inbound
customer calls. The agents in a call centre are able to make calls to other agents as
well as returning calls to customers.

Transfers: A transfer marks the customer transition between two agents. This can
either be a warm transfer, where the first agent has briefed the second agent about
the customer’s situation. Or a cold transfer whereby the second agent has not been
briefed, and the customer has to re-explain their problem to the agent. This is a high
indicator of a dissatisfied customer.

Call Cost The estimated cost of the total call is included in the database. This is
largely a product of the agent duration but is also affected by technical routing costs
involved as well as any work completed by the agent after the call ends.

Customer Effort Score (CES) This is a simple measure of customer satisfaction
based on the negative factors in a call, e.g. long queue times, cold transfers etc. This
measure is called the Customer Effort Score (CES) and is a widely used metric in the
call centre industry [Dix+10].

Net Promoter Score (NPS) The NPS is a customer feedback scoring metric collected
via text message after a call is completed. The text typically reads “ On a scale of
0-10, how likely are you to recommend us to family or friends?” Only around 3-5%
of the callers provided feedback but is still a valuable resource for data analysis.
The NPS was not recorded in the first dataset we were provided but was for the
remaining projects.
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Fig. 1.2.: shows an example of a basic call whereby a short time is spent in the IVR, followed
by queue event. The caller then speaks to an agent before being placed on hold.
After the hold event the caller speaks to the same agent one last time before
ending the call.

Customer Connection Each call is associated with a customer ID value which
enables us to link calls together that happen in sequence. This helps us map the
complete customer journey, not just individual calls.

Example Call Each event within a call has a duration and sequences of these events
make up the complete call. Figure 1.2 depicts a single call where the bar width
shows the event duration. Almost all of the calls in the datasets begin in the IVR.
Most of those callers end up entering the queue and then speaking to an agent. In
addition to the event states, a comprehensive set of meta-data values will be linked
to every call.

1.3.2 Objectives & Research Questions
We begin the thesis by outlining a set of objectives and defining the subsequent
research questions within each of the objectives. The initial purpose of the collabora-
tion with QPC Ltd. was to explore the potential value of visualising their proprietary
datasets with the intent to extract meaningful events and patterns. QPC Ltd. have
the goal to attract new customers by obtaining an advantage over their business
competitors through the unique selling point of visual analytics applications. In
this context, the visualisation can be used as a marketing tool as well as a genuine
business analysis tool.

In our preliminary discussions with QPC Ltd. we formulate a set of primary objectives
for the collaboration. Within each of these objectives we have a set of research ques-
tions that define the scope of the objective. Throughout this thesis we address each
of these objects as well as their associated research questions. We approach certain
objectives from multiple viewpoints, and provide different solutions depending on
the project purpose.

[Ob1] Explore What Has Been Done The first objective was to ascertain what state-
of-the-art research has been published in the area of business data and, more
specifically, call centre data visualisation. This literature review is conducted in
Chapter 2.

1. [Ob1a] What Call Centre data visualisation has been previously conducted?
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2. [Ob1b] What are the main uses of business data visualisation?

3. [Ob1c] What type of business data is used?

4. [Ob1d] Are there any trends in the literature?

[Ob2] Provide a Data Overview Prior to our collaboration, QPC Ltd. large-scale
overviews has not been achieved of the complex dataset. We were tasked with
creating an application that presented a complete overview of the primary dataset
which contained 24 hours of data and around a quarter of a million phone calls.

1. [Ob2a] Can we see an overview of hundreds of thousands of calls?

2. [Ob2b] Are there any patterns in caller behaviour? Any outliers?

3. [Ob2c] At what point do callers abandon calls? And what reasons might there
be for this?

4. [Ob2d] When do customer wait times increase and decrease?

[Ob3]) Develop Effective Data Reduction and Filtering Methods Due to the scale
of the data, we identify overplotting to be a significant challenge throughout the
collaboration. The purpose of this objective is to explore the best methods of reducing
the data in focus to small, but useful subsets quickly and efficiently.

1. [Ob3a] What existing methods of interactive filtering would be valuable for
this data?

2. [Ob3b] What new methods of interactive filtering would be valuable for this
data?

3. [Ob3c] Can we easily identify groups of similar calls using filtering methods?

4. [Ob3d] Can we automatically reduce the data focus to help new users?

[Ob4] Analyse the Customer Effort and Feedback Through Visualisation We are
later provided with a more comprehensive dataset that contains customer feedback
measures (NPS), as well as the customer effort score (CES) which is derived measure
created by QPC Ltd. A primary interest of our industry partner is to see how these
two measures trend between each other and the rest of the data.

1. [Ob4a] What is the correlation between the NPS and CES?

2. [Ob4b] What trends can be seen between these customer metrics and the call
metrics?

3. [Ob4c] Are there any events associated with positive or negative feedback?
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4. [Ob4d] Can we identify customers who are at risk of leaving without having
their feedback score?

[Ob5] Visualise the Customer Journey The final objective ties together the previous
objectives by attempting to form a narrative within the call centre data. We want
observe the interactions from the perspective of the customer and identify key points
along their journey.

1. [Ob5a] Are there any patterns in the customer journeys?

2. [Ob5b] Can we see the average customer journey?

3. [Ob5c] Can we identify groups of similar callers?

4. [Ob5d] Can we visualise the flow of callers through the call centre? Where do
most callers end up?

We use these objective and research question codes e.g. [Ob4a] in each of the
chapter summaries, to link the contributions in those chapters with the overall
objectives of the thesis.

1.3.3 Methodology
This collaboration was formed with the intention to provide a tangible benefit to
QPC Ltd. and to provide us with a unique opportunity for research. Throughout the
implementation of each visual analytics application we work closely with our industry
partners, collecting feedback on the developed visualisations and implementing any
suggestions they might have to further improve the software. This close relationship
help guide us towards a more real-world focused application, whilst still maintaining
the novel features required for academic research.

During the initial stages of the project, we spent some time developing smaller
applications that provide a basic visualisation of the data. The intention of creating
these applications was to overcome the relatively steep learning curve of the data
and to formulate ideas for future projects. We then move onto the main software
applications which follow a more rigorous methodology which we use in Chapters 3,
3, and 5.

Step 1) Define the Scope of the Project The first step we take is to talk through
the most important requirements for the next project. We meet with QPC Ltd. and
discuss what aspect of the data should we explore and brainstorm what visualisation
methods might be most suited to their requirements. We sketch up a basic diagram of
the primary visualisation and list some potentially useful features that the software
might have - such as specialised filtering or animations.
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Step 2) Build Prototype Application Next we implement the ideas created during
the meeting with our industry partners. We look at the visualisation output and
implement any additional features we think might be helpful. Ideas for new features
are often guided by unforeseen need in the application (e.g. a timeline slider to help
the user see where in the data the window is focusing on).

Step 3) Industry Feedback Session We demonstrate the current version of the
software to our industry partners to collect feedback and realign our objectives. This
done either face-to-face or using a screen-sharing video conference. During the
feedback session, we form a new list of tweaks and features that should improve the
quality and utility of the software as well as a list of limitations in the software.

Step 4) Suggestion Implementation After the feedback session, we implement the
suggested tweaks and features. We also add any additional features that address the
limitations discussed in the feedback session. Step 3 and 4 are repeated iteratively
until both parties are satisfied with the visualisation application.

Step 5) Data Exploration Once the application has been finalised we spend time
using the software to explore the industry dataset. We attempt to identify interesting
patterns in the data to show our industry partners during the domain expert feedback
session.

Step 6) Domain Expert Feedback Session We perform a full domain expert user
study with our industry partners which is video recorded for later evaluation. During
the first stage of the evaluation, we guide them through the set of features in the
visual analytics application and show them our observations we have previously
made. During the second stage, we give them free rein of the software to explore
the data themselves. The video transcript is used to write the evaluation of the
project.

After the feedback interview, we discuss the directions for future work and how
we could address our research objectives based on what we had learned from this
project.

Step 7) Research write up Once the application has been completed, we write
a conference or journal paper to ensure a good standard of work and to get the
research peer-reviewed. Each research chapter of this thesis has been published at
either a conference or a journal.

1.3.4 Challenges
The biggest challenge when attempting to present data of this nature is one of scale.
Over a quarter of a million calls, and over four million call events are collected each
day, the data is difficult to manage. Accounting for each event collected by the call
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centre very quickly generates large amounts of data, and attempts at visualisation
often result in obfuscation. Whilst visualising a single instance of a call is trivial (See
Figure 1.2), however, scaling these visualisation up to accommodate hundreds of
thousands of calls and millions of events is challenging.

The complexity of the database also presents a challenge. The database has up to 10
different tables, each containing up to 80 fields. Each table provides a further layer
of complexity in extracting complete call records. The learning curve to understand
how each table interacts is steep, and so we require a robust and efficient method
for collating the calls together.

In order to address this problem programmatically, an object is created to represent
a single call instance, clustering together the events of a call into a single object.
Within this call object, all essential characteristics are stored, from timestamps to
customer details, omitting unnecessary details. Once the call objects have been
constructed, they can be directly accessed to create the visualisations. This abstracts
away from the complexity of the data so that we can focus on developing creative
solutions to the scale challenge. Throughout the duration of this collaboration,
each iteration of software has developed upon the encapsulation of the call centre
record.

1.4 Call Centre Research Background
Throughout this thesis, we develop new and novel visualisation techniques and
interaction methods that explore the call centre ecosystem. We are provided with
multiple datasets detailing customer interactions with inbound call centres, and we
focus on a range of different features in these datasets throughout the chapters of
this thesis. Here we provide an overview of the different areas of academic call
centre research.

Academics and industry researchers alike have widely examined the call centre
domain. From a technical perspective, the operation of efficient data routing in a
call centre has been researched in the network domain by Adetunji et al. [Ade+07;
AL08a; AL08b]. The general architecture of an IP-based call centre was outlined by
Smith in 2007, exploring the general technical functionality of a call centre high-
lighting the importance of the automatic call distribution (ACD) machine [Smi07].
These papers focus on the technical design and operations of the centre, not the
efficiency of their staff, nor the customer experience.

A call centre’s customer service quality is highly valuable to the business it represents
because the centre exists for the benefit of the customer. In many cases it will be the
only point of contact the customer has with the business and, therefore, they need
to make a positive impact. Raja et al. conducted research in this area to discover
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what effects the employees’ emotional intelligence, job satisfaction, and workload
have on the quality of the customer service they provided [Raj+10]. Extensive
research exists in the fields of managing customer expectations through service
control. Specifically, customer satisfaction is regarded as a necessity when operating
in the call centre industry and research has gone into the maximisation of this metric
[Fei+00; Ben+00]. Directly linked to this metric is the level of service quality at
which the call centre operates. In this field, research identifies the aspects of call
centre operations that have positive and negative effects on the quality of service
and therefore customer satisfaction [Jai08; Gil01].

Customer feedback is highly valued within the call centre industry but is costly to
obtain. Research into sentiment analysis aims to enable call centres to calculate the
customers experience without having to collect feedback from the customer [Pri+15;
Gal+13].

Whilst statistical analysis is common for data of this nature, the multidimensional
aspect of the data challenges the potential for real valuable insight [Pri+15; Raj+10].
A large body of research focuses on the processes involved in business operations
[Aal+07; Bro+05; Gar+02]. Trends and patterns are observed more easily through
visualisation than through numerical representation of data. Some trends can be
observed through the temporal analysis, but other elements of the meta-data are
less explored. Customer satisfaction is integral to the success of a business, and
so research into the customer feedback is highly valuable [Pri+15; Gal+13; Jai08;
MM04]. The previous research generally takes a more quantitative approach without
exploring potential visual designs and other aspects.

Fig. 1.3.: The bar chart shows the distribution of calls throughout the day. Though we later
found that this distribution is atypical for a 24 hour period. The pie chart shows
the percentage of callers who spoke to an agent before abandoning the call (Blue)
and the callers who abandoned during or before the queue (green).
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Fig. 1.4.: The colour of this histogram is mapped to the average call length within each bar.
The slider along the bottom of the window enables the user to change the total
number of bins in the histogram.

1.5 Early Prototypes
During the development of the data dictionary, we began by exploring the dataset.
We initially achieved this through the use of existing visualisation and analysis
tools such as Matlab. Our goal was to develop our understanding of how the data
metrics are distributed, and so we employed basic methods of visualisation to achieve
this. First, we graphed the distribution of calls throughout the day as well as the
percentage of calls that end up speaking to an agent. See Figure 1.3.

Once we began to unravel the black box of the dataset, we could start the process of
building our software application. At first, the visualisations were simple, showing
the same data as we had previously visualised, but implementing additional features.
The distribution plot evolved into a variable histogram that let the user select the
bar size as well as the specific call attribute being shown on the x-axis. This concept
was later adopted in later implementations of the software. See Figure 1.4.

These methods focused on a frequency approach to the dataset. Using these methods,
it is difficult ascertain the scale of this data. It becomes challenging to comprehend
a single call on the plot. So we wanted to create a timeline approach that enabled
the user to see each individual call and its length. In Figure 1.5 The call duration
can be seen on the y-axis and the time of call on the x-axis. This was helpful for us
to understand the volume of calls being made and reinforced our beliefs about the
challenge of scale.

The next approach to visualising this data addresses the scalability challenge.
Whereas previously we were unable to see each call polyline in one widow due to
the length of the timeline and so we implemented a chord diagram that shows the
each call’s transition between states. In addition, we implement a filtering feature
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Fig. 1.5.: This simple plot shows each call entering the call centre. The x-axis denoted the
time that the call enters the call centre and the length of the line represents the
length of the call. Due to the volume of data, the screen can quickly become
occluded. We observe a sharp drop off in calls around 10 am and a period of 10
minutes where no calls are connected. This is presumably due to a call routing
failure at the call centre.

Fig. 1.6.: The chord application draws connecting lines between segments that represent
the basic states of a call (IVR, Queue, Agent). The vertical timeline histogram on
the right depicts caller meta data, and the slider filters calls within the selected
timeframe.

for call meta-data values. This feature was also brought forward into subsequent
visualisation application. See Figure 1.6. For a video demonstration of this visual
design in action, please visit:

https://vimeo.com/285125186

From here we moved onto the research discussed in Chapter 3. We found limita-
tions with the chord diagram that we planned to address in a later project. These
concepts were later applied to the parallel coordinates software in Chapter 4, which
is functionally very similar to a chord diagram.
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1.6 Thesis Outline
In Chapter 2 of this thesis, we present a comprehensive State-of-the-Art report on
the current field of business data visualisation. This chapter was published in the
MDPI Information journal [RL18].

Chapter 3 presents the first software application developed for QPC Ltd. which
uses treemaps and focus + context filtering to provide an overview of 24 hours
of data. The imagery can be zoomed in on to reveal new levels of data, and
a details-on-demand feature is implemented according to Shneiderman’s Visual
Information-Seeking Mantra. This research was published at the 2016 Smart Tools
and Applications for Graphics (STAG) conference [Rob+16]. We later publish an
article on an academic blogging website called ‘The Conversation’ based on this work
[LR17]. The article can be found in Appendix A, or read online here:

https://theconversation.com/using-data-visualisation-to-beat-\
the-call-centre-curse-80172

Chapter 4 contributes new methods for brushing parallel coordinates using the call
centre data. We present higher-order, sketch-based brushing which enables the user
to discover trends in the data quickly. We also present automated processes that aid
new users in their filtering and brushing options. This paper is published in the IEEE
Transactions on Visualization and Computer Graphics journal [Rob+18a].

Chapter 5 presents the final visual analytics application which presents a modified
Sankey diagram to visualise the flow of calls in a call centre which shows the
customer journey through the call centre landscape [Rob+18c].

Chapter 6 presents a C++ library that was developed over the course of this project.
This is an easy to use colour map management library that enables developers to very
quickly produce useful colour maps in their software without having to implement
their own system. We demonstrate the installation and use of the library in under
two minutes [Rob+18d].

Chapter 7.1 presents our analysis of the collaborative relationship between industry
and academia using our personal experience as well as conducting interviews with
professionals from industry and academia who are either established in current
collaborative relationships or actively searching for new ones. This research was
published at the 2018 International Conference on Information Visualization Theory
and Applications (IVAPP) conference [Rob+18b].

Chapter 7 concludes this project by summarising all work completed and evaluating
the future research that should be undertaken. We summarise the related work of
chapter in this thesis and collect the common themes together in an evaluation.
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1.7 Video Demonstrations
Each visual analytics application we develop includes a supplementary video demon-
stration. We highly recommend that the reader views these videos before reading
their corresponding chapter – they are designed to provide an overview of the soft-
ware features and demonstrate their utility. These videos are available to stream
online here:

Chapter Subject Url
Chapter 1 Early Prototype - Chord https://vimeo.com/285125186
Chapter 3 Intractive Treemaps https://vimeo.com/176731174
Chapter 4 Smart Brushing for Parallel Coodinates https://vimeo.com/273287506
Chapter 5 State Transition Sankey Diagram https://vimeo.com/273301145
Chapter 6 Spectrum -Colour Map Library https://vimeo.com/273322682

Or they can be downloaded directly from here:

http://cs.swan.ac.uk/~csrichard/Thesis/
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2Visualising Business Data

„Human beings, who are almost unique in having
the ability to learn from the experience of others,
are also remarkable for their apparent
disinclination to do so.

— Douglas Adams
(Last Chance to See [AC90])

We began our research by exploring the literature for examples of information
visualisation being used in a business context. We came across a wealth of published
works covering a range of different sub-fields. However we observe that no research
was published that visually analyses call centre data, prior to our publications. In this
chapter, we present a comprehensive State-of-the-Art literature review on business
data visualisation which contributes a valuable taxonomy that incorporates all facets
of business analysis. This literature review took three years to complete and has
been published in the MDPI Information journal. [RL18].

2.1 Introduction & Motivation
As businesses make the transition to digital solutions, they become overwhelmed
by the volume of data they collect. The continued evolution of improved hardware
propagates a cycle of collecting larger quantities of data at a lower cost. Despite the
investment made to collect data, it still only accounts for a fraction of the process
required for useful output. Interpretation of data is vital to unlock the potential value
held within and to make the most informed decisions. Companies often employ
teams of data analysts to achieve this. However, this can be very costly. In addition
to the cost, it also limits the number of people who may understand or access the
analysis. Employing visualisation approaches enables employees with a wide range
of backgrounds to view and understand it [Rob+18b]. Opening the analysis to a
wider audience encourages ideas and provokes discussion about the nature of the
behaviour under investigation [Gen14]. This broadening of the audience highlights
a unique benefit that data visualisation and visual analytics can offer.

Visualisation and visual analytics have the capability to overcome the challenges
associated with large data sets [Sim14, p. 56] and multidimensional relationships
[Buj+96]. In business, the holistic nature of ‘big picture’ approaches is valuable
[SD97], providing a complete overview of a scenario or situation. Pairing this
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requirement of large-scale data analytics with the capabilities of data visualisation
produces fruitful and thought-provoking output.

The body of business visualisation literature is growing rapidly. During the IEEE
VIS 2014 conference, a workshop entitled ‘Business’ focused on the conversion of
business data into meaningful visual insight which aids in better decision making
[Bas+14]. The workshop was so popular that a second workshop was held during
the IEEE VIS 2015 conference entitled ‘From Data to Actionable Business Insights’
[Bas+15a]. In addition to these workshops, Computer Graphics and Applications
published a special issue entitled ‘Business Intelligence Analytics’ [Cgaa; Cgab].

We observe a growing trend of business-oriented visualisation publications in recent
years (see Table 2.5).

The challenges associated with the transition to data visualisation are typically
related to skill set, data scale, and ease of interpretation. Traditional visual design
such as simple bar charts and line plots are often unable to accommodate the scale
and complexity of data. Many off-the-shelf software packages are created to address
business visualisation requirements [Mur13; Ora] but often require specialised
training to use or are incapable of conveying proprietary data a company generates.
In order to overcome these challenges, custom software can be developed to directly
address the challenges and reduce the training necessary to use it. According to
a study by Gartner, the ‘Visualization and Data Discovery’ market segment is the
fastest growing area of Business Intelligence [Gar13]. Inspired by our collaboration
with industry, we collect literature that addresses the challenges associated with
visualising business data with the aim of understanding the processes involved and
maximising business output. Our contributions include:

• The first Business Visualisation literature review of its kind to our knowledge,

• A novel categorisation of Business Visualisation literature supported by related
literature sources,

• A reference for businesses looking to explore their datasets with visualisation,

• The identification of both mature and immature research directions in this
rapidly evolving field.

Though the relationship between academic research and business is often compli-
cated due to conflicts in interests and goals [Etz+98; Rob+18b, p. 63], this literature
review shows that the two are not only compatible but have a vast potential for
growth in their respective fields.

This literature review can act as a reference for businesses wishing to explore their
own data through visualisation. Utilising both the primary and secondary classifi-
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Fig. 2.1.: Figure 2.1 illustrates the top level hierarchical classification of the literature
literature review. Green classifications represent leaf nodes, yellow represents
umbrella classifications (See Section 2.1.1).

cations used in this chapter, the reader can find previously published visualisation
research that explores data similar to their own.

2.1.1 Literature Classification
In order to develop a classification, we look for predominant and recurring themes
in the visualisation and visual analysis literature. Firstly, we select papers that focus
on the visualisation of business data designed for a practical business application.
We then divide the papers into three primary categories. The top-level categories we
use to classify the publications are:

• Business Intelligence

• Business Ecosystem

• Customer Centric

See Figure 2.1 and Tables 2.1 & 2.5 for an overview of the literature in these
categories. Section 2.1.2 presents the inspiration behind this classification.

2.1.1.1. Business Intelligence (BI)

“The main task of business intelligence (BI) is providing decision support for
business activities based on empirical information.” - Grossman [GRM15]

Papers that fall in this category aim to provide a visual design that improves the
understanding of a business’ internal or external environment. The emphasis is that
the resulting visual system is created for the use of a single business as opposed to
a whole economy or ecosystem. In the ‘Business Intelligence Guidebook’, Sherman
states that BI turns data into ‘actionable’ information [She15]. It is this output that
businesses strive for through whatever means are available to them. BI is seen as
both a process as well as a saleable product [Jou+08]. We identify two subcategories
in this section; Internal Intelligence and External Intelligence.
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Type Source Business Intelligence Business Ecosystem Customer Centric
Internal Intelligence External Intelligence Business Ecosystem Customer Behaviour Customer Feedback

Pr
im

ar
y

D
at

a—
- Intentional, Active, Digital Collection Otsuka et al. [Ots+09]

Yaeli et al. [Yae+14]
Nagaoka et al. [Nag+16]

H
yb

ri
d

D
at

a—
—

—
—

—
— Intentional, Active, Research Study Data

Burkhard [Bur05a]
Sedlmair et al. [Sed+11]
Kandel et al. [Kan+12]
Aigner [Aig13]
Lafon et al. [Laf+13]

Bresciani and Eppler [BE09]
Bertschi [Ber09]
Keahey [Kea15]

Merino et al. [Mer+06]
Basole et al. [Bas+16]

Dou et al. [Dou+15] Brodbeck and Girardin [BG03]

WebScrape Ramesh et al. [Ram+17] Lu et al. [Lu+14]
Shi et al. [Shi+14]
Sijtsma et al. [Sij+16]

Chen et al. [Che+06]
Ziegler et al. [Zie+08]
Oelke et al. [Oel+09]
Wu et al. [Wu+10]
Hao et al. [Hao+13]
Saitoh [Sai14]
Fayoumi et al. [Fay+17]
Haleem et al. [Hal+18]
Saga and Yagi [SY18]

Se
co

nd
ar

y
D

at
a A Priori Database

Wright [Wri97]
Vliegen et al. [Vli+06]
Bai et al. [Bai+13]
Nicholas et al. [Nic+14]
Kumar and Belwal [KB17]

Ferreira et al. [Fer+13]

Wattenberg [Wat99]
Wu and Phillips [WP10]
Basole et al. [Bas+12]
Basole et al. [Bas+13]
Deligiannidis and Noyes [DN14]
Basole et al. [Bas+15b]
Iyer and Basole [IB16]
Schotter et al. [Sch+17]
Basole et al. [Bas+18]

Woo et al. [Woo+05]
Hanafizadeh and Mirzazadeh [HM11]
Kameoka et al. [Kam+15]
Wu et al. [Wu+16]
Sathiyanarayanan et al. [Sat+18]

Kang et al. [Kan+17]

Business Process

Du et al. [Du+12]
Broeksema et al. [Bro+13]
Ghooshchi et al. [Gho+17]
Bachhofner et al. [Bac+17]
Lea et al. [Lea+18]

Hao et al. [Hao+04]
Hao et al. [Hao+06]

Basole and Bellamy [BB14]
Basole [Bas14]

Business By-product
Gresh and Kelton [GK03c]
Eick [Eic03]
Keim et al. [Kei+07]

Liu et al [Liu+16]
Otjacques et al. [Otj+09]
Ko et al. [Ko+12]

Rodden [Rod14]
Nair et al. [Nai+15]

Tab. 2.1.: This table shows our sub-classification based on data source. Divided into primary, secondary, and hybrid, the source shows the origin of data
behind the research. Papers labelled in yellow are not summarised in detail but are still cited in order to be comprehensive. Papers labelled in
green are summarised in the this chapter.
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Internal Intelligence (II) Internal Intelligence involves the knowledge of internal
business processes. Papers in this category often aim to improve business process
efficiency or gain a better understanding of the internal structure of the company.
This perspective is inward facing. For example Kandel et al. explore the role that
visualisation plays in day-to-day business operations [Kan+12]. The focus is placed
on a company’s internal operations.

External Intelligence (EI) External intelligence examines the business ecosystem
from the perspective of a single business. The focus is often placed on the business
competitors to aid in competitive development or in identifying business operations
out of the businesses control. This perspective is outward facing. For example
Hao et al. use visualisation to explore fraud detection data in the banking industry
[Hao+04].

2.1.1.2. Business Ecosystem (BE)

A Business Ecosystem is defined as:

“An economic community supported by a foundation of interacting organi-
sations and individuals - the organisms of the business world. The economic
community produces goods and services of value to customers, who are
themselves members of the ecosystem. The member organisms also include
suppliers, lead producers, competitors, and other stakeholders.” - Moore
[Moo96]

To further understand the definition, Rothschild states:

“A capitalist economy can best be comprehended as a living ecosystem. Key
phenomena observed in nature - competition, specialisation, co-operation,
exploitation, learning, growth, and several others are also central to busi-
ness life.” - Rothschild [Rot90]

This topic encompasses research that focuses on an economic community. The
literature here differs from business intelligence as the research aims to understand
an economy from an external perspective instead of through the eyes of an individual
business. The focus is on business networks and their surrounding environments.
For example, Basole et al. present an overview of the telecommunications industry
using an in-house visualisation tool called dotlink360 [Bas14].

2.1.1.3. Customer Centric (CC)

Customer-centric literature focuses on visualising customer data. Businesses are
moving towards a customer focused method of operating [Hom+00]. This focus
ensures that the customers’ interests are seen as the highest priority and therefore
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benefits the business through customer loyalty and superior product development.
There are two sub-categories in this classification based on customer feedback and
customer behaviour.

Customer Behaviour (CB) The Customer Behaviour sub-category examines poten-
tial customers and identifies patterns in their behaviour so that their actions may
either be predicted or utilised to sell a product or service more effectively. The
scope of behaviour is broad. Geospatial information can be used to inform the
physical movement of people, online tracking data can be used to optimise website
sale processes, and customer segmentation information can be used to estimate the
future behaviour of customers. For example, Yaeli et al. visualise the movements of
customers through physical retail stores using GPS tracking data [Yae+14]. This
customer path dependency falls into the customer behaviour category.

Customer Feedback (CF) Customer Feedback research focuses on customers who
have used a product/service and have provided feedback through any medium.
Often surveys are used, and sentiment analysis is performed on the data to examine
the feedback. In other scenarios, direct customer feedback is used (i.e. interviews).
This feedback is highly important to customer-focused businesses because it enables
vital insight into the reception of a product or service. For example, Oelke et al.
present a visual analysis of web scraped customer feedback data from multiple online
sources [Oel+09].

2.1.1.4. Business Finance

The topic of financial data visualisation could be included in this literature review.
However, this topic is covered fully in the EuroVis 2016 STAR paper by Ko et al.
[Ko+16]. We briefly summarise the survey in the Related Work section. See Section
2.2. As such, it is not the focus of this chapter. Also, joining both a business and
financial visualisation literature review would be too large.

In addition to the primary classification, we have created a second-level classification
that is outlined in Section 2.1.3.

2.1.2 Justification of Classification: Turning Data into Profit
The original inspiration motivating this classification came from our research into
why businesses collect data and what they do with it. In short, they do so to maximise
profit. Our taxonomy encompasses the core platforms by which businesses derive
profit. A 2016 Gartner study identifies the key areas a digital enterprise can support
business [HLL16] which includes placing value on; data analysis and information
systems for decision making (business intelligence), customer-focused analysis and
ecosystem analysis. In addition to these, the report also identifies an IoT platform
as valuable, however, IoT is beyond the scope of this chapter. Therefore we have
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chosen these facets as the basis for our top-level classification. A complete business
taxonomy does not exist in a form that would be useful to this literature review, and
so we have developed this taxonomy from an existing business sources and from
the research found within the literature search. We found that the research fell into
these categories due to reoccurring themes. The significance of the taxonomy facets
is still thoroughly established in the academic business world.

Increasingly, businesses are striving to utilise their valuable resource – data [McA+12].
An article in the Harvard Business Review highlights a decrease in expenditure as the
ultimate goal of data analytics [Bea17], with the objectives of increasing revenue,
product innovation, and operational efficiency (business intelligence). Bean states
that businesses are now looking to find new ways to innovate with data to extract
previously untapped value. We propose that these new methods of innovation can
be achieved through the creation of visual designs that depict the data decision
making.

From this, we can see that business intelligence is a crucial facet to the success of a
data-driven business [Che+12]. McAfee highlights the managerial benefits of data
analytics – stating ‘You can’t manage what you don’t measure’ [McA+12], advocating
the creation of intelligence through data as an integral part of business operations.
Grossmann writes at length about the potential value of utilising business data for
the purposes of business intelligence [GRM15]. The book entitled ‘Fundamentals of
Business Intelligence’ presents an overview of business data types and visual designs
of the data to exemplify it. The data types consist of reporting and process data
(business intelligence) and customer data.

Buluswar interviews six senior leaders from major businesses, asking how they utilise
their data [Bul16]. A strong theme emerged highlighting the importance of business
intelligence but also of consumer centred analysis, focusing on what serves the
customer best – looking at their experience with the product and exploring how to
align the business with customer expectations. Many books have been published
that discuss how to collect and data-mine customer centred business data so that it
can be used for business development purposes, [Del+01; LB11; CH09].

The business ecosystem was identified by the Gartner report [HLL16] as a critical
facet of a businesses knowledge. Moore describes the practical benefits of embracing
the ecosystem centred view;

“A business ecosystem can also be conceived as a network of interdependent
niches that in turn are occupied organisations. These niches can be said
to be more or less open, to the degree to which they embrace alternative
contributors. One of the most exciting ideas in business today is that
business ecosystems can be ‘opened up’ to the entire world of potential
contributions and creative participants.” - Moore [Moo06].
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Fig. 2.2.: The differences between primary and secondary data sources in visualisation.
Research involving primary data proposes the visualisation hypothesis before the
data is collected (a priori hypothesis). Whereas research involving secondary
data proposes the visualisation hypothesis with the knowledge that the data has
already been collected (a posteriori hypothesis). The hybrid pipeline contains two
stages of data collection pre and post hypothesis. The initial creation of the data
is often in the context of social media. At this point, the data is not collected to
support the hypothesis posed by the visualisation research. Once the visualisation
hypothesis is formulated, the data can then be scraped and collated into a second
structured dataset for the purpose of visual research.

2.1.3 Data Classification
Our secondary level of classification is based on the origin of the data used in each
paper. The data source list can be seen in Table 2.1. Each paper is assigned a type of
data source.

We break the data sources down into primary and secondary. Primary data can
be defined as ‘Original data collected by the visualisation researchers for a specific
research goal’. Secondary data can be defined as ‘Data originally collected for a
different purpose and reused for another research question’ [HB05b]. We also include
one sub-classification of web-scraped data that is a hybrid of both primary and
secondary.

To illustrate these two, we present a data collection pipeline for visualisation in
Figure 2.2. We use the term ‘A Priori’ to describe the visualisation hypothesis that
is formulated before the data is collected. If the initial data is collected after the
visualisation hypothesis, then we refer to this as an ‘A Priori Hypothesis’.

Primary: In this category we include:

• Intentional, Active Digital Collection

• Intentional, Active Research Study Data

The first primary data source is the collection of data for the explicit purpose of the
visualisation research featured in this literature review. For example, Otsuka et al.
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collect data through electronic name tags worn by members of staff that identify
and record interactions between the staff. This data is then used to visualise the
inter-office relationships [Ots+09].

Study data is collected to support an a priori hypothesis first hand through interviews,
questionnaires, and reviews. The most popular use of study data in this literature
review lies in the internal intelligence classification. This data is typically collected
as part of the visualisation research. For example, Kandel et al. present an interview
study with data visualisation analysts working with industry to characterise the
process of industrial data analysis [Kan+12].

Secondary: Secondary data sources are not collated by those performing the vi-
sualisation research featured in this literature review. Here the researchers pose
a hypothesis a posteriori, i.e. after the initial data collection. Researchers use the
pre-existing data to explore and perform the analysis. In this category we include:

• A Priori Databases

• Business Processes

• Business By-product

Pre-existing databases are often used as a case study to demonstrate new visualisation
techniques. They are databases that are created for the purpose of previous analysis,
and not for the visualisation research in which it is currently used.

Business process visualisation refers to the graphical representation of the operational
procedures implemented within a company. For example, Broeksema et al. present
a visualisation system for business decision management and the processes behind
these decisions [Bro+13].

The data by-product of a business is similar to pre-existing databases except that the
data is collected as a by-product of business operations. These databases are often
in the form of financial records, or Point of Sale (PoS) transactions. e.g. Keim et al.
present a novel approach to bar chart designs using transactions data [Kei+07]. The
business by-product differentiates from the pre-existing database as data collected
as a by-product will be part of a continuous generation and collection, regardless of
who uses it.

Hybrid: We classify web scraping data as a hybrid of both primary and secondary
data. Though the data is originally gathered for a different purpose other than
visualisation (Secondary), the collation of a new, structured dataset is performed
after a hypothesis for visualisation is posed (Primary). This leads to our creation
of the hybrid primary/secondary classification. It is often used in the field of
customer feedback (See Figure 2.1) and often involves social media data. The data
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is downloaded from various online sources into an archive that can be used for
research purposes. For example, Hao et al. presented a visual sentiment analysis of
customer feedback streams through the scraping of Twitter data [Hao+13].

Web-scraped data is differentiated from a digital collection due to the process by
which the data is obtained. Web scraped data utilises and collates online sources of
information into one structured dataset. The real-world, digital collection of data
utilises hardware components that collect information offline.

2.1.4 Literature Search Methodology
In order to ensure that we include a complete collection of the literature, we employ
a methodical approach to the literature search. Firstly we identify keywords and
phrases that encompass the field of business visualisation, e.g. ‘Business’, ‘customer’,
‘market’, ‘visualisation’, ‘visual analysis’, ‘economic’, ‘ecosystem’, ‘intelligence’, and
‘finance’. Then we use a logical AND combination of these keywords to search
through digital libraries and conference proceedings as shown in Table 2.2. We start
by searching the IEEE Xplore and ACM Digital Libraries, and then we browse the
conference proceedings of both the IEEE Visualisation and EuroVis conferences. We
repeat this process with Google Scholar. A database that documents the publications
within IEEE VIS conference from 1990-2015 called VisPubData [Ise+15] is also
incorporated. The combination of search terms is outlined below. Each search term
is split into two segments. Each combination of first and second terms are used in
the search process.

1st Term 2nd Term

Business Visualisation

Customer Visual Analytics

Market Visual Analysis

Economic Visual Intelligence

Finance

Corporate

Commercial

Tab. 2.2.: Using the AND operator we combine 1st and 2nd terms in the search process to
produce the first list of relevant papers.

Once the list is complete, we carefully read through while summarising and classi-
fying each paper according to the systematic process outlined previously [Lar11],
prioritising the most recently published work. Then we inspect the references
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for each paper, looking for previous papers that do not appear in the preliminary
searches. The literature search process lasted over a year.

In summary, our primary sources during the literature search are:

• IEEE Xplore

• ACM Digital Library

• Google Scholar

• References of collected papers

Table 2.3 shows where most of the papers are published.

Conference/Journal Count

IEEE Transactions on Visualization and Computer Graphics 12

The IEEE Information Visualisation Conference (IV) 6

IEEE Computer Graphics and Applications 5

IEEE Visual Analytics Science and Technology (VAST) 3

The Annual EuroVis Conference 3

Information Visualisation Journal (SAGE) 3

The Annual PacificVis Conference 1

VIS Business Visualisation Workshop 1

Other 33

total 66

Tab. 2.3.: This table describes the distribution of papers found in each of the major publica-
tion venues.

2.1.5 Literature Review Scope
Due to the multidisciplinary nature of this State-of-the-Art report, we require a
well-defined scope to ensure that the most relevant research is included. The
scope encompasses academic research that has emphasis placed on State-of-the-Art
visualisation for the purposes of business data exploration. The quality of the visual
design must be regarded as State-of-the-Art – and the motivation behind the research
must focus on business data.

Many conferences and journals publish articles which include visualisation of busi-
ness data but do not focus on novel visual design aspects of the research. Papers
published in visualisation journals are a valuable source for our literature scope.
Non-visualisation journal and conference papers are only in scope if the focus of the
research is visualisation-oriented with the ultimate goal of better understanding the
business data for informing the decision-making process.

The primary source of in-scope research comes from the conferences and journals
that make visualisation the subject of their publishings. The conference proceedings
of IEEE VIS and EuroVis, or the IEEE TVCG and CGF journal contain a wealth of
publications that focus their attention on business data. These papers are considered
the primary driving force behind the evolution of the field. See Table 2.3.
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2.1.5.1. Out Of Scope

Publication venues such as the conference ‘Software Engineering and Service Science’
(ICSESS) may publish papers that include visualisation of business data but do not
place emphasis on novel visual design or value. For example, in a paper entitled
‘Visualizations-based Analysis of Telco Data for Business Intelligence’ [AK15] by Ashraf
and Khan designs imagery to represent telecommunications data. However, these
images come in the form of a pie chart and a radar chart where most of the analysis
is performed through a numerical calculation. We do not include papers like this in
the scope due to the limited visual component of the research.

IT Journals such as ‘IEEE/WIC/ACM International Conferences on Web Intelligence
and Intelligent Agent Technology’ also fall within this category. A paper entitled
‘Prototype of New Business process Visualization Tool’ by Nagai et al. presents methods
for visualising business process data through network diagrams [Nag+12]. However,
these diagrams are not considered State-of-the-Art and therefore are not included in
the scope.

Papers we consider to be borderline might have good potential in the field of business
visualisation and often mention this as a valid application, however, they do not
focus on the business aspect. For example, Wu et al. create an opinion-based visual
design from social media data [Wu+14] which shows valuable public opinion on
products but also on non-business based events such as WWII and political scandals.
Because of the tenuous connection, we do not include this within scope.

The topic of social media falls outside of the scope of this chapter. Including it would
make the literature review too large. We refer readers to Wanner et al. [Wan+14]
for an existing survey on this topic.

2.1.5.2. In Scope

It is possible for papers in cross-disciplinary journals to be within scope, only if the
visualisations used are State-of-the-Art or add additional value to the visualisation
literature. For example, the journal ‘Expert Systems with Applications’ published
Hanafizadeh and Mirzazadeh’s ‘Visualizing market segmentation using self-organizing
maps and Fuzzy Delphi method - ADSL market of a telecommunication company’
[HM11], where advanced visual methods are used with emphasis placed on the
contribution of the visualisation within a business context. A further example of an
in-scope paper comes from the proceedings of the ‘International Conference on Web
Intelligence and Intelligent Agent Technology’ in a paper by Ziegler et al. entitled
‘Mining and Exploring Unstructured Customer Feedback Data Using Language Models
and Treemap Visualizations’ [Zie+08] where customer feedback data is structured in
a specialised treemap. This falls within scope due to the focus on the customised
treemap design and the novel features implemented in the software.
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The main body of publications in this literature review is obtained from the major
visualisation publication venues. However, the ‘business’ component of each paper is
more complicated to define. To clarify this aspect of the scope we impose a heuristic
that a business related subject has to be mentioned in the title or abstract of the
paper. A case study alone is not enough to fall within scope. For an overview of
the business-related subjects, please refer to the literature search methodology in
Section 2.1.4.

2.1.6 Organisation of Chapter
The literature review is presented in the same structure as the classification outlined
in section 2.1.1 and in Table 2.1. The three primary classification groups are Business
Intelligence, Business Ecosystem, and Customer Centric. The Business Intelligence
classification contains two sub-classifications; Internal Intelligence and External
Intelligence. The Customer Centric classification also contains two sub-classifications
of Customer Behaviour and Customer Feedback. See Figure 2.1.

We use these classifications as the major organisation of the chapter and then use
the secondary classification outlined in Section 2.1.3 to group research papers into
sub-sections. Using table 2.1 we navigate top-to-bottom, left-to-right summarising
each paper and describing their relevance to their position in each classification. We
also include meta-data tables to enhance the overview of the literature. See Tables
2.1 & 2.5.

2.2 Related Literature
This section outlines closely related surveys in this field but have a different scope.
See McNabb and Laramee [ML17] for a comprehensive overview of survey papers in
information visualisation. Firstly, we provide an overview of the survey on visual
analytics of financial data. Secondly, we describe Zhang et al.’s survey outlining
State-of-the-Art commercial visualisation systems readily available on the market.

Ko et al. present a comprehensive survey on visual analytical approaches to financial
data [Ko+16]. This paper aims to classify financial visualisation papers as well as
make contributions as to the requirements for a financial visualisation paper.

The survey first identifies financial task requirements by interviewing analysts with
a background in financial analysis. They introduce metrics by which financial
visualisations can be quantified. Secondly, the survey collects and classifies previously
published research in the field of financial visualisation.

The requirements for VA systems are a product of the interview process with industry
experts. Ranging from R1 (basic requirements) to R7 (Maximised utility).
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1. R1: Provide sufficient information to deduce basic patterns including historical
and context data.

2. R2: Automated techniques for pattern detection, trends and anomalies.

3. R3: User interaction with the system. Enabling data resolution selection
(drill-down), and data comparison.

4. R4: Statical analysis of trends and anomalies identifying ’statistically significant’
trends.

5. R5: Forecasting for future trends based on currently available data.

6. R6: Additional functions for data cleansing, customisation and presentation.

7. R7: Clear visualisations that avoid occlusion as well as supporting R6 and R3
functionality.

Ko et al. highlight the discrepancy in the volume of research between the classes of
financial visualisation. The discrepancy is attributed to data privacy issues within
the financial community.

Zhang et al. present a comparison of the industry-leading visual analytics software
used in Big Data Analysis [Zha+12]. The top 10 most prolific pieces of visual
analytics software are compared. The four most popular of these are; Tableau,
Spotfire, QlikView, and JMP.

Contributions include a comparison of how the software handles data, what frame-
works are used, and the efficiency of the data management. Aspects such as data
import ease, data compatibility etc. are taken into account when assessing the
software. Four subsections of criteria are used to assess the automatic analysis of
the software; statistics, data modelling, dimensionality reduction, and visual query
analysis. This is considered a way of learning about the data without greatly cus-
tomised user input. Features such as pattern recognition are mentioned as useful
in some of the software but not implemented across all of them. Visualisation tech-
niques are divided into two subsections: graphical representations and interaction
techniques. System and architecture is divided into stand-alone desktop applications
and server-sided dashboard tools.

The visual analytics field was initially defined by Thomas and Cook [TC+06], and
then further refined by Keim et al. [Kei+10]. Using these as a basis for analysis,
Zhang carried out the software comparison research [Zha+12]. Our survey is neither
financial visualisation nor a survey of software tools.

2.3 Business Visualisation Articles
This section contains the core State-of-the-Art review of Business Visualisation.

32 Chapter 2 Visualising Business Data



2.3.1 Business Intelligence (BI)
The category of business intelligence (BI), which consists of two sub-classifications:
Internal intelligence and external intelligence. Business intelligence is seen as the
generation of meaningful insight into business data.

2.3.1.1. Internal Intelligence (II)
This subsection contains all inwardly focused BI visualisation research. If the empha-
sis is placed on internal structures or processes within the business, then we classify
the paper to be internal.

Primary Data as Intentional, Active Digital Collection (II): This section con-
tains research that use digital hardware to collect data for the purpose of internal
intelligence visualisation research. Only a small amount of research is found in this
category, presumably due to the availability of existing data and the high cost of
collecting new data. Otsuka et al. present methods of visualising internal staffing
relationships within a company [Ots+09]. Each staff member wears a digital name
tag that records interactions with other staff members. All internal interactions are
recorded and then visually mapped. A topographic map is used to display this inter-
action. In order to visualise the interaction, a topological map called a dendrogram
is used. See Figure 2.3.

Fig. 2.3.: Figure 2.3 shows the dendrographic representation of the hierarchical relationship.
The higher up the member is, the closer to the centre their node is drawn. Clusters
of users are highlighted in green. The dots represent individuals and are also given
unique identification numbers. The dots are coloured by the role classification
of the employee and the definition of the contours around the dots within each
group highlight how well the group integrates. Image courtesy of Otsuka et al.
[Ots+09]

The employees are clustered into groups showing the social and working dynamic of
the organisation. Each employee can fall into multiple groups and therefore can be
represented by multiple nodes. The process of adding new members automatically
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Fig. 2.4.: Figure 2.4 shows the AutobahnVis software. The top left message view shows the
shows all sent messages along a time axis (horizontal) and the different control
units (vertical). The list views along the bottom show the message details such as
time, signals, and row data. The 3D image of the car highlights the areas within
the vehicle the errors originate. The error can be traced through the software
linking to the message view. Image courtesy of Sedlmair et al. [Sed+11].

generates the dendrograms. This is done by either creating a new group, adding
the member to an existing group, or merging two groups to make the member fit.
The novel algorithm classifies the interactions into a hierarchy in such a way that
members can belong to multiple groupings, and the staff hierarchy can also be seen.
The research informs managers on the employee networks in their own company.

The strongest influences in the field of visualising hierarchical structures have been
MoireGraphs [JKM03], Multi-Tree Hierarchies [FZ94], and ConeTrees [Rob+91].
This research data has strong links with social networking data. Visualisation
projects of this nature are becoming increasingly more popular as social networks
grow [Ada06; HB05a].

Primary Data as Intentional, Active Research Study (II): In the following, in-
ternal intelligence (II) is derived from data sourced using direct research studies.
Sedlmair et al. examine the analytical role of visualisation tools used in large auto-
motive companies [Sed+11]. Nine different challenges are discussed along with a
set of recommendations for planning and evaluating large company visualisation
software. The paper also explores two case studies within the automotive industry
that highlight the challenges of information visualisation in the environment of large
businesses. See Figure 2.4

The article outlines many field characteristics that present challenges when attempt-
ing to perform analytical data visualisation in a large business environment. These
challenges range from the aligning the software capabilities with the corporate aims,
through data acquisition processes, to the end result of either publication, research,
or appealing to the stakeholders. The recommendations for the field are established
as a counter to the challenges, e.g. the challenge of publication and stakeholder
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appeasement can be overcome by making all publication conditions clear at the start
of the project, agreeing what components of the research can be published through
a documented communication.

1. Case Study 1: AutobahnVis. The AutobahnVis software provides an overview
and navigation of error detection in network communication logs. The chal-
lenges that arose while developing the software were largely the complexity of
the data and the specialised skill required to interpret it. It had to be acquired
from busy staff members within the company, resulting in a large time cost
and expense to the project. The complexity of the project is reflected in the
design, and therefore presented several challenges along the way.

2. Case Study 2: MostVis The MostVis software is designed as an alternative visual
access to auxiliary information. It presents large hierarchical data related to
the bus systems of car models. The visual hierarchy tree runs from left to
right and shows complex information about a car’s auxiliary data. Company
stakeholders accepted the resulting software research and provided funding
to expand further, highlighting the importance of stakeholder support in
visualisation research.

The concept of software design being a product of both software developers and
domain experts has been found to be beneficial in gaining insight into unexplored
work processes [TSF08]. Gonzalez and Kobsa [GK03a] outline the adoption of
information visualisation tools by analysts, later followed up by a further paper
outlining the major benefits of visualisation in the field [GK03b].

The next paper uses primary interview data to increase understanding of a company’s
employees. Kandel et al. conduct an interview study with 35 enterprise analysts with
the aim to better understand their day-to-day operations and how visualisation tools
are used from the analysts perspective [Kan+12]. The study is conducted with 35
participants from 25 organisations within 15 different industries. See Figure 2.5.

It was found that analysts generally fall into three main categories; hacker, scripter,
and application user. These three groups of people have very different tool require-
ments. Six of the ‘Hackers’ claimed that visualisation tools such as Tableau or D3
are useful only as reporting tools as they did not offer any data flexibility and can
only be used to present information. They already know what information they
would like to portray. Scripters did use statistical visualisation packages to produce
visualisations for exploration purposes, and they found that using the same package
for visualisation and analysis helped them transition smoothly between visualisation
and analysis. The extent to which application users created visual designs was
through simple packages such as Excel or used standard reporting tools such as
Crystal Reports.
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Fig. 2.5.: Figure 2.5 shows a matrix of interviewees and their corresponding work based
challenges with the tools they use to overcome them. Image courtesy of Kandel et
al. [Kan+12]

Analysts report that a primary benefit of visualisation is error detection. When
working with large amounts of data, errors in the collection often go unnoticed, and
visualisation highlights these errors. In general, it is reported that visualisations are
best used alongside statistical analysis. The findings indicate that imagery of large
amounts of high dimensional data is too complex, and simple visualisations do not
scale to this level.

Prior to Kandel et al., Sedlmair et al. discuss the difficulties of evaluating visual-
isation tools in the corporate environments [Sed+11]. Kwon and Fisher discuss
the difficulties of using visualisation tools from the perspective of someone who is
not trained in the field [Kwo+11]. Other research has looked at the processes of
analysts [CJ+09; Kan+09] but often do not focus specifically on business or on
visualisation.

Burkhard presents a framework for the creation of business strategy visual designs
[Bur05a]. Building on the knowledge visualisation framework, this research iden-
tifies the aspects of strategic data suited for visualisation by isolating the different
perspectives of the visual design. The resulting guidelines produce valuable strategy
based imagery suitable in a business context – focussing on internal operations of a
business.

1. The Function perspective distinguishes functions of visualisations based on
the desired outcome; i.e. if the goal is to create new insight, recall the data,
produce motivation, elaboration etc.

2. The Knowledge perspective identifies the type of knowledge that is required to
be transferred, i.e. what, who, where, why, and how?

3. The Recipient perspective highlights the target group recipient, i.e. individual
worker, team leader, senior management, workgroup etc.
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Fig. 2.6.: Figure 2.6 shows the derivatives risk management software. The back screen
shows a yield curve and a scenario curve that the user can interact with to change
the forecasting information. The surface map shows the current scenario and
profit and loss, whereas the grid map shows the difference between the current
and the scenario situations. Image courtesy of Wright [Wri97]

4. The Visualisation type perspective examines the type of visual design suitable
for the above context. i.e. sketches, diagrams, maps, images, interactive
visualisations, stories.

Previously Kaplan and Norton introduce a strategy map for visualising causal rela-
tionships in strategic scenarios [KN04]. La Rooy describes graphical representations
of data in a business context to improve performance [LR00].

Secondary Data as A Priori Database (II): The literature in this section studies
pre-existing data for internal intelligence visualisation. The first paper describes
some visual designs to inform a company’s internal decision making after the original
data is collected. See Figure 2.6. Wright presents six case study examples of info-
vis software used in a business context [Wri97]. These real-world examples are
among the first recorded utilisations of information visualisation software used in
the day-to-day management of the business. In this article, case studies focus on
3D visualisations of pre-existing business data ranging from financial information to
management support.

1. Fixed Income Management – In this case study, a dataset of financial portfolios
is depicted using 3D line graphs. Emphasis is placed on the 3D nature of the
visual design as it enables thousands of data points to be plotted compared to
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a smaller number in 2D. The more holistic view enables investors to quickly
see the state of their portfolio or compare multiple 2D visual designs.

2. Derivatives Risk Management – The software conveys the risk involved in
options trading. A virtual environment contains multiple visual representations
including a virtual screen showing the yield curve, a surface plot mapping the
current profit and loss, and a grid map that shows the relative profit and loss.
Users can interact by adjusting the extraneous variables such as interest rates
to change the forecast visual designs.

3. Management Decision Support – A geospatial map is used to display the
locations of a chain of businesses and then 3D bar charts are overlaid on top to
show the metric values used to analyse the businesses. This enables managers
to evaluate and balance multiple business locations.

4. Credit Scoring – This design uses a geospatial map to display credit scores in
the United States. The software enables the market risk of permitting loans to
be analysed.

5. Retail Sales Analysis Again using geospatial maps, this enables the user to com-
pare the retail value of stores across the U.S. both individually or aggregately
in each state. Three-dimensional bar charts or raised map tiles are used to
show the sales from each sector or store.

6. Management Reporting – This managerial software uses a virtual environment
and 3D bar charts to show the portfolios of a business. The portfolios are

Fig. 2.7.: Figure 2.7 shows the transformation of the treemaps into other shapes. a) shows
the original treemap. b) the original transformed into a pyramid but without
density uniformity. c) is the modified version of b) now adjusted to show uniform
density. And d) the transformation of the original into a pie chart. Image courtesy
of Vliegen et al. [Vli+06]
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Fig. 2.8.: Figure 2.8 shows the extended chord diagram where glyphs are added to show
the relationship between automotive component failure rates and customer satis-
faction. Image courtesy of Nicholas et al. [Nic+14]

grouped into asset classes and represent the main axis of data. A virtual screen
shows 60 scenarios that would affect the portfolios and users can select each
to see the effect. Another virtual screen shows the currency conversion rates
which change with the scenario.

Vliegen et al. propose an algorithmic modification to the traditional treemap to
enable a better understanding of internal business data in order to mimic (or
resemble) standard business graphs such as pie charts, bar charts, and histograms
[Vli+06]. Specifically, the potential layouts of the treemap nodes are explored
to maximise the coherence of the result. The data originates from a pre-existing
database. See Figure 2.7.

The first proposed mixed treemap takes the structured layout of the slice and dice
algorithm and combines it with the square readability of the squarified treemaps
algorithm. This way, the higher level nodes remain ordered, but the lower level
nodes become squarified. The matrix modification enables data comparison of
different sizes by subdividing the rectangle into a grid. When the number of cells
in the grid exceeds the number of items then dummy nodes are added and blank
cells are used. Another modification involves the transformation of the treemap
visualisations in pixel space to reflect the aesthetics of other popular visual designs,
such as pie charts.

Prior to Vliegen et al., Harris provides an extensive overview of traditional depictions
of business data [Har96]. The treemap was first introduced by Johnson and Shnei-
derman in the early nineties [JS91]. Further work enhancing the original design is
also presented [Bal+05; Bru+00; Bed+02].
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Continuing on this theme, we look at research utilising pre-existing databases for
the purposes of exploring internal business operations and functions. Nicholas et al.
present a novel way of conveying the failure rates of automotive components and the
effect that this has on customer satisfaction [Nic+14]. The base design of the visual
layout extends the standard chord diagram and depicts three-way relationships
using both curved angles and glyphs. Previous attempts at chord diagrams focus
on two-way relationships. This method enables a third relationship to be added
and compared. The dataset is collected from by automotive company recording the
failure rates of automotive components. The automotive data is divided into 11
autonomous fault categories (engine, transmission etc.). The aim of the visual design
is to ascertain which combination of component failures yield the most dissatisfied
customer. See Figure 2.8.

The multi-chord diagram represents the frequency of failures between components
with the curve thickness and then may use colour to represent how dissatisfied
the customer is. See Figure 2.8. In the glyph extension, the lines of the chord
diagram are shortened and only display the intersection of three component fails.
This reduces overlap and improves visibility by reducing clutter while retaining the
vital information. The benefit of this design is that the company can now clearly
see what products typically fail together as well as how badly the hardware failure
affects customer satisfaction. Recommendations can be made to improve the worst
offending components that have the largest impact on customer satisfaction. Less
focus is placed on the failing components that do not have a negative influence on
customer satisfaction.

The inspiration for the chord diagram extension came from Bostock, Ogievetsy and
Heer in their ‘Data-Driven Documents’ paper [Bos+11]. A radial technique by Kerren
and Jusufi enables the visualisation of an undirected hyper-graph [KJ13]. Nicholas
et al. use elements of this visual design.

Secondary Data as a Business Process (II): This sub-section focuses on inter-
nal intelligence generated from existing business processes. The derived internal
intelligence of this literature aims to inform decision making.

Broeksema et al. [Bro+13] present a visual analytics system for operational decision
making in a business management environment. The system displays the decision-
making process in the software. A car insurance case study is used. The VA toolset is
used to analyse a dataset from the car insurance industry. The data used is from an
auto-quote request that has been stripped of confidential information.

A set of 144 rules process the input information and generate a quote. Discounts
are applied based on variables such as car safety features, no claims bonuses etc.
This data is then fed into the decision map visualisation. The decision map is based
on work by Zizi et al. [ZBL94] but instead maps concepts as opposed to instances.
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Fig. 2.9.: Figure 2.9 shows the decision map as an interactive analysis of variables of interest.
a) The analysts has selected the complete list of available attributes associated
with drivers and then selected the age group bar chart to show where the clusters
of age groups sit in the plot. b) shows the simplified version where all non-
contributing variables are removed. c) shows a breakdown of the decision process
and classification of the ‘students’ demographic. Image courtesy of Broeksema et
al. [Bro+13].

Two diverging factors in the data are plotted against each other in a scatterplot and
the space is segmented according to the most prolific value in that data space. See
Figure 2.9.

The decision map is primarily based on Zizi et al.’s [ZBL94] dynamic map. Decision
support systems often are used with financial data [Sav+11; Sav+08].

Secondary Data as a Business By-Product (II): This segment describes visuali-
sation research related to internal intelligence using business by-product data. In
this example, the by-product is data recording delivery times and product sales.
Gresh and Kelton present a visualisation application focused on the presentation of
business intelligence data using 2D and 3D visual designs in the delivery industry
[GK03c].

Customer delivery times are the focus of this research. The business has delivery
targets to achieve, however, due to the vast stock range of hardware and the small
delivery targets, the business needs to optimise their warehouse locations and
stocking. This optimisation analysis is done through the visualisation of the delivery
times. When using the software, the user is presented with a control window that
enables them to choose a subset of the data. The user is then shown a combination
of two and three-dimensional visual designs. These images show the target service
level in comparison to the actual service level.

Comparable software has been created, but does not exploit the full potential of the
data [Sto+02; Bos+00]. A more customised approach is required for this subset.

Keim et al. propose a new type of bar chart that can be used in the visual analysis of
large transaction data sets [Kei+07]. The design enables the user to see transaction
value correlations and outliers. The bar chart is created from sales data by separating
the range of transaction values into tiers and then assigning each transaction a tier.
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Fig. 2.10.: Figure 2.10 shows the Value-Cell bar chart. Each bar represents a month worth
of sales. Within the bar, tiered sales values for each month are shown. The red
tips of some bars represent outlying large sales during that time period. The
colour legend shows the value of the transactions. The tiers blend together to
create a gradation effect. Image courtesy of Keim et al. [Kei+07]

The bar is drawn as a sorted accumulation of all transactions within that period.
The tiers are coloured such that the bar appears to be subject to a continuous colour
gradation while still visualising each transaction as discrete. See Figure 2.10.

The design of the value-cell bar chart shares elements with Keim’s VisDB system
that sorts coloured pixels in relation to a user query [KK+94]. Further related work
introduced a pixel-based bar chart for large transaction data sets [Kei+01].

2.3.1.2. External Intelligence (EI)

This subsection contains outward focused BI visualisation research. If the emphasis
is placed on the external environment such as direct competition within the market
sector, then we classify the paper as external.

Primary Data as Intentional, Active Research Study (EI): In the following, ex-
ternal intelligence is depicted using data collected through research studies. In a
business environment, different categories of stakeholders have their own require-
ments for visual analysis made within the company [Kea15]. Keahey examines the
different stakeholders, classifies them, and outlines their expectations.

The types of stakeholders examined in this paper range from the marketing team to
the end users. Each has a different set of expectations for the visual design. The range
of requirements spans across two axes. The first ranges from effective to attractive,
the second ranges from simple to complex. Although this is a generalisation, often
effective visualisations are not considered aesthetically pleasing whereas attractive
graphics are not always the most effective. The y-axis is the scale of visual complexity.
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Fig. 2.11.: Figure 2.11 shows the stakeholder visualisation requirements map. The x-
axis ranges from ‘effective’ to ‘attractive’ and the y axis ranges from ‘simple’
to ‘complex’. The marketing departments expectations of a visualisation rank
highly in both complexity and attractiveness, but indicate less interest about its
effectiveness. Image courtesy of Keahey [Kea15].

Some stakeholders require a complex visualisation to show off the work while others
require a simple graphic to aid in information retention. See Figure 2.11.

Secondary data as A Priori Database (EI): This sub-section contains one visuali-
sation research paper that uses a pre-existing database for analysis in the field of
external intelligence. Ferreira et al. utilise the large amounts of urban taxi behaviour
data that has been collected in New York City [Fer+13]. Primarily, geospatial data is
used in the visualisations to map out the routes the taxis traditionally make. This
research intends to find answers to some previously unanswered questions such
“What is the average trip time?”, “How does taxi activity vary throughout the week?”,
and “What effect do major events have on the taxi behaviour?”.

The TaxiVis software enables the user to select the time frame. The geospatial paths
appear on a map widget, and the raw data appears on a data summary widget. See
Figure 2.12. A heat map is overlayed onto a map of the city to display the majority
of the data. This heat map highlights the trip density within the city as plotting
individual points would occlude most of the data due to its volume. Side-by-side
comparisons are used to show each day’s activity throughout the week. It is easy to
observe that Monday is the quietest day with activity progressively getting busier
throughout the week. The same side-by-side comparison is used to compare the
taxi activity during major city events such as presidential visits, or natural disasters.
Using day-to-day comparisons of the same map visualisations shows the progression
of such events.
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Fig. 2.12.: Figure 2.12 shows taxi activity in Manhattan during the week of Hurricane Irene.
Image courtesy of Ferreira et al. [Fer+13]

Previously, Ge et al. propose an analytics method for taxi drivers to calculate the
most financially efficient way of finding passengers [Ge+10]. Peng et al. modelled
the day-to-day habits of taxi drivers [Pen+12]; however, neither of these research
topics are visualisation focused. There has been research into the visualisation of
movement data [Pha+05; Woo+10], but not explicitly related to taxi data.

Secondary Data as a Business Process (EI): Here we look at two papers by Hao
et al. that explore the external environment of a business that impacts the day-to-day
operations of the business.

Hao et al. present BizViz, a visualisation software that interactively visualises business
operations processes[Hao+04]. The BizViz software analyses the relationships
between important external operational parameters. The primary focus is on data
distribution of up to three operational parameters but the user can drill down to a
one-on-one comparison of parameters where the transaction sets can be seen.

The design uses a circular chord-like plot to present its data. Separated into three
sections, the circle presents one attribute on the left half, one attribute on the centre
dividing line, and the final attribute on the right side. See Figure 2.13. Edges denote
relationships. When drilled down to two attributes the circle is split into two, and the
half circles are plotted with horizontal lines at varying density to represent the two
selected operational parameters. The data specifically deals with fraud prevention
and credit card usage in retail.

Hao et al. later publish further research in this field, continuing the parallel/chord
visualisation in the financial security sector [Hao+06]. They focuses on business
process impact by adapting the previous visualisation methods use case to show
the new data. The examples show the source attribute to be the customer type
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Fig. 2.13.: Figure 2.13 shows the BizViz visualisation. The left side of the circle shows each
geographical region the data was collected from. Lines are drawn from each
region to the centre line which holds a range denoting fraud value. From there
the line crosses over to the right axis where the fraud count is tallied. The user
can select a region to drill down into and reveal comparisons of the fraud value
vs fraud count. Image courtesy of Hao et al.[Hao+04].

(measured by importance or size). The intermediate attribute is mapped to a time
frame for ordering (delays, or order time), and the destination attribute is mapped
to the outcome (order accepted/rejected, penalty costing etc.).

Secondary Data as a Business By-Product (EI): This sub-section contains exter-
nal intelligence visualisation research using data sourced from the by-product of
business operations.

Liu et al. explore the potential of billboard placement through the visualisation of
GPS taxi data [Liu+16]. Using a combination of geospatial visualisation and glyph
designs, Liu et al. explore the optimum placements of billboards across a city. A
geospatial heat map is used to display the flow of taxi traffic, highlighting high
volume areas where billboard potential is maximised. The solution view uses layered
circular glyphs to evaluate potential points of interest where billboards can be placed.
Using a combination of the location view and solution view, the user can select which
location is best suited to their billboard as a function of cost and footfall.

The billboard location selection process is a sub-problem of Multicriteria Decision
Making, using a geospatial context [Mal06]. Taxi GPS data has been extensively
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Wright [Wri97] Proprietary Case Study from portfolio management, derivatives management, customer credit scores„
Gresh and Kelton [GK03c] Proprietary Private IBM business by-product data„

Eick [Eic03] Proprietary Log data from web servers used to analyse the efficiency of their website.
Burkhard [Bur05a] Proprietary Case study from Swiss Federal Institute of Technology using business strategy data„„

Vliegen et al. [Vli+06] Proprietary Unspecified business data„„
Keim et al. [Kei+07] Proprietary Transaction data sets

Otsuka et al. [Ots+09] Proprietary Digital nametags collect employee interaction data.„„
Sedlmair et al. [Sed+11] Survey Existing software evaluation „,
Kandel et al. [Kan+12] Proprietary Interview Study with industry experts„„

Du et al. [Du+12] Survey A survey of business process visualisation literature.
Broeksema et al. [Bro+13] Proprietary Decision model data„„

Bai et al. [Bai+13] Proprietary Geospatial data for utility network coverage.„„
Aigner [Aig13] Proprietary Text from interview study„„

Lafon et al. [Laf+13] Proprietary User Study of unspecified business data visualisation„„
Nicholas et al. [Nic+14] Proprietary Private customer survey database from automotive company„„

Ghooshchi et al. [Gho+17] Proprietary Business Processes from undefined source.„„
Kumar and Belwal [KB17] Public Multiple public data sources looking at different aspects of a business.„„

Bachhofner et al. [Bac+17] Proprietary Business processes from industry contacts.„„
Lea et al. [Lea+18] Proprietary Business process data was used alongside simulated data to test prototypes.„„
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Hao et al. [Hao+04] Proprietary Case study data from financial transactions, service contracts data„,
Hao et al. [Hao+06] Proprietary Case Study Data: Financial transactions, service contracts data„,

Bresciani and Eppler [BE09] Public/Proprietary Case study from Gartner, Argument Map, Five Forces Process„
Bertschi [Ber09] N/a Critical Discussion of knowledge visualisation in business. No data used.„„

Ferreira et al. [Fer+13] Proprietary Data provided by Taxi and Limousine Commission of New York City„„
Keahey [Kea15] Proprietary Expert opinion data„„

Liu et al [Liu+16] Proprietary GPS trajectory data„„
Ramesh et al. [Ram+17] Public Data mined from ‘various sources’. Presented for insight into the external operations of a business.„„
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Wattenberg [Wat99] Public Public stock market data„„
Merino et al. [Mer+06] Public Stock market data„„

Otjacques et al. [Otj+09] Proprietary Human resources data„„
Wu and Phillips [WP10] Public Public Dow Jones 30 data„„
Basole et al. [Bas+12] Proprietary Business ecosystem data„„

Ko et al. [Ko+12] Proprietary Generic Point of Sale data„„

Basole et al. [Bas+13]
Commercially and
Publicly Available

The Thomson Reuters SDC Platinum database and Capital IQ Compustat database„„

Basole and Bellamy [BB14] Proprietary Supply network Structure data„„
Lu et al. [Lu+14] Public Twitter data + IMDb„„

Deligiannidis and Noyes [DN14] Proprietary Data obtained from US Department of Commerce Census Bureau„„
Basole [Bas14] Proprietary Case study: global supply chain data, competitive dynamics data, venture capital network data„

Basole et al. [Bas+15b] Proprietary Three commercial datasets are used that cover finance, relationships, and public opinion.„
Basole et al. [Bas+16] Proprietary User study generated data looking at the effectiveness of different visual designs for decision support.„„
Iyer and Basole [IB16] Proprietary The visualisations use IoT data to show the ‘big players’ in the technology industry.„„

Schotter et al. [Sch+17] Proprietary Investment data is used alongside geospatial data.„„
Basole et al. [Bas+18] Proprietary Combination of multiple proprietary datasets including geospatial and commercial data.„
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Woo et al. [Woo+05] Proprietary Audio data from customers in call centre„„
Hanafizadeh and Mirzazadeh [HM11] Proprietary Six-dimensional vector customer dataset„„

Yaeli et al. [Yae+14] Proprietary Digitally collected customer path tracking data„„
Rodden [Rod14] Proprietary Private Youtube site navigation data„„

Shi et al. [Shi+14] Proprietary Generic search engine data„„
Dou et al. [Dou+15] Proprietary Survey conducted on Reddit.com„„

Kameoka et al. [Kam+15] Proprietary Dataset provided by industry parnter - supermarket PoS data.„„
Nair et al. [Nai+15] Proprietary Large customer behaviour dataset – unspecified origin.„„
Wu et al. [Wu+16] Proprietary Telco data obtained from China’s largest telecommunications operator.„„

Nagaoka et al. [Nag+16] Proprietary Customer behaviour collected from digital devices.„„
Sijtsma et al. [Sij+16] Public Twitter data mined to collect the customer experience and expectation of various retail stores.„„

Sathiyanarayanan et al. [Sat+18] Public Email exchange at company level.„„

C
us

to
m

er
Fe

ed
ba

ck

Brodbeck and Girardin [BG03] Proprietary Questionnaires distributed to customer of the public transport network.„„
Chen et al. [Che+06] Public Amazon.com reviews„„
Ziegler et al. [Zie+08] Proprietary Unspecified textual customer feedback data„„
Oelke et al. [Oel+09] Public Amazon.com reviews„„
Wu et al. [Wu+10] Public TripAdvisor data used„„

Hao et al. [Hao+13] Public Twitter data „„
Saitoh [Sai14] Proprietary Web scraped customer review data.„,

Kang et al. [Kan+17] Proprietary Combination of production and customer service data direct from manufacturer.„„
Fayoumi et al. [Fay+17] Proprietary Web scraped social media data from Twitter.„„
Haleem et al. [Hal+18] Proprietary Web scraped customer reviews„,
Saga and Yagi [SY18] Public Customer feedback collected from web crawler using specified keywords about the examined product.„„

Tab. 2.4.: This table summarises the data sources in each research paper, identifying the
accessibility of the data as well as a brief description.

researched with applications from route optimisation [Liu+11] to urban planning
[Hua+16]. Visualisation is often used to present data of this nature. Chen et al.
provide a full survey of traffic data visualisation [Che+15].

Data Overview We provide an overview of the data descriptions in each paper
and their availability in table 2.4. It shows a description of each data source in
this chapter, categorised to match Table 2.1. It shows that most of the data is still
proprietary in the business visualisation literature.
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2.3.2 Business Ecosystem (BE)
This section exemplifies literature that places emphasis on a complete business
ecosystem from an external perspective without the specific focus on a single body
within the ecosystem. These ecosystems can be collaborative, competitive environ-
ments, industries, or stock market-based. The focus is often placed on an overview
of the complete ecosystem. This classification is dominated by research from Rahul
C. Basole, who specialises in Business Ecosystem visualisation, and is associated with
eight papers of the seventeen in this field.

Primary Data as Intentional, Active Research Study (BE): Here we present a
visualisation paper that performs a research study using business ecosystem data.
The ecosystem is represented by stock market activity.

Merino et al. present a user study evaluation of different visualisations and identify
which are more suited to visualising large amounts of stock market data [Mer+06].
This is done through the ‘Task-At-Hand’ interface which offers a selection of visuali-
sation techniques to display the data and user options that incorporate brushing and
linking.

Traditional visual designs range from bar charts and line graphs to pie charts and
tables. These visualisation techniques are easy to understand but are limited in the
depth of data that they can display. The Geometrically-transformed group contains
visualisations such as parallel coordinates and pyramid representations of data.
These are useful for identifying trends in the data but, again, it can be challenging
to interpret more complicated datasets.

Fig. 2.14.: Figure 2.14 shows the results table for the task evaluation. The ‘Charts’ category
scores highly, whereas the ‘Parallel Coordinates’ scores relatively poorly. Eval-
uation criteria such as ‘Correlations’ only scores highly in the ‘Charts’ category.
This shows the limitations of more elaborate visualisations, and the value of
simplicity. Image courtesy of Merino et al. [Mer+06].
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Fig. 2.15.: Figure 2.15 shows the results of the study. Network outperforms the other two
methods, but the matrix method provides a consistently quick and useful visual
tool as well. Image courtesy of Basole et al. [Bas+16]

Iconic displays map attributes for complex data sets. Glyph-based approaches depict
a large number of data attributes, however, they are not appropriate for large
datasets due to overplotting. Pixel-based designs depict the benefit of conveying
a large number of data points but present a challenge when positioning the data
points being plotted. Stacked Display techniques are designed to present hierarchical
data. Treemaps are often used for visualising data of this nature. The space-filling
approach enables useful analysis of a dataset; however it is dependant on the
algorithm used to generate the treemap as varying aspect ratios can have a negative
impact on utility.

Each design category is assessed by a range of criteria. See Figure 2.14 for results.
The visualisation technique categorisation was identified by Keim [Kei02] and the
criteria by which the designs are judged were identified by Zhou et al. [ZF98].

Basole et al. perform a study that evaluates the effectiveness of visualisation methods
on business ecosystem data [Bas+16]. The three presentation types examined
are; list, matrix, and network – which are the most popular forms of ecosystem
visualisation. Seven criteria were used to evaluate the visual representation; ease
to learn, ease of use (beginner), ease of use (intermediate), speed of use, speed to
learn, control over analysis, and flexible capabilities. See Figure 2.15 on page 48.

The results found that the network outperformed the other two in almost every
criterion, other than the ease to learn. Once the cost of training has been expended,
the network is a far superior method of displaying business ecosystem data.
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Fig. 2.16.: Figure 2.16 shows the word cloud generated from Despicable Me 2 tweet data.
The colour is mapped to how positive or negative the word is perceived, thus
giving semantic value to the text. The size of each word shows how often it is
used. Image courtesy of Lu et al. [Lu+14]

Hybrid Web-scrape (BE): In the following category, web-scraped data is used to
visualise the business ecosystem.

Lu et al. outline methods that use visual analysis to predict box office success
[Lu+14]. Social media data is used to derive predictions, ranging from Twitter data
to Bitly link data mining. See Figure 2.16.

To obtain customer data about the movies, tweet data is mined using keywords
related to a given movie. In addition to this, IMDb is used to collect numerical data
about the film. All data is collected two weeks before the release date. Both the
volume of tweets and the content are taken into account when analysing the tweet
data. Sentiment analysis is performed on the text so that the film reception can be
assessed and the qualitative data is quantified. A word cloud of the most commonly
used words where colour is mapped to sentiment enables users to see at a glance
how positively the twitter community ranks the film. A timeline visualisation shows
the magnitude of positive or negative tweets over a two week period before the
release of the film. This enables marketing campaigns to be measured through a new
medium. Both film review scores and the film revenues were predicted from the data.
Despicable Me 2 has a predicted score of 7.8 and an actual score of 7.9, whereas the
predicted five-day revenue for the film is $116.5m and the actual five-day revenue is
$143m. This shows the score is far easier to predict than the revenue, but the system
can calculate a rough estimate.

Prediction models for the film industry have been created before [SS00], however
no visualisation has been made from those models. The relationship between movie
review and revenue is also examined [ZS09]. Asur and Huberman found that
the volume of tweets relating to a film had a direct relationship on the revenue,
accounting for 80% of the variance in prediction [AH+10].

Secondary Data as A Priori Database (BE): The literature in this section contains
a number of visualisation research papers on the business ecosystem where the data
is taken from pre-existing (a priori) databases. This is by far the most common data
source for an ecosystem visualisation paper.
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Fig. 2.17.: Figure 2.17 shows the dotlink360 application. This network clusters firms by
industry. The position of the nodes is based on the weight of their involvement
within each of the industries listed around the perimeter. The user can select
a firm to see their involvement with other companies within their ecosystem.
Image courtesy of Basole et al. [Bas+12].

Wu and Phillips present a visual design of the 2008 financial crisis [WP10]. Using
stock prices and news headlines on a timeline leading up until the crash, the user
can identify relationships between financial news headlines and the Dow Jones
Industrial Average (DJIA).

The user is presented with a dashboard-style visual design that uses brushing and
linking techniques to show different aspects of the finance evolution. The dashboard
is made up of three components. The bubble motion chart depicts the influence of
news articles on the trading of stocks. This visual design projects a live animation
to present the data. A radial plot displays the frequency by which important words
are used in the headlines of financial news articles. Words that result in a positive
impact are drawn in green. The News Events Bar Chart shows a simple chart that
indicates the number of news articles written about each of the chosen companies
up until a given point.

Lux presents the first overview of financial visualisation that Wu and Phillips extend
[Lux97]. Merino et al. analysed different visualisation techniques for financial
information to discover those most suited to the data. Keim et al. suggest that charts
are the most efficient method of presenting financial data [Kei+06].

Basole et al. present an overview of the business ecosystem using the example of the
mobile industry [Bas+12]. To achieve the overview Basole et al. present dotlink360,
an in-house visual analytics application that utilises data from pre-existing finance
and business databases as well as current news articles to explore a businesses’
ecosystem. This involves exploring the connections between companies and the
types of connections, the difference between companies in similar market position,
and how these positions have changed over the years. See Figure 2.17.
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Fig. 2.18.: Figure 2.18 shows the Path view in the connectivity perspective of the software.
Clusters of companies can be seen as market segments where the links between
nodes signify the company agreements. Image courtesy of Basole et al. [Bas+13]

Previous software that attempts to yield similar insight into the business ecosystem
does not take into account the dynamic and complex data involved. This research
takes a more holistic approach to the data analysis which encompasses the complex
data landscape ‘from core to periphery’. Emphasis is placed on the user interaction
design to ensure a practical use in the field. The dotlink360 incorporates a range of
visual designs, namely a ‘periscope view’ that maps the companies in a network that
are clustered by industry.

Only a small number of citations to previous related work are provided here, most
notably Basole’s visualisation of interfirm relationships in a converging ecosystem
[Bas+13].

In a later paper, Basole et al. also present methods of visualising relationships
between firms within an industry that enable analysis of the surrounding business
ecosystem [Bas+13]. The networks that link businesses together are the focal point.
By extension, the designs convey a holistic competitive insight into the ecosystem
beyond the traditional single market view. See Figure 2.18.

The software primarily focuses on the agreement portfolios of an entity, defined as
either a company, market segment, or country. An agreement is classed as an official
interaction between two entities whereby a decision has been processed.

The connectivity perspective is the primary window that shows the set of connections
between firms. See Figure 2.18. There are four types of view in the connectivity
perspective; Path - A network view that shows connections between companies.
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Segment - A view that depicts a company’s position relative to its market segment
(company focused). ScatterNet - A node-link diagram combined with a scatterplot to
show company-to-company agreements. Geography - A view that maps the physical
location of the companies on a map.

The foundation of research in this paper stems from the development of network
analysis software [Bas+09] that shows static imagery of organisational networks.
The business process analysis component of the research has a foundation in previous
business visualisation tools [Sun+08]. Knowledge management and discovery tools
were also available but in separate software packages [Bur05b; Chu+05].

Schotter et al. explore international business relationships through the creation of
interactive dashboard designs [Sch+17]. Data is overlaid on a google map view
which represents the pathways in which Japan is expanding their business throughout
Asia. This interactive map shows the ‘communities’ within a network, where nodes
share a higher rate of connections than in other areas. Additionally, heatmaps and
hexbinning (tile-based heatmaps) are also used to show the relationships between
these communities.

The paper presents a range of visual designs that utilise the plotting of meta-data
over a google map window, or through standard visualisation methods such as matrix
plot and chord diagrams. These dashboard-like designs focus on the nature of the
relationships between business entities, and the communities within an ecosystem.

Basole et al. present ecoxight, an interactive network diagram displaying business
ecosystem data [Bas+18]. The network is constituted of two components, nodes
and edges. Nodes represent either a company, API, or investor within an ecosystem
and edges which represent the relationships between the nodes. Each edge has a
source, target and weight. User options enable interaction through data filtering and
visual control of size, colour, and shape of nodes within the network. Multiple views
enable the user to explore the data from different perspectives.

Secondary Data as a Business Process (BE): This sub-section features two vi-
sualisation papers that focus on the business processes involved in the business
ecosystem. Both use data that was not collected originally by the visualisation
researchers (secondary data). Basole utilises visualisation tools to enhance under-
standing of a business’s position in the global market by exploring supply chain
network process [Bas14]. The approach in creating the tool is to co-author the
design with the corporate users to ensure the use case is being adhered to.

Three scenarios are devised and tools are created to cater to each of their user
requirements.
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Fig. 2.19.: Figure 2.19 shows the force-directed network visualisation of ecosystem con-
vergence. The nodes represent market segments and edges show inter-firm
relationships between the segments. Image courtesy of Basole [Bas14].

The global supply chain is an integral process to the success of a business. Poor
optimisation of this process can wreak havoc on the finances of the business in the
future. The tool depicts the risk involved in managing a global supply chain using
a network graph to show suppliers and the relationships between them. Shared
suppliers are seen as a higher risk and are therefore highlighted. Through this visual
design we can clearly see what suppliers should be used to minimise the risk of chain
disruption. See Figure 2.19.

It is essential for corporate management to have a detailed and accurate view of the
competitive market in which they are engaged. A force-directed network is used
to achieve this. A user can view the market ecosystem as a whole which enables
informed decision making. Venture capitalists are highly sought after in the business
world. Understanding the motivation behind the investments these people make is
integral to gaining funding from them. Here the previous force-directed network is
adapted to show venture capitalist activity within those markets.

Previously, corporate visualisation has been studied, but no focus is placed on
intelligence tools [Lam+12; Sed+11].

As business globalisation increases, the process of supply chain management is
becoming increasingly more complex [BB14]. Large supply operations are often sub-
ject to delays and susceptible to extraneous environmental factors outside business
control. Basole and Bellamy provide insight into visual forms of risk analysis for
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Fig. 2.20.: Figure 2.20 shows a three tier supply network of a major electronics man-
ufacturer. The inner layer represents the primary supply dependants of the
manufacturer, the middle layer represents the secondary dependants (primary
dependants for the inner circle of dependants), and the third layer represents
the tertiary dependants (primary dependants of the middle layer of dependants).
Image courtesy of Basole and Bellamy [BB14].

supply chains [BB14]. Network graphs are used to depict the risk across all supply
chain visualisations. There are two main focus areas: firm level and industry level.

For firm-level analysis the network graph places the firm at the centre of the layout
and all firm connections are shown within a circle radius connected by relationship
curves. See Figure 2.20. The connecting firm’s dependants are then shown on the
next circle radius. This continues until a map of the supply chain is built around the
first firm. The industry level visualisation places all firms in an industry as nodes
around in a circle. Relationship edges connect the firms and colours are used to map
the risk level. Node size is linked to topological importance.

Decision support related research has been carried out in the field of network
topologies [Air+11]. There is previous research investigating workflow visualisation
[BR10], identifying influential nodes in topological networks [KB08; Kuh+10], and
identifying unhealthy supply networks [BB12].

Secondary Data as a Business By-Product (BE): In the following, business by-
product data is used to depict the business ecosystem. Business by-product data
often comes in the form of transaction and sales records. Ko et al. create a visual
analytics system that draws a comparison of two competing businesses, displaying
trends, growth rates, sales, etc. [Ko+12]. The software utilises PoS (Point of Sale)
data to create the analysis and design. Visual features of MarketAnalyser can be
seen in Figure 2.21.

A screen space saving layout is implemented to display sales, growth, and trends
for each of the chosen companies. Filtering options enable the user to prioritise
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Fig. 2.21.: The main window of MarketAnalyser. The left panel contains all the filtering
options and colour legends. The main screen space conveys the pixel based
comparisons, and the right ride panel contains the geographical view. The
bottom panel contains the stacked bar view and time sliders. Image courtesy of
Ko et al. [Ko+12].

stores through a cumulative method of filtering companies using sales or trends.
The user can choose the most suitable company to compare with their data. Figure
2.21 shows the geographical view of the software. This enables the user to see the
geographical sale locations for each company. The colour of each region shows
the direction of the trend in sales. The stacked graphs in Figure 2.21 can show
relationships between different product purchases. It can highlight combinational
trends of multiple products between businesses. Sliders are used to select time
intervals.

Market trends and financial forecasting are traditionally conveyed using the standard
set of visualisation tools such as bar charts and line graphs [Edw+07; Mur99].
Treemaps are sometimes used to represent market data [Vli+06]. The design of the
display matrix utilises elements from Keim’s work on pixel-oriented visual designs
[KK+94; Kei+00; Bor+10].

2.3.3 Customer Centric Literature
This section presents the two-part customer centric literature. Here we examine
visualisation research that focuses on the customers involved in the business, as
opposed to the business itself. Table 2.5 shows the number of research papers
appearing in each business classification of this literature review by year. We can
observe a general increase in the number of publications over time.
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Business Intelligence Business Ecosystem Customer Centric
Internal Intelligence External Intelligence Business Ecosystem Customer Behaviour Customer Feedback

1997 Wright [Wri97]

1999 Wattenberg [Wat99]

2003
Gresh and Kelton [GK03c]
Eick [Eic03]

Brodbeck and Girardin [BG03]

2004 Hao et al. [Hao+04]
2005 Burkhard [Bur05a] Woo et al. [Woo+05]
2006 Vliegen et al. [Vli+06] Hao et al. [Hao+06] Merino et al. [Mer+06] Chen et al. [Che+06]
2007 Keim et al. [Kei+07]
2008 Ziegler et al. [Zie+08]

2009 Otsuka et al. [Ots+09]
Bresciani and Eppler [BE09]
Bertschi [Ber09]

Otjacques et al. [Otj+09] Oelke et al. [Oel+09]

2010 Wu and Phillips [WP10] Wu et al. [Wu+10]
2011 Sedlmair et al. [Sed+11] Basole et al. [Bas+12] Hanafizadeh and Mirzazadeh [HM11]

2012
Kandel et al. [Kan+12]
Du et al. [Du+12]

Ko et al. [Ko+12]

2013

Broeksema et al. [Bro+13]
Bai et al. [Bai+13]
Aigner [Aig13]
Lafon et al. [Laf+13]

Ferreira et al. [Fer+13] Basole et al. [Bas+13] Hao et al. [Hao+13]

2014 Nicholas et al. [Nic+14]

Basole and Bellamy [BB14]
Lu et al. [Lu+14]
Deligiannidis and Noyes [DN14]
Basole [Bas14]

Yaeli et al. [Yae+14]
Rodden [Rod14]
Shi et al. [Shi+14]

Saitoh [Sai14]

2015 Keahey [Kea15] Basole et al. [Bas+15b]
Dou et al. [Dou+15]
Kameoka et al. [Kam+15]
Nair et al. [Nai+15]

2016 Liu et al [Liu+16]
Basole et al. [Bas+16]
Iyer and Basole [IB16]

Wu et al. [Wu+16]
Nagaoka et al. [Nag+16]
Sijtsma et al. [Sij+16]

2017
Ghooshchi et al. [Gho+17]
Kumar and Belwal [KB17]
Bachhofner et al. [Bac+17]

Ramesh et al. [Ram+17] Schotter et al. [Sch+17]
Kang et al. [Kan+17]
Fayoumi et al. [Fay+17]

2018 Lea et al. [Lea+18] Basole et al. [Bas+18] Sathiyanarayanan et al. [Sat+18]
Haleem et al. [Hal+18]
Saga and Yagi [SY18]

Tab. 2.5.: This table shows a temporal classification of the papers included in the literature
review by year. Primary papers included in the literature review are labelled in
green and secondary papers are labelled in yellow . See Section 2.1.5 for a

description of our primary and secondary papers. The secondary classification
used in this literature review is shown in table 2.1.

2.3.3.1. Customer Behaviour (CB)

The sub-category of customer behaviour encompasses literature that focuses on
profiling customers or potential customers in an attempt to observe or predict
customer behaviour. This type of analysis has become progressively more popular in
recent years due to the availability of suitable data (See table 2.5).

Primary Data as Intentional, Active Digital Collection (CB): The following
research conveys geo-location data collected through hardware that is used to track
customer behaviour. Yaeli et al. analyse the movement of customers shopping in
retail stores [Yae+14]. The data is collected from mobile devices capable of WiFi,
NFC, and Bluetooth in the target area. Analytical visual interfaces are used to explore
the customer path in the retail store. The analysis aims to provide a better customer
in-store experience and to improve business decision making.

Customer value is derived by combining the motion data with other meta-data such
as point of sale information. Customers who visit the store more frequently or make
more significant purchases are clustered into a group with the goal of targeting these
customers more. Other segmentation criteria taken from the original tracking data
outlines the customer’s path through the store, i.e. in a department store, some
customers browse the entire inventory while others go directly to one section of the
store.
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Fig. 2.22.: These designs show the path taken for typical high value and low value customers.
It is immediately evident that high value customers are more methodical in their
walking path, possibly with a specific product to purchase in mind. Low value
customers are more likely to randomly chose the next route direction. Image
courtesy of Yaeli et al. [Yae+14].

The data used in the design is department store data. A geospatial map of the store
is drawn with each department labelled. Customers are given an entry point and
then arrows depict the path that each customer makes through the store. Contrary
to popular belief, it is shown that low-value customers are more likely to walk at
random through the store, whereas high-value customers take a direct and efficient
path around the store. See Figure 2.22.

In-store path dependency analysis has been widely researched [Yad11; TY13]. How-
ever, there is no noted related work for the visualisation of this data.

Primary Data as Intentional, Active Research Study (CB): This subsection
presents visualisation research that explores customer behaviour through research-
based user studies - primary data collected by the visualisation researchers them-
selves.

Dou et al. present an analytics system that provides insight into social, economic
and behavioural issues through demographic analysis [Dou+15]. An online survey
is used to collect textual data along with the correct demographic information about
the respondent so that the predictive visitations can be tested. The software utilises
a number of visualisation methods and their effectiveness is analysed and ranked
based on their ability to predict demographic information.

The ultimate aim of this system is to answer three questions; What are different
demographic groups interested in? Which demographic groups share interests? Can
we successfully classify online users into the correct demographic?
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Fig. 2.23.: Figure 2.23 shows the (a) parallel set + word cloud visualisation, and (b) the
User Cluster visualisation. Image courtesy of Dou et al. [Dou+15]

To address the first question, a parallel set diagram is combined with a word cloud
such that the user can see a customer segment or demographic (shown with the
parallel set) alongside their interests (shown with the word cloud). The user can
select a demographic in the parallel set and the word cloud will update with that
segment’s interests. See Figure 2.23 a). The cluster view maps each demographic
against their interests to see if there is any overlap between demographic and
interests. See Figure 2.23 b). A tabular view shows the most common textual
attributes associated with each demographic variable. This addresses the third
question.

Parallel sets are often used to visualise categorical or demographic data [Kos+06].
Previous research focuses on the visualisation of text data without the linking of
demographic data alongside it [Dou+11; Wu+14].

Hybrid Web-scrape (CB): The research in this section uses web-scraped data to
derive and study customer behaviour. Shi et al. present a visual analytics system
that tracks user search engine loyalty and the behaviour of users switching between
different search engines [Shi+14]. A new visualisation method ‘Flow View’ is
presented that develops its structure based on a flow metaphor. A density map and
a word cloud are also used to further the understanding of the customer loyalty
behaviour. See Figure 2.24 on page 59.

Inspired by an infographic by an XKCD Munroe comic [Mun18] the flow view
presents user loyalty by separating the flow out into different degrees of loyalty.
The transitions between these layers show the trending changes in customer loyalty.
Highlighting the link between loyalty and satisfaction, the density map plots loyalty
on the X axis and satisfaction on the Y axis. A word cloud displays the keywords
searched in each search engine where transitions between search engines can be
seen.

Web behaviour visualisation is a mature research topic [Car+01]. Trees have also
been used to depict this data [Pit+94; Wat+02]. Search engine switching be-
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Fig. 2.24.: Figure 2.24 shows the Flow View of the LoyalTracker software. The depth of
each layer represents the level of loyalty the users portray. Curved lines are used
to convey the inflow and outflow of customers for each loyalty layer. The flow
shows a weeks worth of data for each cycle in the visual design. Image courtesy
of Shi et al. [Shi+14].

haviour has been widely researched [Guo+11; Whi+10], though Randall Munroe’s
webcomic XKCD [Mun18] inspired the visual design itself.

Sijtsma et al. present TweetViz, a tool that utilised twitter data for the purposes of
customer feedback and business intelligence. A dashboard approach is taken that
visualises the geographical location of the business alongside the tweet feedback.
The user can select what company to view, and then all of the stores from that
company are marked on the map. The sentiment of the tweets about these stores are
computer and displayed to the user through the colour of a marker on the map. This
system enables the user to quickly find ‘problem stores’ and then read the twitter
feedback of the customers who have been there. User options provide filtering of
customer demographics and competitor comparisons.

Twitter data has often been used for sentiment and business analytics purposes
[Dia+10; O’C+10], the novelty of this application is that it collects customer opinions
of physical stores and visualises the sentiment behind them, removing the need for a
review to be explicitly written.

Secondary Data as A Priori Database (CB): This sub-section contains research
that derives and depicts customer behaviour from pre-existing secondary databases.
Woo et al. present a method of conveying customer targeting data using a heat
map [Woo+05]. This method depicts value distribution across customer needs and
characteristics which helps the planning of a customer-oriented business strategy. A
pre-existing database appears to have been used for this research.

A customer need is interpreted as any voiced opinion about a product. This can be
represented linearly by taking the volume of expressed opinions without a positive
or negative correlation. The customer characteristic refers to a linear scale that can
quantify a customer. Using a number of metrics, customers are placed on a single
sliding scale. The customer map is drawn on a 2D plane with one axis representing
a key customer characteristic and the other a key customer need. Each customer
will occupy their own space on the x, y grid and therefore a heat map can be created
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Fig. 2.25.: Figure 2.25 shows the contour-based treemap view. a) The circular segmentation
of time throughout the day. b) The temporal contour of visits to a given location.
c) Each sector represents a home location of the visitors during the time frame.
Image courtesy of Wu et al. [Wu+16].

to see where the customers fall. Clusters of customers can be identified as well as
trends in the data.

Customer segmentation visualisation methods previously use neural networks to
draw a self-organising map [DK98]. Mulhern suggested a framework that empha-
sised the importance of segment-based target marketing as calculated by visually
inspecting profit curves [IC03].

Hanafizadeh and Mirzazadeh present methods for displaying market segmentation
data to inform marketing strategies [HM11]. Utilising a pre-existing database,
clustering techniques alongside self-organising maps are used to segment customers
into behavioural demographics. Each cell of the SoM grid is coloured using a
combination of RGB values which are derived from the attributes associated with
the customer such as education level or income. These customer nodes are arranged
into clusters, isolating groups of similar purchasers. This segmentation enables the
user to see distinct groups of customers and the motivation behind their purchases.
The self-organised map was introduced by Kohonen [Koh82] in 1981 and is used to
present data of high dimensionality. The maps have previously been used to present
business-related data [OP04].

The self-organising map was more recently explored by Kameoka et al. [Kam+15]
who continue this area of research by visualising customer segmentation data, as
opposed to market segmentation data. The dataset that was used contained over
100k members of a Japanese supermarket loyalty scheme. The SoM clusters loyalty
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club members into unique categories which can be used to more effectively market
selected products to the different groups.

Wu et al. present ‘TelCoVis’, a visual analytics system that highlights behavioural
patterns in potential customers through data obtained from China’s largest telecom-
munications company [Wu+16]. This system focuses on co-occurrence (people from
two regions visiting the same urban space during the same time span). See Figure
2.25 on page 60.

They use two visual designs to convey this data. Firstly, a contour based treemap view
that divides radial space into time segments and renders a contoured treemap within
the space representing the distribution of visitors in that area. Secondly, a geospatial
heat map shows the flow of people into and out of a given area. Domain expert
feedback attests to the usefulness of these in the context of business intelligence.

The visualisation of mobile phone data is an established area of research. Deville
et al. present population mapping [Dev+14], the data has even been studied for
the purpose of fire and rescue services [Kri10]. The movement behaviour aspect
often employs heatmap like rendering to address the geospatial data as well as the
intensity data [Wan+13].

2.3.3.2. Customer Feedback (CF)

This subsection discusses the visualisation of feedback data. The papers focus on
aspects of the customer experience such as satisfaction or opinions. These visual
insights aim to adapt the business product or service to better suit the customer
expectations.

Primary Data as Intentional, Research Study (CF): This sub-section presents a
paper that use interview studies to visualise customer feedback – data collected by
the visualisation researchers.

Broadbeck and Girardin present a visualisation tool that uses parallel coordinates
combined with a tree structure to analyse customer feedback data [BG03].

The design of the tool maps the data to parallel coordinates and then implements a
selection system that converts the customer survey data to a hierarchical structure
by clustering questions by dimensions. The user can select subsets of the data
according to these dimensions. The three dimensions are quality criteria (questions),
quality dimensions (segmented), and indices (individual data records). Primarily,
the contribution lies in the combination of the data selection tool with the traditional
parallel coordinate diagram and the creation of an easy-to-use visual analytics system.
The tool primarily uses parallel coordinates [ID91] but introduces a hierarchical tree
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Fig. 2.26.: Figure 2.26 shows the treemap visualisation of the textual clusters. On the
right are the treemap user options that modify the parameters of the treemap
generation. The colour of each node represents the positive or negative sentiment
of the customers. Image courtesy of Ziegler et al. [Zie+08]

nature to the data [Kle+01]. Using the two together, brushing and linking is also
incorporated [BC87].

Hybrid Web-scrape (CF): In the following, a large number of research papers use
web-scraped data to visualise customer feedback.

Ziegler et al. [Zie+08] present a system that analyses textual customer feedback data
from an unspecified online feedback website. The system uses clustering techniques
to analyse short segments of data-mined text to provide a quantitative context for
customer feedback. Treemaps are then used to convey this data and the nodes are
automatically labelled. See Figure 2.26.

The top view of the visual layout provides an overview of the most frequently cited
topics and issues by presenting them in clustered treemap nodes. Colour is mapped
to sentiment and the size of the nodes is mapped to the volume of feedback within a
given cluster. Treemap nodes are formed from clusters of similar feedback. These
nodes are labelled by the groups of words found within the clusters. To ensure that
the labels are legible, the orientation of the label is rotated to match its longest
axis.
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Fig. 2.27.: Figure 2.27 shows the visual summary report. Each row represents a product (in
this case, printers), and each column represents an attribute of the product. The
internal square in each of the matrix compartments show how many reviewers
commented on this attribute. Image courtesy of Oelke et al. [Oel+09]

Twenty-three people were shown the system and were asked if they were more
confident with the treemap or being presented the data in a list format. Fifteen
opted for the treemap while six indicated they preferred lists. Two users were
indifferent. This supports the use of visual interfaces in a business data analysis
environment. The treemap design and layout is taken from Bederson et al. [Bed+02].
The textual analysis and clustering is based on the work of Ponte et al. [PC98].

Oelke et al. present an approach to visually analyse large quantities of customer
review data [Oel+09] scraped from online sources. The research takes a holistic
approach to calculate the customers’ opinions, breaking down each component
attributed to the product and producing an overall product score. The visual designs
enable quick overviews to be made of the data as well as clustered comparisons of
similar reviews.

The visual summary reports offer an overview of the customer feedback. Using a
matrix grid that compares multiple products against a range of features, the design
enables the viewer to look at either the most favourable product or their most valued
attribute to inform their purchasing decision. See Figure 2.27. The cluster analysis
uses 2D scatterplots to categorise the reviewers. The table sizes vary depending on
the number of people within a cluster.

Chord diagram and parallel coordinate hybrid plots are used to show a detailed
view of the data. The Hybrid can be used to highlight correlations between different
attributes of the customer feedback. The left half of the chord circle shows the
values for each product attribute and the right half shows the product score. Edges
that connect the two join via a centre axis that represents each product. Filtering
processes enable the user to identify trends and observe the customer opinion of
each product.

Previously, Gamon et al. present Pulse, a clustered visualisation technique for dis-
playing customer review data. This calculates the average review per cluster and
incorporates a treemap [Gam+05]. Gregory et al. focus on sentiment analysis but
do not just calculate a positive or negative outcome. Instead they identify more de-
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Fig. 2.28.: Figure 2.28 a) shows the OpinionSeer temporal rings at different scales. Each
layer represents a year and the colour depicts the feedback. b) shows the
reviewer location linked in with the time of year the review is made. The user
selects the location from the outside ring to see the feedback from that country.
Image courtesy of Wu et al. [Wu+10]

tailed thoughts such as pleasure, pain, power and conflict etc. This data is rendered
primarily through radial plotting methods such as the rose plot [Gre+06].

Wu et al. present OpinionSeer, interactive software that presents customer feedback
of hotels [Wu+10]. The opinion data is mined from Trip Advisor, a popular venue
review website. The main focus of this visualisation is the opinion wheel. See Figure
2.28.

The vertices of the opinion triangle represent the reviewer’s disbelief, uncertainty,
and belief. The three component values are weighted so that one coordinate can be
plotted to represent the value for all the variables. This triangle lies at the centre
of the OpinionSeer. The software offers multiple options for the ring of the radial
layout. Some discretise the ring into sections representing the age demographic
of the reviewer and then colour the section according to the average scores by
the reviewers. Some use a layering system to present the same information and
variations of these to present the demographic of reviewers along with the review
data. The interactive software is designed such that users may analyse the data at
different levels of detail. The user can focus on one aspect of the hotel service and
compare these, or rather look at the hotel overview data. In addition to the opinion
triangle and rings, a word cloud is used to analyse the textual customer feedback
data.

Previous work in the field often uses standardised bar charts to present customer
feedback data [Liu+05]. Scatter plots have been suggested to present positive/nega-
tive customer data [PL08]. Similar software systems have been created but are less
flexible and are not as versatile [Oel+09; Liu+05].
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Hao et al. utilise the abundant resource of social media feedback by analysing the
customer reception of products worldwide [Hao+13]. The customer sentiment is
analysed from the text data and then visualised using a geo-temporal map.

The data is mined from Twitter due to the ease of access, quality of meta-data such
as location etc., subject availability from hashtags and concise messages limited
to 140 characters. Given that the text streams are unpredictable, each noun or
compound-noun in the message is run through sentiment analysis algorithms and an
average sentiment value is derived for each message [Roh+12]. Once the sentiment
is quantified, the values can be mapped (depending on the quality of information)
to a geo-spatial heat map. In addition to the geo-map, a matrix plot like view can
visualise the location against the days in a month. This temporal view can show the
change in product sentiment over time.

The analysis of Twitter data is thoroughly studied [BF10], as is sentiment analysis
from text data [Din+08]. Popescu & Etzitoni proposed a noun filtering method
for text analysis so that message noise is removed [PE07]. More semantic rules
were developed to improve the analysis quality from the data [Ng+06; Kis+10].
Feature-based sentiment visualisation was developed for customer feedback streams
[Roh+12] and forms the basis of Hao et al.’s research. Saga and Yagi research net-
work visualisation of customer expectation through use of a web crawler that collects
feedback data from the search engine Bing [SY18]. The results are automatically
collated into an expectation network which presents words from the feedback as
nodes in the network and the connecting edges represent the relationships between
the words. The case study in this paper explores customer expectations for coffee
products, and how different segments of customers prioritise different qualities in
the coffee such as bitter or richness. The network provides a holistic viewpoint from
multiple customer perspectives.

2.4 Discussion and Observations
Throughout this literature review, we examine the trends and driving forces behind
business-oriented visualisation. We identify a range of varying classifying features
for the research (See Tables 2.1 and 2.5). Ultimately the goal for businesses is to
generate a profit. This can be done through improving the efficiency of internal
processes (internal intelligence), identifying the actions of competition (external
intelligence & business ecosystem), or improving business-customer relationships
and therefore increasing sales (customer feedback and customer behaviour) [HLL16;
Bul16].
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2.4.1 Data Source
The most popular data source was from pre-existing databases showing business
ecosystem data. Rahul C. Basole is a significant contributor to this field, who is
associated with over half of the papers in this collection.

The second most popular primary data source was used in the field of internal
intelligence, demonstrating the relative affordability of internally generated data
for the purpose of research. This is often qualitative study data [Sed+11; Kan+12]
that evaluates certain operations of the business. Internal operations are more easily
accessible than external operations, and so produce more research.

Customer-centric visualisation literature has seen a shift from customer feedback to
customer behaviour research (See Table 2.5). Prior to 2011, five customer feedback
visualisation papers were published in contrast to just one customer behaviour
visualisation paper. Post-2011, just one customer feedback visualisation paper was
published and six customer behaviour visualisation papers were published. We
speculate that this decrease in feedback-driven analysis and increase in behavioural
driven analysis is strongly related to the increasing availability of GPS data from
devices such as smartphones. This idea is reinforced through the timeline by which
smartphone GPS data started to be utilised in research [Mok+12; HY12]. The
benefit of tracking customer behaviour over collecting customer feedback is that it
provides an unbiased view of the consumer. Response bias can skew analysis and
warps the decisions made based off of subjective data.

Our data classification reflects the business ethos of cost reduction. Primary data is
expensive to collect, especially on a large scale. Even in the customer-centric fields
where accurate, up-to-date information on the consumer is essential for successful
business operations, we find that instead the researchers opt for web scraped data –
sacrificing data quality for data quantity [GW04]. This sacrifice in quality for quantity
might be attributed to the advancements in big data utilisation [Kai+13]. Instead
of running costly studies and questionnaires that detail the thoughts and feelings
of a smaller number of potential customers, a business can base their decisions on
lower quality feedback from a large number of potential customers assuming that
their data is representative of useful information and knowledge.

In the case of web scraping customer feedback, vast amounts of data already exists
publicly on the internet. Creating a web scraper automates the collection and
organisation process, substantially reducing the cost. While the quality may not
be as high as primary data, the quantity often compensates for that [JD03]. No
secondary data sources are used in the customer feedback classification, presumably
due to the time-critical nature of customer interactions. A company would not wait
until the data already exists to analyse their target market. Also, the nature of
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this data is very niche, i.e. it is likely that the data would only be of use to one
company.

Webscraped data is not used for business intelligence at all. This is interesting as it
highlights the relative distrust companies have for this data regarding the operations
of their business. Primary data would be trusted the most, and secondary data
sources can at least be validated. However, the unknown nature of online data is
enough to prevent companies from deriving actionable intelligence from it unless
the data is in the form of customer feedback.

Secondary data sources are far more popular across most fields. Particularly in
business ecosystem research, which overwhelmingly use pre-existing databases –
presumably due to the ease by which existing databases can be accessed, but also
due to the broad utility of business ecosystem datasets (See Table 2.5). The data
is often used as a case study or proof of concept for visualisation techniques where
the emphasis is placed on the visualisation techniques and not the business insight.
However, it is still important to observe how the business data is being utilised
through visualisation. If the visual design is successful in presenting the data in a
meaningful way, then insight should naturally follow.

2.4.2 Alternate Classifications
Table 2.1 highlights some gaps and trends in the data sources used in the field of
business visualisation. The most notable trend shows that customer feedback data
is heavily dependent on webscraped sources. The table also shows a significant
proportion of the data used in the research is not publicly available. While this may
seem disappointing at first, it suggests that the data was explicitly made available
to academic researchers or the research was performed by professionals in industry.
This increases our confidence that the visual designs were created with the goal of
business insight in mind as the work was, at least in part, collaborative.

We planned a classification that identified the target user for each visualisation,
however, the majority of the research did not specify who would benefit from
interpreting the visual designs. Assumptions could be made, but not without some
subjective guesswork. This is interesting because an ill-defined target audience
suggests the research to be mostly experimental and in its early stages of maturity.
This suggests that, if successful, the field of business visualisation could experience
more growth in the future once the effectiveness of the field has been validated.

Other attempted classifications were also stricken with similar issues. We also looked
at the different industries with which the data the data was associated. However
few trends were available using this taxonomy and often the industry was difficult
to classify due to vague descriptions – possibly due to businesses wanting to keep
details of their data undisclosed.
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We already observe an increase in visualisation adoption (see table 2.5) whereby
newer publications are being published in non-visualisation journals, but still focus
on visualisation [KB17; Gho+17; Bac+17; Kan+17; Fay+17; Sat+18; Hal+18].
This is a reliable indicator of adoption as business oriented journals are publishing
visualisation centred papers.

2.4.3 Visualisation Methods
We observe that a majority of the visual application in this literature review use
2-dimensional visualisation methods, but include user interaction to manipulate and
filter the data. 3D visualisations always result in obstructed data and so it is difficult
to achieve a complete overview in one frame. It is also true that the 2D visualisation
methods are more familiar to the general population and therefore there is less of a
training costs for any analytics software that use this visualisations.

Almost all of the visualisation applications depicted multi-dimensional datasets,
where the designers implemented a range of user options in order to give the user a
higher level of control over the visualisations. Business data is so often more complex
that two or three dimensions and so the developer needs to select which aspects
of the data should be placed as the main focus of the visualisation (such as the
bars in a bar chart), and what aspects of the data should be more subtly presented
through colour or a tooltip brush. In general, the developers of all these applications
maximised their use of the additional feature methods in order to maximise their
output from their data.

A popular visualisation method used by Basole was the node linked graph which often
depicts relationships within or between companies [Bas14; BB14; Bas+12]. Though
these were often less enhanced with additional features than other applications.
Dashboards were the most packed with features, which frequently used brushing
and linking to maximise their analytical potential [Wri97; Bro+13; Ko+12]. These
appeared to focus more on the visualisation needs of the business because each
feature individually did not create anything exceptionally remarkable, however as a
sum of their parts they produces a powerful business analytics tool.

Our goal is to produce similarly powerful tools that a business focused, not research
focused in order to produce software that has real-world value.

2.5 Direction of the field
A more subjective classification of the literature would be how focused the research
is on business application. We observe that dashboard-like approaches were often
the most centred around actually providing a benefit to the business by presenting
the data in a unique and powerful way. Ben Schneiderman suggests that the tackling
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of real world problems produces great research [Shn16] - and so when emphasis is
placed on the utility of the application as opposed to its novelty, then the output will
be more fruitful.

This feature-value desire is prevalent throughout the literature. We also observe the
desire for deeper, more meaningful data evaluation in the future work of the field –
quantitatively evaluating the current visual features and their impact on real-world
scenario data [BB14; Nic+14]. The final outstanding action noted in the future work
is to improve the current features that have been implemented [Shi+14; Lu+14].

These directions for future work highlight the differences between the academic
and business agenda. Businesses will focus on the development of software with
maximised utility, whether that involves focusing on current features and refining
them or adding new features that complement the existing system. Academics
place more emphasis on brand new ideas as opposed to finding the perfect existing
solution to data problems. Therein lies the dichotomy of interest [Rob+18b]. We
also note the lack of literature focusing on company performance – this could be due
to the classified nature of business performance whereby the company want to keep
this information away from the public. We believe this is a direction rich in future
work. As the availability of data increases, businesses will be more inclined to utilise
the analytical potential of data visualisation.

As the field of data visualisation matures, we can expect more businesses to begin
the adoption process. Early adopters of visualisation such as IBM [Vie+07] will
enjoy a competitive advantage over the later adopters [BV05]. As the adoption rate
increases, the field should advance at a faster rate due to higher levels of popularity
and interest.

2.6 Application in this research
We undertook this literature review to analyse what research has been done in
the world of business data visualisation - or more specifically call centre data
visualisation. Notably, we found no instances of call centre visualisation research
published. However we are able to look at various approaches to similar data
challenges in order to gauge what methods of visualisation works in industry and
why they should be selected. The closest instance of Call Centre visualisation
was from Wu et al. [Wu+16] who visualised telecommunications data - but from a
geographical perspective. A contour-based treemap was used to show the distribution
of callers over a geographical area. This shares similarities with our approach to the
data in the next chapter.

The most relevant facet of our classification was the customer centric section. The
research in this category aims to understand the either the customer behaviour,
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or the customer feedback. These are both relevant to us as we want to explore
the customer behaviour when navigating the call centre (i.e. exploring when they
abandon calls etc.) but also their feedback of their experience when using the call
centre.

As previously discussed, the dashboard method presented a nice multi-faceted
approach to the data. Combined with methods such as brushing and linking, this
approach could produce a valuable visual analytics application for our industry
parters. Due to academic research requiring aspects of novelty, we look further for
new methods of visually depicting the data.

A range of visualisation methods were used throughout this literature review. The
large-scale data visualisation projects often reduced the data plotting by employing
frequency-based methods. We identify treemaps as an ideal candidate due to its
potential to show varying resolutions of data which can scale with any data size.

High dimensional visualisation methods are used throughout this review [Bas+12;
Hao+04; Wu+16], but many seek to enhance, and often complicate the visualisation
method themselves with a lesser goal to provide the user with the tools they need to
interact with the data [Shi+14].

Therefore, we identify interaction tools as being a gap in the research for business
visualisation tools. We found no instances of tools that helped visually guide a user
that may have never seen the data before into exploring and discovering patterns
and trends.

There is also very little work done on customer feedback data that wasn’t web
scraped (See Table 2.1). Customer behaviour data is more comprehensively explored,
however as our data consists of both of these components, we are presented with
a unique opportunity to explore the a visual combination of the two, i.e. what
behaviour causes happy or unhappy customers.

From this literature review, we have identified a set of potential research leads
that could produce a valuable, real-world application for our industry partners in a
research niche where few have had the opportunity to explore. It helped us develop
the initial direction of our research and it cemented a number of our goals we have
for the project.

2.7 Chapter Summary
In this chapter, we presented a unique overview and insight into the development of
business-oriented visualisation in academic research and beyond. We use a novel
classification of literature that enables readers to understand the State-of-the-Art
in this field comprehensively. The literature review provides a valuable resource
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for both the visualisation community and for businesses interested in adopting
visualisation approaches. The chapter addresses our first objective for the PhD
[Ob1] - Explore what has been done. We have learned that we are the first to
explore the visualisation of call centre business data [Ob1a]. We have learned the
main use of business data visualisation is for the purposes of internal intelligence
analysis [Ob1b]. We have provided an analysis of the business data types through
our secondary classification and discussion [Ob1c]. And we have outlined trends in
the research and discussed the potential future of visualisation within the business
world [Ob1d].
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3Interactive Analytical Treemaps
for Visualisation of Call Centre
data

„The key to good decision making is not
knowledge. It is understanding. We are
swimming in the former. We are desperately
lacking in the latter.

— Malcolm Gladwell
Blink: The Power of Thinking Without

Thinking [Gla07]

This chapter contains the first complete visualisation application developed for our
collaboration with QPC Ltd. We begin this project wanting to address the questions
surrounding our first Objective [Ob2]. We wanted to create an interactive overview
of the call centre dataset provided to us. Our objective setting session with QPC Ltd.
and our literature review was the basis for us selecting the treemap as the primary
visualisation method for this overview. After our initial exploration of the data using
pre-existing tools outlined in Chapter 1, we sketched out the design and began the
implementation.

The treemap was first selected because of its ability to provide both an overview of
the large dataset, as well as a detailed window into individual call records. During
the meeting with QPC Ltd. we discussed the possibility of using a chord diagram
for its ability to show an overview of the call records, but lacked the ability to show
individual call records clearly. The Sankey diagram was ruled out at this stage for
the same reasons, as well as the parallel coordinates plot. We speculated that these
methods could be useful in the future but wanted to initially explore the potential of
the treemap.

After the software has completed its first iteration during 2016, the famous academic
Ben Shneiderman, who is credited for inventing the treemap, visited our department
and he was kind enough to spend some time with us and provide feedback about the
visualisation software. During the session, we formulated a customised interaction
and filtering system for the visual design which required a total re-implementation of
the software. This redesign focused on the way a user interacts with the application,
not the visualisation itself. This user driven focus was integral to the ultimate goal
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of our industry collaboration. We developed this application as a means to view a
whole day of call centre data, which until this point had previously not been seen
by our industry partner in such a way. This chapter is based on a paper which
appeared at the Smart Tools Applications and Graphics (STAG) conference in 2016
[Rob+16].

3.1 Introduction & Motivation
Over the past two decades, a rapid expansion has taken place in the call centre
industry. With an estimated 5,000 call centres, one million employees[Cal], and
a revenue of £2.3 billion [Rev] in the UK alone, the call centre industry makes a
notable contribution to the UK GDP [Gdp]. Some estimates claim that almost 4
million people are employed across 35,000 call centres in Europe [Eur]. 1 Due to
the growth of this massive industry, it is argued that call centres are becoming the
modern world equivalent of the factory, generating a valuable service as opposed to
a product [Hud12; Vli+06]

Focus is often placed on the quality of the service provided by the call centres. It
has been noted that there are intangible aspects of customer service that cannot be
measured easily or the current measures in place do not account for [Gil01]. For
example, agents working in a call centre are given a temporal target in which they
aim to deal with each customer. These targets can create a negative impact on the
customer experience and therefore need to be quickly discovered and addressed.

The drive for improvement relies on the correct measures of efficiency and the ability
to present the call centre activity in an accessible way so that the correct course of
action can be taken [CM97]. The collection of the call centre event level data itself is
handled by our partner company QPC Ltd. However, the analysis, exploration, and
presentation of that data is at an early stage of research. Here we present methods
for visualising the large amounts of event-based data from a call centre in a unique,
novel application, with the intended end user being a decision maker within the
contact centre.

This chapter contributes methods by which we can interactively view and analyse
large amounts of call centre data, hundreds of thousands of calls with several million
events (around 4 million per day), identifying temporal trends and highlighting
issues in customer wait times. The application enables smooth visual exploration of
the multivariate data through an interactive focus + context, analytical treemap that
ranges from a full day overview down to a single call detail level. Our contributions
are:

1That’s roughly half the population of Switzerland [Swi].
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• The introduction of call centre data visualisation to the visualisation commu-
nity.

• An enhanced treemap visualisation with smooth interactive zooming and
panning in a feature-rich application.

• Novel interactive analytic filtering options coupled with focus + context visu-
alisation that enables users to focus in on special subsets of calls of interest.

• New observations of call centre activity and domain expert feedback of the
visualisation demonstrating the utility of the software.

All of the features are driven by our requirements analysis and discussions with QPC
Ltd.

3.2 Treemaps
The original treemap was developed as a space-filling visualisation of hierarchical
data in 1991 [JS91; Shn92]. The treemap was improved by Bruls et al. by creating
an algorithm that generates more square nodes [Bru+00]. This enables the user
to better compare the nodes against each other. The layout of these nodes was
originally optimised for position, but Shneiderman and Wattenberg developed an
algorithm to create a treemap that maintains order to the nodes [SW01]. This opens
up the visualisation to hierarchical, temporally-ordered data.

Focus + context visualisation has been applied to the treemap that preserves the
treemap properties but focuses on selected nodes by enlarging them whilst main-
taining order [TS08]. The emphasis of the research by Tu et al. is on the layout
algorithm itself and how to effectively enlarge the focus [TS08]. User evaluations of
treemap browsing have been performed, analysing the focus + context fish eye and
full zoom views [Sch+96; Shi+05]. Changes in hierarchical data can be visualised
using a treemap as long as it uses a consistent visual pattern layout [TS07].

Blanch and Lecolinet present a method by which a user can navigate large treemaps
using a pan and snap zoom interaction [BL07]. In contrast to our software, this
method only zooms in on one axis at a time (x or y) and does not account for
squarified treemaps. Zooming then results in more data detail along the elongated
axis, x or y. In their application zooming in on one axis at a time makes sense
since their layout algorithm produces elongated rectangles. However, it’s easy for
the observer to get lost as any overview disappears when zooming in. Ours zooms
in smoothly on both the x and y axes, preserving overall shape geometry. This
helps prevent the user from getting lost in close up views. An overview call volume
histogram and clock dial interface also prevent the user from losing their temporal
orientation in our navigational interaction.
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We also incorporate a focus + context visualisation. The emphasis here is on the
interactive analytic filtering of the data to enable special event-based questions
to be answered. See section 3.3 for more on this topic. Space-filling hierarchical
visualisation approached have also had a focus + context application [SZ00].

Huang et al. combine the treemap with a bar chart to create a hybrid visualisation
that can display hierarchical data in a histogram view [Hua+09]. These treemap
mutations are popular for improving the aesthetic of the visualisation. Zhao and Lu
created a variation of the treemap that sacrifices the traditional space filling aspect
and replaces it with circular nodes. The benefits of which encourage user interaction
through focus + context features [ZL15].

As a further development of the treemap, Vliegen et al. present business data using
various adaptations of a treemap [Vli+06]. Some radial methods are used, and
some treemap nodes are shaped into triangles or leaf shapes. These visualisations
are aesthetically appealing but often sacrifice readability or consistency.

Our work is the first to develop a visualisation of call centre data using treemaps. We
enhance the traditional treemap visualisation with a customised smooth zooming
and panning interaction and customised analytic filtering options especially for the
detection of patterns and outliers in very large numbers (millions) of call centre
intra-day events.

3.3 Application Data & Goals
In this first application, we use the primary events in our industry call centre dataset
– IVR, Queue, and Agent. Each of these events has a total duration making up the
total duration of a call. In addition to these standard event types, we use a selection
of meta-data values to enhance the utility of the software. We use the Customer
Effort Score, as well as the type of call – (consult call, inbound call etc.)

For this project, the Net Promoter Score, which is a customer feedback metric, was
not yet available to us. The dataset used contains around 250,000 calls per day, and
we use a SQL database to load the data into the application. For a full description of
the data we are working with, please see Chapter 1, section 1.3.1.

Research Questions and Objectives [Ob2] Provide a Data Overview. Prior to our
collaboration, QPC Ltd. large-scale overviews has not been achieved of the complex
dataset. Our goal in this project is to provide an overview of 24 hours of calls in the
dataset. Throughout this chapter we aim to address this objective as well as answer
the broader research questions associated with it. In addition we begin to answer
the research questions asked in [Ob3], which is in relation to advanced brushing
and filtering methods. The main research questions we answer are:
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1. [Ob2a] Can we see an overview of hundreds of thousands of calls?

2. [Ob2b] Are there any patterns in caller behaviour? Any outliers?

3. [Ob2c] At what point do callers abandon calls? And what reasons might there
be for this?

4. [Ob2d] When do customer wait times increase and decrease?

The software should enable exploration, analysis, and engagement with the call
centre activity, starting with an overview.

3.4 Visualising Call Centre Data with Interactive
Analytic Treemaps

We created an analytic visualisation system to explore the call centre data and
identify previously unobserved trends using interactive analytical treemaps. We
chose to start with treemaps in order to gain the very first overview of a complete
day’s worth of calls. This version of the treemap conveys the temporal nature of
the data by creating a layout whereby the calls are displayed within the treemap
nodes. This is done by creating 24 individual treemap nodes, each representing an
hour in the call centre where the complete overview shows one full day of data. This
is achieved by utilising the natural hierarchy of time (day, hour, minute, second)
and sub-dividing the hour nodes into six nodes, each ten minutes in length. Each of
those nodes split into ten nodes representing one minute in of incoming calls (Figure
3.1).

Fig. 3.1.: This figure shows an individual hour node. It is sub-divided into six nodes of ten
minutes, and each of those is split into 10 individual minute nodes. The layout
order starts from top-left down to bottom-right. The hour 13:00 - 14:00 is shown.
Colour is mapped to average call length and the size of each node represents call
volume.
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Fig. 3.2.: This figure shows the complete software interface. The central visualisation
shows the treemap grid that depicts a full day of caller data across 24 single hour
treemaps. On the left, the interactive histogram can be seen showing the average
queue time within each 10 minute time interval. The colour map for both the
histogram and the treemap represents the abandon rate. The right panel shows
the interface for the colour map options, clock interface, and interactive filtering
system.

3.4.1 Treemap Layout and Construction
The construction of the treemap is initialised when the user selects from a list of
available dates. When starting the treemap layout algorithm, the 24 hours of data
is sub-divided into the individual hour nodes [Ob2a]. Hour node volumes are
initialised by summing the total length of each call within each hour. The hour
with the largest volume is then mapped to the maximum node size. From here the
internal nodes for each hour node are scaled and placed.

We construct the hour nodes using hierarchical levels, 6 nodes fill one-hour node
and are scaled by the call volume within the 10 minutes that each node represents.
Each 10-minute node is split into individual 1-minute nodes which in turn contain
nodes for each call that enters the call centre within a given minute.

To layout each call within their parent node, we use the strip treemap algorithm
[Bed+02]. The benefit of this method is that order is maintained in the data.
Preserving the order of this is important due to the temporal nature of the data. We
have swapped a timeline visualisation for a treemap visualisation for the treemap’s
space filling properties. Because of this swap, we can see the full twenty-four hours
on data in one screen and easily observe trends and features in the data (See Figure
3.2). For example the gradual increase in abandoned calls throughout the workday.
A traditional timeline visualisation, which we also attempted, is far too large to
display this volume of data efficiently.
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3.4.2 Temporal Navigation with Smooth Zooming and
Panning

Our application introduces a multi-resolution visualisation by revealing lower levels
of the hierarchy the closer the window zooms into a node. Users can navigate over
the data using a smooth pan and zoom mechanism adapted from the previous work
by Van Wijk and Nuij [WN03]. The primary navigation mechanism enables the user
to select an hour time frame from a clock interface. The application animates a zoom
transition from the current window to the desired focus hour node smoothly and
automatically (Figure 3.3).

Fig. 3.3.: The user can select an hour on the clock interface to start the smooth zooming
and panning animation to the new hour. Selecting the ‘pm’ radio button changes
the clock to the afternoon hours.

Smooth Animation: In order for the user to maintain their orientation whilst nav-
igating the treemap visualisation the selection of a new hour through the clock
interface, the histogram, or a direct selection of an hour node animates a smooth
zoom away from the current hour, followed by a translation, and again into the
canvas on the new hour such that the treemap fills the screen.

When the animation starts, the window zooms out from its current frame to show
the full overview and context of the visualisation and then zooms in towards the
target destination. The animation path is derived using the methods by Van Wijk
and Nuij [WN03].

We model the viewpoint paths after those of Van Wijk and Nuij [WN03]. Here we
briefly summarize the result of their detailed optimal path derivation. The optimal
path for (u(s), w(s)), s ∈ [0, S], u0 6= u1.

u(s) = wo

ρ2 cosh r0 tanh(ρs+ r0)− wo

ρ2 sinh r0 + u0

w(s) = w0 cosh r0/ cosh(ρs+ r0),

S = (r1 − r0)/ρ,
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ri = ln(−bi +
√
b2

i + 1, i = 0, 1, and

bi = w2
1 − w2

0 + (−1)iρ4(u1 − u0)2

2wiρ2(u1 − u0) , i = 0, 1

Where u is a curved line from start to end, w describes the elliptical space mapped
to height (away from the zooming plane), and s describes start and end points. The
parameter ρ represents a trade-off between zooming and panning. The hyperbolic
cosine, sine, and tangents are defined as cosh x = (ex + e−x)/2, sinh x =
(ex − e−x)/2, and tanh x = sinh x / cosh x. For u0 = u1 the optimal path is:

u(s) = u0

w(s) = w0 exp(kρs)

S = | ln(w1/w0) | /ρ

k =
{
−1 if w1 < w0

1 otherwise

}

For the full derivation of this result, we refer the reader to Van Wijk and Nuij
[WN03].

In order to prevent obfuscation of the visualisation, when the viewpoint is zoomed
out to its maximum only minute level call details are shown. When the user zooms
in the call level of detail (LoD) smoothly fades into view and the minute level data
fades seamlessly out. This automatic level-of-detail feature helps the user maintain a
context by which they are viewing the visualisation and creates a smooth transition
between the high and low-level details.

The twenty-four-hour grid view is not a space-filling visualisation because the tem-
poral order of each hour node is better preserved on a spatial grid. Since the size
of each node is mapped to total call volume per hour in the overview visualisa-
tion, some nodes are very small, e.g. 1am. To compensate for the small nodes, all
transitions between hours zoom directly to fill the window with the node, not the
larger grid. This way space is not wasted. The user never has to navigate manually
over white space if they do not wish to. Please see the accompanying video for a
demonstration.

3.4.3 Interactive Histogram
In addition to the analytical treemap, the vertical histogram widget gives the user
insight into the distribution of the call metrics. Each variable that can be displayed in
the multivariate filtering system can be shown in the vertical histogram after being
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Fig. 3.4.: This figure shows the interactive histogram using 10-minute nodes. The left image
shows abandonment rate throughout the day where the bins are coloured by the
average length of calls within the bin time frame. The right histogram shows the
average time spent in the queue where the colour map shows the abandonment
rate.

selected from a drop-down menu. The bars of the histogram can either represent
1-hour nodes or 10-minute nodes from the treemap. We colour the bars using the
same colour map used by the treemap. This extra variable is helpful as it enables the
user to compare any two variables for trends (see figure 3.4).

If the user wishes to inspect the data in the histogram more closely, they may select
a bar, and the treemap visualisation will smoothly zoom to that time frame. This
navigational method can be used alongside the clock interface so that the user can
choose which system to use. The interactive histogram is a feature request from our
industry partner.

3.4.4 Analytical Colour Map Options
Due to the LoD zoom options, different leaf nodes of the tree are visualised at
different times. To maintain consistency, the call attribute that the colour is mapped
to remains consistent across the hierarchy levels. If call nodes are coloured by the
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length of each call, then the minute node will be coloured by the average length of
each call initiated within that minute. (See Figure 3.5).

The user has a selection of colour maps to choose from when using the software. The
default colour map is a green-red map because those colours are typical indicators
of good and bad events. This is also the colour map requested by our partners at
QPC Ltd. There is also a selection of other maps that use multiple colours and are
designed to be colour blind friendly adapted from the website Color Brewer [Col].

A range of call attributes are available for the user to select. Initially, length of call is
mapped to colour, but other metrics such as call volume as well as the percent of
calls abandoned can be visualised. The benefit of these colour maps is that the user
can see a complete overview of that call attribute for one day and are able to drill
down into the visualisation easily to get event-level data.

Fig. 3.5.: This figure shows the colour comparison of call length and call abandonment
between the two leaf node options. The left images show the leaf nodes as the
minute node, and the right images show the leaf nodes as individual call records.
The top row shows the data between 18:00 - 19:00 hours and the bottom row
visualises 12:00 - 13:00. The last event colour map highlights the increase in
call volume from the start of the hour, but also a large increase in abandoned
calls very soon after the call was taken. This could potentially be a failure in the
recording software or a failure in the call routing system from the IVR.
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3.4.5 Multivariate Call Filtering Techniques
With the large amount of data, it can be difficult to find trends in the call centre. To
overcome this, we have implemented an analytical filtering system that provides the
user with full control over the types of calls that are displayed [Ob3b]. Traditionally
treemap nodes can display two variables through size and colour (in addition to the
hierarchy layout). This system allows users to filter out calls using a wide range of
attributes and multiple filter criteria can be set simultaneously using a logical AND
operator. Here we list the available call filtering attributes;

• Abandoned Call flag - Filter out abandoned or completed calls.

• Call Type - Inbound, Outbound, Consult calls etc.

• 4 Time-based criteria - Call length, time spent in queue, time spent in IVR, and
time spent with agent.

• 4 Event based criteria - Total number of events, number of IVR events, number
of queued events, and number of agent events.

Fig. 3.6.: These images show the versatile focus + context filtering feature. a) shows callers
who waited for at least 15 minutes in the queue but spent less than 15 minutes
talking to an agent. b) shows a combination of temporal filtering and event-based
filtering. c) and d) show a comparison of filters on the same hour. c) is filtering by
queue time, and d) filters by abandoned calls. A full explanation of these images
can be found in section 3.4.5.
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Due to this multivariate filtering operator, the user can choose to see a very niche
subset of calls which helps identify previously unseen patterns in the data. Figure
5.5 shows examples of our analytical filtering methods;

Part a) shows between hours 19:00 - 20:00 - It visualises callers who waited longer
than 15 minutes to talk to an agent and spoke to the agent for less than 15 minutes.
These calls are the focus while the others are the context. This has been highlighted
by the domain experts as an indicator of dissatisfied customers. A higher number
of calls fall within this criteria during the evening, suggesting that queue times are
significantly more of an issue in the evening.

Part b) visualises all calls that had more than five queue events and spoke to the
agent for longer than an hour. The long call does not necessarily result in dissatisfied
customers, but there is a higher probability when the number of queue events is
high. This small subset of callers are significantly more likely to be dissatisfied with
their service and might benefit from a call back to check that the original issue has
been resolved in order to retain the customer.

Part c) shows all callers who wait longer than 5 minutes to talk to an agent on
the hour between 13:00 - 14:00. The volume of calls does not seem to have risen
dramatically over that time and therefore the increased waiting time could be
indicative of agents within the call centre taking their lunch break.

Part d) shows all abandoned calls between 13:00 - 14:00. We can observe a dense
cluster of abandoned calls between 13:10 - 13:15. This can directly be related to the
increased queue time shown in c).

3.4.6 Detail View
Once the analytical call filters are applied, the user is left with a focus + context call
highlighting visualisation. Filtered out calls are given a reduced alpha value so that
the focus is placed on calls that remain within the interactive filter bounds. At this
stage, trends and patterns can be observed, however, individual call event details
cannot.

If the user enables the ‘details’ radio button in the user options, the user can hover
over the calls to reveal a radial visualisation of the call. Starting at the midnight
position, segments of the ellipse depict events in the call. This provides the user with
the details of each event in that instance of a call; i.e. if they queued for a significant
proportion of the call, if they spoke to multiple agents, or if they hung up whilst in
the queue.

If the user finds a call that they wish to obtain more details about, they can select the
call to bring up a call details window. This window displays the same radial ellipse
method of visualising the call, but with extra details such as start and end time (as
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Fig. 3.7.: This shows the radial method for breaking down the call events of a single call.
Starting at the midnight position and moving clockwise, the red segment shows
the proportion of time spent in the IVR. Yellow events show queue time, and
green events shows agent time. The right radial plot shows the uniform view
whereby each event is drawn as the same size to reveal any zero second events.

well as duration), the type of call (internal, outbound, consult etc.), and number of
events. See Figure 3.7.

Multiple call detail boxes can be opened simultaneously to enable a comparison
between any calls. A user option also renders events in a uniform manner to reveal
any short or zero length events that have been recorded in the database.

The detail view completes the full data scope of the interactive visualisation. The
broadest resolution view shows a full 24 hours of call centre activity. This resolution
can be changed as the user zooms into the data, revealing new levels of information
down to the highest level of detail - the individual events within calls.

3.4.7 Call Activity Observations
To demonstrate the capabilities of the visualisation, we have made some practical
observations about the call activity, previously unseen by QPC Ltd.

The first feature in the data highlighted by the visualisation was the significantly
higher proportion of callers abandoning their calls during the evening hours [Ob2c],
despite the lower volume of calls (see Figure 3.2). This suggests a staffing level
issue within the call centre. It is also apparent that call duration also rises during
the evening hours (Compare Figure 3.1 to (top) to Figure 3.5).

Figure 3.1 also shows a highlighted section between minutes 13:15 - 13:20. This
highlight shows that the average call duration is very short during that period
[Ob2b],[Ob2c]. Combining this information with the observation that the queue
time is significantly longer [Ob2d] around that time frame (see Figure 5.5 c)) we
can deduce that the callers may be put off by the long estimated queue duration
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(which is typically announced during the call) and then abandon the call (Figure 5.5
d)).

Figure 3.4 (left) shows the average length of calls increases throughout the day
with the exception of 09:00 - 10:00. The abandoned rate also increases gradually
[Ob2b].

Figure 5.5 a) shows callers who waited longer than 15 minutes to talk to an agent
but then only spoke to that agent for less than 15 minutes [Ob2d]. This hour node
is reasonably populated with calls of this nature, but most of the other hour nodes
leave very few calls in focus with this filter option. This suggests that callers are
more willing to wait in a queue during the evening, possibly because it is out of
work hours.

3.4.8 Software Video
Please visit https://vimeo.com/176731174 for a demonstration video of this visu-
alisation application.

3.5 Domain Expert Feedback
Throughout this thesis, we utilise our partnership with QPC Ltd. to help evaluate
the software we develop. We chose this method of evaluation because they are
the exactly the intended user of the software and so understand the data we are
visualising. With their knowledge of the data, we are testing the visual design of
the application to produce new and interesting insight that the experts had not
previously seen.

The development was part guided by QPC Ltd. in that they were part of a ’Think out
loud’ discussion meeting that helped form the initial treemap software design. During
the development process, QPC Ltd. was given three informal demonstrations of the
new features where we collected feedback verbally to help improve the next iteration
of the software. Once the suggestions and enhancements had been completed, we
returned to QPC Ltd. to conduct the next feedback session. During this the first
iteration of the software, an additional feedback session was conducted with Ben
Shneiderman which resulted in a complete re-implementation of the application
which focused more on the end user.

During the Shneiderman interview we demonstrated the alpha version of our
treemaps software. The filtering system was custom-made, but lacked usability.
Ben suggested that this should be re-designed so that the user can spend less time
learning the interface, and more time focusing on the visualisation. He suggested
that we use a wider variety of colours to depict the data (which sparked the project
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discussed in Chapter 6), and also suggested that we should use an animation to
transition between hour nodes, which we later implemented also.

Once the final version of the software was completed, we conducted a guided
interview with three experienced members of staff at QPC Ltd. This evaluation
session lasted 1 hour and 20 minutes, and consisted of three stages. The first stage
of the evaluation was to present each feature in turn and demonstrate how this
feature can be used in the context of the full application. Next we handed over the
control of the software to them and asked them to use each feature by themselves.
We asked them to discuss the features as they used them and used this feedback to
evaluate the software. During the final stage of the evaluation we demonstrated
some observations we have made about the data and discussed these observations
with QPC Ltd. To ensure captured everything they said, we made an audio recording
of the interview and later transcribed it to text. The following is a summary of their
feedback.

It was said the combination of the analytical treemap and the detail view are very
relevant to their research. Having the ability to drill down from the intra-day view
into a single call and then be able to break down that call in the detail view is very
insightful. To access this data previously, custom SQL queries have to be specially
written, and the return values are shown as numbers on the screen, not a visual
representation of that call.

The smooth zooming and panning features were appreciated as it helped them
maintain orientation when using navigating the visualisation.

Another insight for the team was the accuracy of the data. It is known that the
data collection service sometimes produces erroneous records, and the visualisation
highlights the areas where bad data is created (Figure 3.5). It makes the software
useful and an error detection and correction method in addition to an analysis tool.
On the whole, it gives the company increased confidence in their data collection
methods and analysis.

The experts also commented on the alternative to the visualisation. Any data would
previously be examined in table form which is far more difficult to extract meaningful
information out of, but also significantly slower. The software abstracts away from
the complex nature of the database and presents the desired output in an easy to
view fashion. The nature of the visualisation engages the user with the data in a far
more meaningful way than simple table views.

The twenty-four hour colour mapped overview is also a popular feature. The ability
to see a minute-by-minute breakdown of the call centre by a range of different
metrics would allow previously unnoticed trends in the data to be highlighted.
Previous methods of finding these trends visually would involve simple line graphs
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but offer no further insight into the behaviour behind the trend. As this insight
is coupled with the ability to drill down into the data and look at individual call
records, it is seen as a far more powerful tool.

It is suggested by the domain experts that we continue down our current trajectory
by adding more customer centred metrics to the filtering and colouring options.
In addition to the filter and colour mapping metrics, the call detail view could be
improved by adding more metrics that have recently become available such as caller
and agent details and call costings for the contact centre.

After we discuss the features of the application, we present some interesting obser-
vations we had made from the dataset using the software, primarily the increase in
calls abandoning during lunch time, but without an increase in call volume. They
confirmed that this looked like a staffing issue where the lunch breaks were not
correctly staggered which was having an impact on caller experience - an issue they
were previously unaware of and had not seen in their analysis.

3.6 Chapter Summary
In summary, we have created a visual analytics application that presents customer
interaction data in a novel and valuable way. The primary goal of this chapter [Ob2]
was to provide an overview of our industry dataset. This application achieved this
by visualising the full 24 hour dataset in one window [Ob2a], and then through a
smooth zoom and filter operation the user can view small subsets of the data, even
individual call records. This exploration of the data answered all of our research
questions (See section 3.4.7).

The visualisation of this call centre data is a first for the visualisation and business
communities. Our contributions of the analytical treemap complete with smooth
temporal zooming and panning combined with the advanced, multivariate, analytic
filtering have resulted in a practical and demonstrable utility for the industry that
has a potential to improve upon business operations and inform management and
call-centre decision makers, therefore saving time and money. Our system enables
new multi-variate observations to be made, and feedback from our partner company
is very positive.

From this research, we learned a good deal about the data we are to work with. We
successfully provide an overview of the dataset that the user can explore and filter.
However, the main limiting factor of this work is that the layout of the treemap is
inherently linked to time. Whilst time is a very important factor in this analysis, any
filtering and clustering revolve around the time axis and therefore are limited in their
analytical ability. From the evaluation session with Ben Shneiderman, we learned to
not neglect the user interactions with the software, as that is where the application
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is transformed from a static view to a powerful visual analytics application. We
learned that user interactive filtering methods can be a very powerful tool in a visual
analytics application, and so we aim to focus on this objective in the next project.

After our evaluation session with QPC Ltd. we spend time discussing where we should
explore next. The general consensus of the group was that the overview application
was a powerful tool for looking at temporal trends, however non-temporal trends
were more difficult to identify. Additionally, we noted that we weren’t using the
data to its full potential. We had access to a dataset that held lots of meta-data
values, but were only looking at the primary events. We wanted the next project
to focus more on the n-dimensional nature of the data, and to explore some of the
trends that may exist within this data. At this stage, we were provided with a more
comprehensive dataset that contained customer feedback scores. QPC Ltd. were
very interested in exploring this feedback score in comparison to other aspects of
the call. In the next chapter we move on from a surface level overview to explore
the high-dimensionality of the data using a parallel coordinates plot and some novel
interaction and filtering techniques.
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4Smart Brushing of Call Centre
Data

„You are more likely to find big breakthroughs if
you work on a real problem.

— Ben Shneiderman
The Twin-Win Model of Research [Shn18]

Fig. 4.1.: These images demonstrate higher-order brushing for n-dimensional exploration of
parallel coordinates. The left image indicates a series of snapshots from the sketch-
based interaction of brush definition from left-to-right. The right image shows smart
brushing incorporating the interval range histogram glyphs that provide interactive
guidance to the user. Red dots indicate mouse-click positions.

In this chapter, we progress from the treemap-based overview by creating a software
application that explores the trends and features within our dataset. We create
a brush-based system that enables the user to easily an uniquely filter parallel
coordinates plots. Our motivation for this was to move beyond the surface level
analysis that the treemap software provided, but instead to look deeper into the
meta-data associated with the database. We implement a range of novel parallel
coordinates features which enable us to provide a more productive analysis of our
feature dataset.

We worked on this software from the summer of 2016 to the Spring of 2018,
undertaking multiple feedback sessions with our domain experts and implementing
a selection of their recommended features. We submitted this chapter to the IEEE
VIS conference in 2017, then to the TVCG journal which eventually accepted the
paper after minor revisions. This chapter is based on our publication which appears
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in the IEEE Transactions on Visualization and Computer Graphics (TVCG) journal
[Rob+18a].

4.1 Introduction
Parallel Coordinate plots (PCPs) are widely used to overcome the challenges associ-
ated with the visualisation of high-dimensional data. The n-dimensional capabilities
of the PCP enable complex relationships to be plotted with simplicity. However, the
parallel plot is still subject to overplotting and occlusion if the number of polylines
becomes too large. This challenge may be addressed through brushing and filtering
techniques directly applied to the plot.

Current methods of brushing (summarised in Figure 4.2) enable users to query
the PCP through direct data interaction or axis selection [JF16; ML17] – however,
these methods are generally not supported by meta-data. Our methods involve
sketching flexible, high-dimensional patterns in a chain-like sequence such that
multi-dimensional patterns in the data can more easily be explored, discovered, and
analysed. We introduce interval range glyphs that provide real-time feedback to the
user whilst querying the data using the sketch based interaction.

We propose a number of user interaction-based features to integrate with PCPs
in order to improve the search and discovery of n-dimensional patterns and rela-
tionships. We present a brush interaction which enables a smooth, more intuitive,
sketch-based interaction whilst providing context-aware feedback to guide the user
in their brush definition and placement. We define this brushing mechanism as
higher-order brushing. For a visual demonstration of this see Figure 4.1 on page 91.

Fig. 4.2.: This image is adapted and inspired by Raidou et al. [Rai+16] and summarizes
the current State-of-the-Art brushing techniques. We propose the next step in
these brushing interactions with higher-order brushing and smart, data-guided
brushing.
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The sketch element of the brush freely enables brushes to be applied across multiple
axes quickly and naturally by drawing arbitrary patterns on top of the PCP. It is more
intuitive than conventional brushing because it follows the patterns of the polylines
themselves. Together with the glyph-based feedback, these methods complement
each other to facilitate quick and powerful exploration of large datasets.

Previous brushing techniques are limited in terms of intelligence. They offer little-
to-no guidance on placement and definition. Any intelligence involved is based
solely on the users own knowledge and perception of the data. In this chapter,
we use the phrase ‘Smart Brushing’ to encompass our ideas of both higher-order
brushing and smart brushing. In addition to the higher-order brushing techniques,
we present a modified, data-guided, smart brush that provides real-time feedback
to the user, based on the current mouse pointer location and surrounding data.
Modified, dynamic angular histograms [Gen+11] are integrated into brushes to
display the high-frequency, n-dimensional trends during the interaction. This may
highlight the divergent points or areas at which the data suddenly changes.

Smart, higher-order brushes can also be applied automatically based on the most
densely populated axis sections or other properties of the data. This auto-complete
feature can guide the user in interactive placement of brushes such that the most
important high-dimensional trends can be observed. Such guidance is useful for
new users of higher-order brushing or experienced users looking to speed up the
interaction process. We also implement a smart, data-guided axis-scaling approach
that magnifies a data-guided, user-specified interval brush range to the full height of
the respective axis when a smart brush is applied. This maximises the utility of the
space available and is particularly valuable in dense areas of datasets. An auto-scale
feature also enables the user to apply axis scaling such that a given number of
standard deviations is depicted automatically around the brush-axis intersections.
This provides the user more advanced n-dimensional search options for large datasets
and enables direct filtering of outlying data. To demonstrate utility and evaluate
the techniques, we undertake a multi-stage feedback process with domain expert
testing using large, high-dimensional, real-world data from the telecommunications
industry.

In summary, the contributions of this paper include:

• A novel, sketch-based approach to support higher-order brushing,
• Smart, data-guided brushing techniques that provide interactive guidance to

the user,
• Data-guided, automatic application of brushes and axis scaling to accelerate

the search for n-dimensional patterns,
• The demonstration and evaluation of the new brushing techniques in a real-

world case study with our partners from the telecommunications industry.
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In this chapter, we first discuss the related work on brushing in PCPs. We describe
the limited interaction and features offered by current state-of-the-art brushing
techniques. Then we present the concept and implementation of higher-order
brushing. Following this, we describe the smart, data-guided brushing techniques
with examples of utility and then provide evaluation with domain expert feedback
involving a case study from the call centre industry. We finish with conclusions and
future work directions.

Objectives and Research Questions In this chapter we address two of the main
objectives of this thesis. The main objective we address [Ob4] is to explore the
relationship between the Net Promoter Score (the customer provided feedback
metric), and the Customer Effort Score (the derived metric from our industry
partner). The secondary objective of this chapter [Ob3] was to develop effective
data reduction and filtering methods for high dimensional data. Each time we
address one of these questions within this chapter we will tag the corresponding
code (i.e. [Ob3a]).

Advanced Filtering Methods

1. [Ob3a] What existing methods of interactive filtering would be valuable for
this data?

2. [Ob3b] What new methods of interactive filtering would be valuable for this
data?

3. [Ob3c] Can we easily identify groups of similar calls using filtering methods?

4. [Ob3d] Can we automatically reduce the data focus to help new users?

Customer Experience Metric Analysis

1. [Ob4a] What is the correlation between the NPS and CES?

2. [Ob4b] What trends can be seen between these customer metrics and the call
metrics?

3. [Ob4c] Are there any events associated with positive or negative feedback?

4. [Ob4d] Can we identify customers who are at risk of leaving without having
their feedback score?

Software Video Please visit https://vimeo.com/273287506 for a demonstration
video of this visualisation application. In this video we address all of the research
questions through observations [Ob4a],[Ob4b],[Ob4c], and [Ob4d].
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4.2 Background
Parallel Coordinates Though first published in 1885 [d’O85], the parallel coordi-
nates plot was popularised almost one hundred years later by Inselberg in 1980
[Ins80a; Ins80b]. The design addresses n-dimensional data visualisation challenges.
Follow-up papers by Inselberg [Ins85; Ins89; ID91] further enhance the modern
version of the visualisation we use today. This n-dimensional technique has evolved
into a popular area of research in the field [Weg90]. The PCP approach has proved
to be so popular that a book dedicated to the topic was published in 2009 [Ins09].
Other multivariate forms of analysis have also been developed [Elm+08].

An alternative of the parallel plot is the scatterplot. These two visualisations can
be used to show the same data, but each have their benefits. A comparative study
between these visualisation methods was performed by Kanjanabose et al. [Kan+15]
parallel coordinates are increasingly being adapted to suit bespoke purposes.

Gruendl et al. [Gru+16] use parallel coordinates as an alternative to time series
plots. Tory et al. present a parallel coordinates interface for exploring volumetric
datasets [Tor+05]. The span of parallel coordinate use cases is vast. Because of
this, State-of-the-Art reports are useful to review the complete body of parallel
coordinates literature and a number of closely related surveys have been published
[Ins98; HW13; JF16; Das+12; ML17]. Most notably, Heinrich and Weiskopf provide
a unique classification of parallel coordinates research [HW13].

Interactive Brushing Techniques for Parallel Coordinates[Ob3a] Brushing was in-
troduced for the examination and dissection of multidimensional data on scatterplots
[Fis+74]. Though the term was later coined by Becker and Cleveland in 1987 [BC87]
whereby individual data points could be selected by application of a ‘brush’ which
can be used for activities such as highlighting, data manipulation, or labelling [BC87;
Bec+87].

We define brushing based on interaction with a single point as 0-order brushing. The
term 0-order is inspired by the orders of approximation terminology conventionally
used in science, engineering, and mathematics. Range brushes can be applied to
individual axes [Ins09]. We define this as a 1st-order brushing technique because it
is based on interaction with two points. Typically, the application of a brush creates
filters by which the data is processed [Shn94]. The number of polylines rendered is
reduced to minimise clutter and reveal patterns in the data. Raidou et al. present
an orientation-enhanced brushing technique for PCPs [Rai+16]. In their paper, a
visual description of State-of-the-Art brushing techniques is detailed ranging from
probing (0-order brushing), to composite AND OR brushes (composite 1st-order
brushing). See Figure 4.2 on page 92. Avidan and Avidan [AA99] define the queries
‘interval’, ‘pinch’ and ‘angle’ presented together with the use of boolean operators
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to form compound queries. A more detailed discussion of the design, motivation,
and implementation is given in chapter 10 of Inselberg and Dimsdale [ID91]. These
queries precede this paper.

Angular brushing enables data to be filtered based on the angle a polyline forms
when intersecting an axis [AA99]. In other words, angular brushing is based on three
points (and two edges). We call this 2nd-order brushing. The higher-order brushing
techniques that we introduce enable brushes to be applied using an arbitrary number
of points, e.g. n ≥ 3. Combinations of brushes using logical operators can in theory
enable n-dimensional filtering [MW95; AA99; Che03]. We define the result of this
AND operation of brushes to be composite 1st-order brushing. The reason for this
is because interaction with these brushes is based on manipulation of individual
points. Interacting with one point has no effect on the others. From an interaction
standpoint, they are effectively de-coupled. As a result, such interaction is slow
and error-prone. An interactive exploratory search for n-dimensional patterns using
composite, 1st-order brushes is generally not supported.

Brushes are also applied such that focus is placed on a specific point or area of
interest. Instead of a discrete context rendering, a decreasing polyline opacity value
as a function of distance away from the point of interest is used [Hau+02; MW95;
Fen+10].

Hierarchical brushes that use wavelets and clustering are sometimes used on large
datasets [WB96; Fua+99a; Fua+99b; Bau+12].

Axis scaling (also referred to as dimensional zooming) is often used as a means to
focus the scope of analysis by modifying the upper and lower bounds of an axis
[Fua+99a; AA01]. This dimensional zooming can be used to align axes to a common
base [AA99]. In general, these limited scaling methods offer basic, slow, manual
axis control to the user. The smart axis-scaling approaches we describe enable fast,
automatic n-dimensional axis scaling guided by the properties of the data.

Theron develops clever brushing techniques that enable the user to identify the
variance between a selected polyline and the remaining polylines using colour
[The06].

Aggregation techniques for parallel coordinates involve the summation of multiple
data samples to create a 2D/3D surface that represents the input data [EF10]. Often
the chosen aggregation criteria is the mean [Sii00; Hei+11], or the most densely
populated point known as the clustered centroid [Fua+99a]. Another form of
aggregation technique by Gheng et al. [Gen+11] involves the summation of data
from a complete axis into a histogram where the bins are angled towards their
weighted destination.
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Touch-based Interactions A large body of research explores the value of exploring
visualisations on touchscreen devices. Sadana and Stasko study the effectiveness of
varying multi-touch and multi-handed gestures on standard graphs [SS16]. Similar
research focuses more on the touch interaction than the visualisation features
[Bau+12]. Kosara identifies the time-consuming nature of applying brushes to
parallel coordinates and develops a multi-touch interaction for PCP brushing on a
tablet [Kos11].

Most similar to our method, Nielsen et al. develop scribble query, a touch brushing
interaction for multivariate visualisation [Nie+16]. The querying tool enables the
user to select patterns with their finger and apply brushes similar to that of the
pattern. Our work extends from this by implementing complete brush translations
as well as brush component pinning. We also implement these features for use with
a standard computer without the use of a touch screen.

Automatic Image Analysis Automated analysis of parallel coordinates has been
a lightly research topic. Data domain features such as line detection have been
explored [Dub+11]. Lehmann and Theisel present automatic analytics features
for use in parallel coordinates [LT11] where a linked overlay is displayed to show
the relationship between features in the data. Intelligent focus + context methods
have been applied in the field of science visualisation [Che+08] whereby a machine
learning algorithm is used to apply a focus + context filter to the 3D model transfer
function.

In this research, we present a unique auto-complete brush application feature that
automatically calculates the data-guided higher-order brush path.

XmdvTool The most notable public domain Parallel Coordinates tool is XmdvTool.
The software is used extensively for the study of multivariate data [War94; MW95;
Run+02]. The current features enable users to explore multivariate data using
a number of visual interaction methods. Primarily, parallel coordinates are used,
however scatter-plots and glyphs can also be used to represent the same data.

In Ward [War94], the hyperbox facilitates n-dimensional brushing through a net-
like composite of individual 1st-order brushes that are manipulated on a point-by-
point basis over the plot to filter polylines. The creation of a new hyperbox seems
undefined. The hyperbox extends over each axis and defines the range of the brush
on each axis. The upper and lower bounds of the brush ranges are manually edited,
point-by-point, to apply a specific filter to the data. Points are dragged individually
up and down on each axis. From an interaction point of view, manually placing,
updating, and manipulation of individual points could be expedited and less error-
prone. Other parallel coordinates software such as XDAT use similar, limited methods
for brushing [Eng17].
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Although the functionality of higher-order brushing is supported through the logical
AND of individual point-based brushes, from an interaction point of view this is still
0-order. That is because all interaction is based on updates to individual points and
edges. Theoretically, a user could shift the entire brush upwards by a fixed distance
by editing the position of each individual point along the brush the same given fixed
distance. However, this type of interaction is slow, cumbersome, and error prone
because the points are de-coupled. A better method would be to define any wave
pattern in parallel coordinates space with a sketch-like interaction. The user should
be able to shift the entire n-dimensional brush around in parallel coordinates space to
facilitate interactive exploration of flexible n-dimensional patterns and relationships
quickly and easily. This is one of the benefits of higher-order brushing.

We present a more efficient method of applying an n-dimensional brush filter through
the implementation of a sketch-based brush that can quickly be applied and ma-
nipulated as both a complete n-dimensional brush pattern and individual brush
points.

4.3 Industry Collaboration Data
The dataset throughout this paper stems from our industry partner from the telecom-
munications industry. The multivariate dataset is provided by QPC Ltd., our industry
partner who specialise in call centre data collection and analysis.

This application is not fixed to 24 hours of data. We can load in a larger timeframe if
the hardware running the application is capable of it. In this project we use a newly
provided dataset that now contains the NPS variable. For a full description of the
data we are working with, please see Chapter 1, section 1.3.1.

We provide new observations about the call centre behaviour that have been discov-
ered using our smart brushing features.

This parallel coordinates application utilises the meta-data to discover trends in the
datset. We assign default axis variables to the application as they contain the most
useful information. The default axes in our figures are as follows:

• Start Time of each call (t-start)

• End Time of each call (t-end)

• IVR Duration - length of the time spent in the IVR (t-IVR)

• Wait Duration - length of time spend in the queue (t-wait)

• Agent Duration - length of time speaking with agent (t-agent)

• Hold Duration - length of time placed on hold by agent (t-hold)
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• Total Call Duration - t-total

• Customer Effort Score (CES) - a derived metric of work put in by customer

• Net Promoter Score - actual feedback given by customer

• Cost - estimated cost of call

We use, t, to denote a specific time and, t, to denote a duration of time throughout
this paper. We use this real-world dataset to demonstrate the utility of our proposed
visual designs as opposed to using synthetic data in an optimum use case to attest
to the utility of the visual design. Each figure that exemplifies the smart brushing
features uses this dataset.

Whilst the dataset we use is large, the software is capable of handling the data on
commodity machines. We developed the software in Qt C++ using OpenGL for the
implementation. The primary desktop PC used for the development featured 12GB
RAM, a 6th Gen i7, and a GTX 1070.

4.4 Higher-Order Brushing

4.4.1 Sketch-Based Brushing [Ob3b]
Higher-order brushes enhance standard brushing by enabling the user to sketch
arbitrary, multi-dimensional patterns with a natural sketch interaction. Previous
high-dimensional brushes are used as a tool to filter and search for n-dimensional
patterns in multivariate data. However, the application of these brushes is time
consuming, inaccurate, and non-intuitive. This is because the interaction is based on
individual points (0-order). Also, the interaction with previous brushes based on
points is generally based on click-and-drag operations moving up and down on the
axis. This is non-intuitive because the brush pattern is orthogonal to the orientation
of the polylines themselves. From an interaction point of view, the user should be
able to interrogate the n-dimensional data by stating, “I would like to see all the
multivariate patterns that look like this.” At which point they sketch a polyline,
typically from left to right, that represents the pattern for which they are searching.
We have developed a sketch-based brush that can easily be applied using an arbitrary
n-dimensional click interaction and manipulated with precision so that the user can
maximise their exploration and analysis of the data.

The sketch-based brush is applied using a sequence of connected mouse clicks across
the PCP on each axis at the desired brush-axis intersection location resulting in a
flexible n-dimensional filtering pattern. The interval range on each axis is applied
automatically. We use the term ‘brush interval range’ to describe the upper and lower
boundaries of the brush as it intersects each individual axis in the PCP. Scrolling
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Fig. 4.3.: Higher-Order Brush Definition: Each brush-axis intersection is placed with a single
click whereby the interval range of the brush can be adjusted with the mouse
wheel. In this figure, the brush-axis intersections are placed from left-to-right
and a connecting line is drawn between each intersection point automatically to
show the pattern represented by the higher-order brush. The entire n-dimensional
brush can be moved around the PCP space interactively, as a unit, to enable fast
exploration of arbitrary multi-dimensional patterns. Red dots indicate mouse-click
positions.

the mouse wheel adjusts the brush range interval, or boundaries which define how
far from the polyline-axis intersection point is considered in focus. See Figure 4.3
on page 100. Each box frame in Figure 4.3 represents an instance of time during
the interaction. During the interaction and before a brush-axis intersection point is
placed, a preview outline of the brush size is rendered at the mouse point to inform
the user how large the next interval range is. Once the brush-axis intersection point
is placed, the data outside the range of the brush is filtered and rendered as context.
This enables the user to define the n-dimensional brush through a natural sketch-
based interaction more intelligently. We use focus + context rendering methods so
that polylines outside the n-dimensional brush boundaries are still viewed as context.
A user option can turn this off such that out of focus polylines are not rendered. This
is useful in cases where the context of polylines is so large that it does not contribute
to user understanding.

Example 1: Abandoned Call Identification We demonstrate the utility of the higher-
order brushing feature in Figure 4.4 on page 101. In this example we identify
and explore a new category of abandoned calls in the call centre by applying the
higher-order brush to very low agent duration, whereby any callers would not have
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spoken to an agent for long enough to solve any problem they might have (t<10
seconds). Previously QPC Ltd. only identified abandoned calls that never reached an
agent (t==0). Each call associated with the call centre is represented by a polyline
in the PCP.

The left image shows the completely occluded parallel coordinates image contrasted
against the right image which shows the higher-order brush applied to a range of
axes. The t-start and t-end axes select the peak times in which calls are made, the
t-IVR brush is placed to cover the main distribution of calls, and the t-wait brush
selects higher wait time callers. The final brush covers very low t-agent (t-agent),
selecting abandoned calls. The result of this shows a subset of calls that typically
would be considered negative due to the high wait times and abandoned agent

Fig. 4.4.: Image a) shows a the parallel coordinates over-plotted with data. Image b) shows
the higher-order brush applied to the plot, whereby abandoned calls are explored
through the brushing of very low agent durations.
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interactions. The IVR and start/end time brush components filter out anomalous
polylines so that all data in focus is representative of typical abandoned callers. In
this example, calls are quickly identified out of over 200,000 as a new category if
abandoned caller.

4.4.2 Interactive Translation
After the initial n-dimensional brush is defined by the user, the whole group or the
individual brush points can be updated through a simple click-and-drag translation.
A user option enables a natural, click-and-drag interaction to translate the entire
n-dimensional brush in any direction as a rigid object, maintaining shape consistency
in the brush pattern sketched. The translation works across axes which means that
the exact n-dimensional pattern can be applied to any combination of axes. See
Figure 4.5 on page 102. This rigid n-dimensional brush translation, exploration
and interaction mode enables precise n-dimensional patterns to be explored and
analysed in the PCP in an easy and fast way. Minor adjustments can be made to the
placement of the brushes updating individual points, or as complete n-dimensional
polylines.

Fig. 4.5.: Rigid brush translation in the PCP. Four connected brush components are trans-
lated both upwards, and across one axis whilst maintaining the brush pattern.
Individual brush points can also be translated if the user wishes to adjust the
pattern’s shape. This example of two different higher-order brushes shows the
same pattern identifying both high t-wait with low agent duration calls, as well
as low t-wait and high agent duration calls. This contrast shows the effect each
pattern has on both the CES and NPS scoring metrics.

Users can apply the sequence of brush sketches in any order they wish. The advantage
of this is that prioritised axes can be filtered first. Subsequent axes can be chosen
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Fig. 4.6.: Higher-order vertical translation. The left image shows a sketch brush placement
exploring very low agent t calls. We pin this brush component in place and then
translate the rest of the brush components vertically to explore the rest of the
dataset whilst maintaining a low agent t (middle and right image).

based on the feedback of the previous filter. The user can also skip over any axis they
would not like to include in their filter. Applying higher-order brushes to multiple
axes creates cluster-like filtering of the relational patterns being explored. The
features we implement enhance the data selection, filtering, and exploration process
such that subsets of the data can be highlighted for further analysis and pattern
recognition.

The user can also pin individual brushes in place so that the rigid brush feature can
be used whilst maintaining one or more constant brush points.

Example 2: Abandoned Call Exploration Figure 4.6 on page 103 demonstrates the
higher-order brush being translated vertically. The three images show higher-order
brushes placed on the t-start, t-end, t-IVR, and t-agent axes with the intention of
exploring abandoned calls - very low t-agent. We translate the complete brush
upwards, exploring the higher ranges within the axis, however, as we indented to
explore abandoned calls, the rigid brush translation moves the agent duration brush
placement out of the intended range. Because of this, we use the brush pinning
feature which enables the user to pin individual brush components in place whilst
translating the remaining sketches. Because of this, we can explore the full range
of the data whilst maintaining the anchor on abandoned calls. We observe that as
the wait time decreases, callers are less likely to be placed on hold as well as an
increasing Net Promoter Score.

Fig. 4.7.: Horizontal higher-order brush translation feature. In this example, the three
images show a sketch brush translated from left to right, exploring a pattern
across multiple dimensions.
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Example 3: Identifying Outlier Calls Additionally we demonstrate horizontal trans-
lation in Figure 4.7 on page 103 to explore outlying calls. We place two brushes on
the t-start and t-end axes covering the operationally busy hours. Then we place a
high brush point on the t-IVR axis and low brush points on the t-wait and t-agent
axes. Values are generally distributed around zero and any large values are consid-
ered outliers. The first image shows outlying calls from high t-IVR. We then place
a pin in the t-start and t-end axis brushes and translate the others one axis to the
right, (middle image) showing outlying calls from high t-wait. Finally, we translate
the rigid brush right again to highlight outlying calls on the t-agent axes. Horizontal
translation might not always be considered useful if the axes have different units,
however, this can be addressed by simply normalising the range of values for each
dimension.

4.4.3 Logical OR of n-Dimensional Brushes
Multiple n-dimensional brushes can be applied and combined on the PCP. This
feature enables the user to define two or more patterns that can be used in two
modes of operation. Previously, the OR operator is applied to independent brushes
on separate axes. This application of the OR operator is applied to multiple higher-
order brushes on each individual axis. The composite, higher-order brush points can
be combined to form an OR operator filter which displays data records that fall into

Fig. 4.8.: Logical OR brushing in action. Image a) shows multiple brush points on an
individual axes used as edge markers for the brush. Images b), c), and d) show
the logical OR feature in use where the priority rendering feature has selected
different axes. See section 4.8.6 for a full description of the feature. Polylines can
pass through either of the brushes to remain in context.
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either brush interval range along the higher-order brush polyline. The two brush
positions can alternatively define the upper and lower bounds of the composite,
higher-order brush. Thus utilising each higher-order brush to define the edge of
the brush ranges. See Figure 4.8 on page 104. This enables the user to identify
complex patterns in the data that previously would not have been observed by a
single n-dimensional brush intersecting n-axes.

Example 4: Clustering Customer Journeys Figure 4.8 (on page 104) demonstrates
how multiple brush combinations on a single axes can be used for advanced analysis
[Ob3c]. Image a) uses the two brush points as boundaries whereby the user can
move the upper or lower edge of the axis brush range with precision. The two
higher-order brushes have been positioned on the t-IVR, t-wait, t-agent, and t-hold
axes. The lower brush sits along the bottom of each axis, covering the lower ranges
of data. The upper brush runs parallel to the lower brush in the higher ranges of the
data. Images b), c), and d) show the logical OR feature enabled so that polylines
can pass through either brush point on an axis. Using the priority rendering feature,
we focus on the upper brush points revealing the path by which those calls take
on the PCP. Each group of polylines follow distinct paths and do not intersect, i.e.
no polyline travels from the high t-IVR to high t-wait, or from high t-wait to high
t-agent. These features reveal separate clusters of callers with shared experiences.
The priority rendering also enables the user to see how these clusters are distributed
over time of day by looking at the first to axes. e.g. b) shows high t-wait at specific
times of day, whereas a) and c) are more evenly distributed throughout.

4.5 Smart, Data-Guided Brushing
Smart brushing guides the user during the interaction by reflecting the properties of
the data at runtime and encoding the meta-data in the brush itself. As an extension
of the sketch-based interaction and application of n-dimensional PCP brushes, we
implement a series of data-guided features that inform the user in both their creation
and sketching of new brushes and in their analysis of the data.

The inspiration behind smart, data-guided brushing is natural. For a new user or
a user who is unfamiliar with the data they are exploring, they may be interested
in some guidance or help during the higher-order (or any) brushing interaction. A
user may need assistance when deciding on an n-dimensional pattern to search for.
They may not know where to start in their multi-dimensional relationship search
process. This is precisely what smart, data-guided brushing offers. It does so by
deriving meta-data and conveying the meta-data to the user during the interaction.
Some examples of meta-data include the number or density of polylines intersecting
an axis, the proportion of polylines above or below a brush boundary interval, the
average angle of polylines intersecting an axis at a given interval, the most dense
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Fig. 4.9.: Brush Interval Range Glyph: This shows the angular histogram glyph displaying a
histogram of polyline-axis intersections distributed along the brush range. The
three stacked images show the same brush translated along an axis at different
times during the interaction. The angle and colour of the bars update automati-
cally to represent the average angle of the polylines intersecting the axis within
the histogram bar range.

pattern of polylines in the PCP space, standard deviations from the mean value along
a parallel coordinates axis, and distribution patterns of polylines.

Previous brushing techniques offer little guidance to the user. One way of formulating
this lack of guidance is that the brushes lack intelligence. Previously, all of the
knowledge or intelligence required for brushing comes from the user and the user’s
prior knowledge of the data.

4.5.1 Dynamic Brush Interval Range Glyph

Interactive Angular Histogram: In order to provide the user with real-time feedback
and guidance whilst applying the interval range sketch-based brush, we use interval
range glyphs to represent characteristics of the underlying and surrounding data.
The glyph is made up of angular histograms, adapted from the work of Geng et al.
[Gen+11], whereby angular histograms replace the PCP polylines completely. Our
software overlays the angular histogram as a means of providing feedback to the
user about the underlying data. The interval range glyph displays a frequency-based
angular histogram that summarises the dense polylines passing through the brush
range. See Figure 4.9 on page 106. These glyphs provide information about the
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distribution of polylines in an interval brush range. The angle of each histogram
bar is defined by the average angle of polylines intersecting the axis within the bar
range. This is particularly valuable when the polylines are very dense or overplotted
and can direct the user to apply the next brush in the same direction as or against
the data trend.

When the user interactively adjusts the position of a brush, the angular histogram
smoothly animates its update in position and data. See Figure 4.9. With the addition
of these brush interval range glyphs, the user is given real-time feedback about
whether the data that falls within selected brush ranges is part of a trend or is
considered an outlier. Combining this with the higher-order sketch-based brush we
can discover clustered groups of data records of any number or density. The number
of bins in the glyph histogram depends on the range of the brush interval. The
amount of meta-data detail increases and is reflected by the glyph when brushing
with longer ranges.

Interactive Data-Guided Arrow Glyphs: To complement these features, we provide
the user with additional feedback about the underlying data being explored. When
the mouse is held over an axis, the brush interval range is shown on screen as well
as upward and downward arrow glyphs reflecting how many polylines intersect that
given axis above and below the boundaries of the brush interval range. See Figures
4.9 on page 106, Figure 4.11 on page 108, Figure 4.10 on page 107, and Figure

Fig. 4.10.: This figure demonstrates the dynamic polyline edge that changes thickness when
the user is hovering the mouse pointer over an axis. This image shows four
different edges that increase in size as the data density increases. When the
PCP is occluded, the density and distribution of data can be difficult to observe
accurately. This feature addresses that challenge by providing real-time visual
cues to the user.
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Fig. 4.11.: Dynamic brush interval range glyph – exploring the inverse relationship between
t-hold and t-wait. This brush interval range glyph enable easy identification of
crossover intervals. Image a) shows the unbrushed PCP. Images b), c), and d)
show the dynamic brush glyph applied to different points on the axis. Image c)
shows the brush glyph at the center point where the relationships between the
t-wait axis and t-hold axis crossover.

4.15 on page 116. This provides guidance to the user in their brush placement and
is especially helpful for big data when overplotting is a challenge. The user is then
informed about how many polylines intersect the given axis above and below the
current brush interval boundaries.

Smart Brush Edges: When the user is in mid-sketch creating a higher-order brush,
a dynamic edge is drawn from the previous axis interaction brush point to the
current mouse point. Whilst the user is hovering over an axis, the thickness of this
edge changes according to the proportion of polylines passing through that point
on the axis, as shown in Figure 4.10 on page 107. Both the colour and thickness
of the edge dynamically reflect how dense the underlying data in the area on the
axis is with polyline intersections. This real-time feedback guides the user towards
the main relational trends in the data or to outliers - whichever the user may be
interested in. This interactive, data-guided feedback mechanism creates an easy to
use environment for users who wish for some guidance when defining a higher-order
brush or in order to analyse the data at a deeper level. The dynamic nature of this
feature necessitates viewing the supplementary video for a demonstration.

Example 5: Exploring relationships between axes: Figure 4.11 on page 108 il-
lustrates the Brush Glyph’s ability to reveal inverse relationships between data
dimensions as well as the crossover point in these relationships. The left image
shows the overplotted PCP, where colour is mapped to t-wait axis. If we place a
brush glyph at the bottom of the t-wait axis, we can see that the right side angular
histogram bars are all pointing upwards towards a higher t-hold. The next image
shows the same brush glyph translated upwards towards the top edge of the axis.
Here the angular histogram bars are all pointing downwards. If we translate the
brush to the middle of the axis we can see the histogram bars tend inwards towards

108 Chapter 4 Smart Brushing of Call Centre Data



Fig. 4.12.: Smart Axis Scaling and Priority Rendering: a) shows the parallel plot drawn by
default, colour mapped to t-agent. Due to the large number of polylines, it is
difficult to see the trends on the t-agent axis (3rd axis). b) If we apply priority
rendering to the upper range of this axis we can now see those polyline occluded
in the PCP. c) Here we scale the agent duration axis from an upper range of 2
hours and 30 minutes to just an hour. Glyphs on the scaled axis show the user
that the axis has been scaled. In addition to this, the focus + context lines show
the out of focus, out of axis range polylines rendering upwards out of the screen
border. We can see these out-of-range polylines for the total call duration, and
Customer Effort Score axes also. This informs the user as to what proportion of
data is within focus.

the middle of the brush. The centre bar is at a right angle to the axis, revealing the
crossover point in the inverse relationship between t-wait and t-hold.

4.5.2 Smart Axis Scaling

Dimensional Zooming: We observe that many datasets, especially in our case study,
exhibit polylines clustered in one region on an axis. Inspired by this common
occurrence, we implement a data-guided dimensional zooming feature that offers
guidance to the user when selecting the upper and lower range of any axis. Through
a combination of both higher-order brushes and axis scaling we can change the focus
of a set of polylines from millions to just a few data record quickly and easily. See
Figure 4.12 on page 109.

The user can automatically change an axis scale by fixing the range to be a multiplier
of the standard deviation. This enables the user to view the majority of the data
and automatically drill down into an area of interest with more detail. Manual axis
scaling can also be activated through a click-and-drag interaction to the desired new
range on an axis whilst the shift key is held.

To convey a smooth transition between the old and new scales, we implement an
animated transition whereby two arrow glyphs slide along the axis towards the new
interval range boundaries where the scale is applied and then smoothly updates to
the upper and lower bounds of the axis. See Figure 4.12 on page 109. These glyphs
remain in position at the edges of the axis until the user resets the scaling. This helps
orient the user when navigating the data by keeping them informed as to which axes
have been scaled.
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Context Polyline Rendering: In order to provide feedback to the user about the
context data that is no longer inside the magnified axis range, we implement a
feature that renders the context polylines that fall out of the magnified axis range.
We do this by extrapolating the current axis scale, and rendering the context polylines
off-screen at their position on the extended axis. The user is still informed about
how much data falls outside of the magnified axis range. See Figure 4.12 on page
109. This is also demonstrated in the accompanying video.

Polyline Data Distribution: In big, dense, relational datasets, overplotting and oc-
clusion often make observations about the data distribution challenging. It may be
difficult to gauge where on an axis the data is most or least dense. This limits the
user in both the placement of brushes and in their potential exploration and analysis
of the data.

To overcome this, we have implemented data distribution plots surrounding each
axis. These plots span outwards from the centre of an axis creating a symmetrical
pattern showing the distribution of the data. The plot updates automatically as the
axis is scaled. We calculate the distribution by splitting the axis into 100 intervals,
summing the total number of polyline intersections that fall within each interval,
and then normalising each of those totals by the most populated segment on each
axis. Polylines that are out of focus are still included in this calculation. See Figure
Figure 4.8 on page 104 & Figure 4.9 on page 106.

4.5.3 Smart Automatic Analysis
The previous features aide users in the placement of brushes and also in n-dimensional
pattern search and analysis. Since higher-order brushing may be difficult to a new
user, we also have added fully automatic higher-order brushing to our implemen-
tation [Ob3d]. The higher-order auto-complete brushes offer guidance to the user
during initial brush placement. This guidance, or added intelligence, is derived from
properties of the data. To maximise the analytical output of the PCP software we
implement several automatic features that can provide feedback and apply features
with more precision.

4.5.3.1. Statistical Analysis

We offer three statistical metrics to the user to either display directly on the PCP
or facilitate smart, automatic application of higher-order brushes - the clustered
centroid, the mean, and the standard deviation. Each provides valuable insight into
the n-dimensional trends in the dataset and can either enable an informed manual
application of high-order brushing or can automatically apply the smart axis scaling
and magnification described below.
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Clustered Centroid: We calculate the clustered centroid by incorporating a user-
specified interval range (default 10%). We then loop over each interval range of the
distribution data summing all the polyline intersections within each interval range.
We continue this loop until each position on the distribution has been processed
and then use the central point of the range that contains the largest number of
intersections.

Mean Polyline: To calculate the mean polyline, we sum the position of each polyline
intersection with an axis and then divide by the total number of polylines. The
resulting mean positions are saved as points. They can be drawn as an overlay on
the PCP so that the user can see the average data line. A user option enables and
disables the rendering of this line. See Figure 4.15 on page 116.

Standard Deviation: Once the mean is calculated, we can add the standard devia-
tion from the mean on each axis. We calculate this by taking the set of polylines N
containing xn where µ is the mean and applying the following[New+12]:

σ =
√

1
N − 1

N∑
i=1

(xi − µ)2

This is calculated for each axis. The upper and lower bounds of the SD can be
calculated: µ ± σ. The user can toggle the drawing of upper and lower standard
deviation lines at 1, 2, and 3 standard deviations away from the mean. See Figure
4.15 on page 116. The standard deviations are then shown as tick marks along the
axis labelled with the σ value. A user-option also displays their actual data values
on screen.

4.5.3.2. Higher-Order, Auto-Complete Brushing

We offer an n-dimensional brush, auto-complete feature. The statistical methods
described previously can be used to apply higher-order brushes automatically. De-
pending on the method, user-provided interval brush ranges may be adjusted from
their default value to complete the process. If the user’s chosen method involves a
single point (mean or clustered centroid) then an interval range value is provided
by default as input so that the brush can be applied. If the standard deviation is
selected then the user is presented with options of 1, 2, or 3 standard deviations
to apply the higher-order brush range. Alternatively the user can type in a custom
decimal value to control the size of the resulting brush ranges.

Once the brush interval range option is selected, the user can specify (all axes by
default) the axes which they wish to apply the auto-complete smart brushing to and
then run the process. The higher-order brush is then automatically applied to the
specified axes and the polylines are filtered.
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Fig. 4.13.: This figure shows a before and after screen capture of the automatic axis scal-
ing. Image a) shows the axes unscaled and where no priority rendering is set.
Polylines are coloured by the total duration of the call. Image b) displays the
automatic axis scale which is applied from the t-total axis to the Customer Effort
Score axis. The rendering priority has been given to the call duration. The upper
ranges of these axes are calculated as three standard deviations from the mean
of each axis. Whilst the PCP axes now have a much smaller range (maximum
20-minute call) almost 80% of the 230,000 polylines are still in focus [Ob4b].
The automated calculations of the auto-complete axis scaling enable precise
analysis of large and dense datasets quickly and easily.
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Automatic, Smart Axis Scaling and Magnification In addition to the auto-complete
brushing we implement an automatic n-dimensional axis scaling feature whereby we
use the same meta-data guidance as with the brushes and then apply an axis scaling
and magnification to the respective brush interval ranges across the PCP axes. This
is a logical follow up to the automatic brush application in that the same number
of polylines are rendered out-of-focus, however the axis scaling provides a closer,
more detailed view at the data within focus and alleviates the challenges posed by
occlusion and overplotting efficiently. See Figure 4.13 on page 112.

Example 6: Automated Data Focus To demonstrate the utility of the automatic axis
scaling feature, Figure 4.13 on page 112 illustrates how this feature can make use
of the screen space whilst maximising the data being visualised. Here we apply an
automatic axis scale to 3 standard deviations on the axes call duration, t-IVR, t-wait,
t-agent, and customer effort score. After smart dimensional zooming, 80% of the
original data is still in focus, and yet the duration ranges on each axis have been
reduced to a small fraction of their initial values. This concentrated view provides
the user with specific insight into the typical call in the call centre. Without this
feature, the user would have to apply multiple brushes with pinpoint precision,
taking time and effort without any ability to replicate their brush patterns if they
wish to attempt this more than once. With the priority rendering set to high t-total
values, we can see the paths that lengthy calls typically follow.

4.6 Complementary User Options
To maximise utility of the PCP software, we ensure each feature has a user option
that can enable/disable use of each. In some cases, this is simply to disable the
rendering of a glyph but also can be in the form of alpha sliders that adjust the
opacity of polylines rendered. When polylines are difficult to see due to being
sparsely distributed along an axis, the user can increase the opacity value making
them more visible. When overplotting is a challenge, the user can lower the opacity
such that the most prominent trends can be seen more clearly.

We provide the user with a choice as to which features they enable and to combine
the features in new ways to explore previously unobserved trends or n-dimensional
patterns in the data.

4.6.1 Priority Polyline Rendering
Parallel coordinate plots of large datasets like those used in our case study are often
subject to overplotting. Density plots can sometimes reveal trends in the polylines,
but often the data is simply too dense for meaningful insight. We provide a priority
rendering option that enables the user to select any point on an axis, and the PCP will
prioritise the rendering. This means that polylines intersecting the axis closest to that
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point will be rendered last and therefore on top. Previous implementations of this
do not re-order the draw list but instead apply an opacity value to the lines such that
the context becomes non-binary [Hau+02; MW95; Fen+10]. This implementation
uses the colour of the polylines to overcome occlusion and so can still be used
alongside traditional forms of focus + context brushing and rendering. See Figure
4.12 on page 109. This feature is implemented as both a continuous mouseover
feature whereby the focus is continuously updated according to the mouse position,
or through a single click interaction on an axis.

4.6.2 Mouseover Colour Selection
This feature dynamically applies the colour map to the axis currently being studied.
The user moves the mouse over an axis, and the polylines will be colour mapped
according to that axis. The renderer also draws the polylines in order from that axis,
enabling a more detailed view into how the dataset interacts with the given axis.

4.6.3 Colour Maps
Polylines can be colour-mapped by any dimension available in the dataset. The user
can select from a list of any data dimensions, not just from the axes currently being
rendered. A range of colour maps are also available to choose from. We provide a
number of diverging colour maps from ColorBrewer [HB03] that are colour-blind
friendly. We also include an improved rainbow colour map from Alex Telea [Tel14].
See Figure 4.12 on page 109.

4.7 Case Study from Industry - Observations
In addition to the previous examples, we demonstrate the utility of our visual
designs using real-world data by exploring previously unseen trends in the call
centre dataset.

High t-wait/t-agent ratio After loading in the data and selecting a set of dimensions
to explore, the first thing we notice is a dense set of polylines around the middle
region of the t-wait axis (Figure 4.14a) on page 115. If we apply a brush to that area,
both the resulting filter and histogram glyph show a majority of polylines projecting
downwards to the lower end of the tagent metric. These high wait time callers do
not speak to an agent for very long. If we examine this cluster of polylines on the
t-start axis, we can see that a large number of calls congregate around a small time
frame - at 6:30pm (Figure 4.14b) on page 115.

If we apply a new brush around that time frame, the plot is still occluded due to the
high volume of calls. Using the sketch-based higher-order brushing we can apply the
next brush to a low t-hold (Figure 4.14c). We observe that the original dense cluster
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Fig. 4.14.: This figure shows the sketch-based brush data. a) shows an unfiltered PCP where
each axis represents a duration metric followed by the two customer scoring
metrics. Immediately we see a dense set of t-wait calls (3rd axis) clustered
mid-way up the axis. b) shows a brush applied to that cluster of polylines. c)
shows the main trend within the cluster using the higher-order brush. A sketch
pattern is defined to narrow the scope of polylines in focus. The remaining calls
in focus show a high t-wait but a low t-agent and all seem to occur within half
an hour - from 19:00-19:30. [Ob4b].

of calls around the midpoint of the t-wait axis still remains so we continue the sketch
brushing by applying the next brush to the cluster of high b-wait calls. Remaining
in focus is a subset of the polylines that represent callers who have had a negative
experience with the call centre. High t-wait and low t-agent times are considered
a poor quality of service. Now that this cluster of callers has been identified, the
reasoning behind this behaviour can be explored and recommendations can be
given to the call centre. Due to the small number of NPS responses, the customer
satisfaction may be unclear in these cases.

Customer Effort Score The CES is derived by QPC using a combination of factors
that influence the effort exerted by the caller. A number of measures such as t-wait,
transfer count, and t-hold are composited together to predict the customer feedback
scores given in the NPS. The advantage of the CES is that it can be derived for each
call. To validate the CES against the NPS we need to examine the most important
metrics involved in the CES calculation. See Figure 4.15 on page 116. We load in
a number of duration metrics as well as transfer count metrics and plot the PCP.
We immediately filter out all non-response NPS data entries and scale the axes so
that we can clearly see the customer satisfaction [Ob4a]. The majority of polylines
intersect the very bottom of each axis representing a near-zero duration for most
axes. If we apply auto-complete axis scale to the very dense lower segments of
each axis we can zoom in and see the data more clearly. Immediately we notice
that the trend between NPS and CES is accurate. The majority of zero scoring NPS
show a high CES. Also, low CES trend with high NPS. This contributes towards the
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Fig. 4.15.: This figure shows axis scaling and auto-complete brush in use. The left image
shows a PCP where the axes have been scaled to view the lower ranges of data.
The mean and standard deviations are plotted on the axes. A slight inverse trend
can be seen between the NPS and the CES, but occlusion prevents definitive
results. Applying an auto-complete brush to 1 standard deviation from the
mean reduces this overplotting, and confirms the hypothesis that low CES is an
indicator of high NPS.

validation of the CES measure. It is also important to note that it appears low CES is
better at predicting higher NPS due to the more clearly defined trend between low
CES and high NPS. Multiple low NPS scores (and CES scores) are an indicator that
the customer may leave the service. Using these features we can highlight which
customers are at risk of this [Ob4d].

If we try the automated features in the software, we can remove much noise in the
plot by automatically applying higher-order brushes to the t-total duration axes
at one standard deviation from the mean. The result further validates the CES
calculation but also reveals some additional trends in the calls. Again we see a
cluster of low t-total duration calls that originate at a certain time. t-wait and t-hold
appear to be roughly correlated, especially in the lower values. See Figure 4.15 on
page 116.

4.8 Industry Domain Expert Feedback
We undertake a multi-stage domain expert feedback process with our industry
partner QPC Ltd. in order to demonstrate the real-world efficacy of the smart
brushing features. For the duration of the project, we worked closely with the
business that provide us with a large call centre activity dataset.

We use the same evaluation method as we used in the previous chapter as we
found it to be a successful method of gauging what aspects of the software were
useful. The features of the software get critically analysed along with suggestions
for improvement which are useful for future projects.

An iterative development process was used to create this application. After our initial
meeting with QPC Ltd. where we formed the first sketch of the visualisation and
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solidified some of the objectives, we developed the first draft of the software. This
first sketch was a bare-bones parallel coordinates plot with a small set of traditional
features. The first evaluation with QPC Ltd. session took place via skype to generate
ideas for new and unique features that would help our industry partner explore their
data. This session helped us form the foundation for the main application.

The development involved close contact with QPC Ltd. but we did not formally
evaluate the application through them until we had finalised the software. Once it
was complete, we used a two-stage evaluation whereby the first session was used to
iron out any smaller issues with the software, and implement any minor features
that may help their analysis. Then we progressed to a full, formal evaluation session
which looked at the final version of the software.

At the preliminary evaluation session we presented the software to three of the data
experts to demonstrate its explorative and analytical capabilities. During this session,
we received a number of suggestions for improving the current features and some
ideas for new features. The session lasted around two hours and as a result of this
session we implemented a number of user options that give the user more control
over the exploration and analysis. A range of features were also conceived during
this session. See Figure 4.16 on page 119.

The final evaluation session took place around three months after the previous
session. Which was enough time to fully finish the software and implement any
additional minor features that QPC Ltd. wanted. This session lasted two and a half
hours, and also included a discussion about where we should progress from this
application in the next project. We followed the same process as we used in the
previous chapters evaluation session, which consisted of three parts. In the first
stage, we demonstrated the software feature by feature. Next we handed control of
the software over to them, let them use each feature to try to learn something new
about their data and provide us feedback about the application. In the final stage
we demonstrate our observations to them, highlighting some interesting features in
the dataset that they might not have seen before.

4.8.1 Higher-Order Brushing
When demonstrating the higher-order brushing feature, the domain experts are
intrigued at the concept of pattern discovery through a sketch-based interface,
“That’s really interesting to know that that’s the average customer journey. It would be
good to be able to plot a series of those lines and be able to move them up and down
or how the plot changes when you move the lines around slightly”. We then show
them the translation feature that facilitates just this. We hand control over to the
experts and they place a brush sketch pattern that explores the odd cluster of high
wait time calls. They continue placing brushes at strategic points on the t-start and
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agent duration axes and are left with a subset of calls that are clearly related. This
sparks an in-depth discussion focused on the possible causes for this phenomena.
“I don’t know the answer, but it’s doing its job already. That’s interesting.” states an
expert as they look at the visualisation. We output the data in focus to a .csv file
for the analysts to examine at a later date. We continue the exploration, looking at
the customer effort score metric that the experts derived. Using the higher-order
brushing we looked at how it compares against the net promoter score. Expert 1
states “So I think what this was hinting at, is that it’s visually reinforcing some of the
things we think know about the data. It’s hinting at the fact that there are definitely
relationships in the data, things you would expect, but now we can prove them. Now
the next thing is to help quantify these relationships.”

4.8.2 Dynamic Brush Glyph
We begin to demonstrate the dynamic brush glyph. Although the experts had seen
images of the glyphs previously, they had not seen them used on their own data
with a full explanation of the features. “It definitely feels like a good investigation
type approach. It helps us select things of interest.” Expert 2 claims. We apply a glyph
brush to the t-wait axis and translate the brush-up and down. The result highlights a
crossover point whereby higher t-wait calls tend to have lower durations on average.
Expert 3 states “[They] give you that confidence level, that ability to see if things are
out of the norm. Are there errors that shouldn’t be there? But also you can see the
distribution quickly as well which is helpful.”.

The demonstration continues as the experts explore the software, applying the brush
glyphs alongside the higher-order brushing feature to study the data. Expert 3
says, “And you’ve still got an idea of what you’ve filtered out compared to what you’re
viewing. I suppose you’ve got the context lines as well to reinforce that but it can be
noisy. The glyphs create a good signal-to-noise ratio.”. We found that once the glyph
had been explained and the experts understood exactly what the angular histogram
represented, the feedback was positive. However the initial explanation was more
complicated than we anticipated. It appears that interpretation of the glyph requires
a more thorough explanation of its features than the higher-order brushing. Expert
3 finished the glyph demonstration by saying “The brushing glyphs are great. They
give you a good indication of how data is that range is spread. I like how you can see
the trends in the data outside of the brush range. Indicating if you’re brushing against
the flow.”.

4.8.3 Smart Automatic Scaling
Throughout the feedback session, the experts make it clear that the interesting data
is clustered very close to the bottom edge of each axis. We have explored data in
the higher ranges, but in reality they are seen as outlying data points. At this point
we demonstrate the automatic scaling feature to take a closer look at the data in
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Fig. 4.16.: An image from the domain expert feedback session.

the lower ranges. We apply the automatic axis scale to all the duration axes and
set the value to two standard deviations from the mean and the scaling animation
slides up the screen showing which axes have been scaled. Expert 1 states - “This is
definitely useful. It’s more of a necessity than an additional feature when used on our
dataset. Without it we wouldn’t really be able to look closely at those standard calls at
the bottom.” We ask if the feature would be used, “We would definitely need to use
this feature when analysing the data. It would take far too long to manually change
each axis scale according to our needs.”

Expert 2 claims - “In a more general sense, this is useful for most datasets as it’s a way
of zooming in on the data which we know is replicable. If we use the same data, a
two standard deviation scale is going to look the same. It removes the time-consuming
aspect of selecting very small axis scales.”

4.8.4 Smart Automatic Brush Application
We go on to show the automated brush application feature - demonstrating how and
where this is useful. We apply an automatic axis scale to the duration metrics, and
then apply automatic brushes to the same axes. Expert 3 says “It’s good to see these
in action. Whilst the outcome is very similar to the automatic axis scaling. it’s nice to
have the context of the current axis scaling to remain consistent so you can better see
the patterns and trends in the data.”

“This feature is probably better suited to someone who doesn’t really know the data.
I imagine we would use the automated brush applications less than someone who
had limited exposure to the data.” Expert 3 states. We show them a few different
configurations of the automated brush. “I like that you have the ability to chose which
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type of automation you can apply” states Expert 2, “Either the automated scaling or
the automated brush. It’s easier to see where the data has been filtered with the brush,
but the scale increases the resolution of the data.”

4.8.5 Smart Guided Features & Off Screen Rendering
We show the experts the guided features that help the user navigate the data whilst
applying brushes. “The fact that you’ve got a summary of distribution is really good.
It’s helpful to see how the data is spread out. I’ve not seen that before” Expert 3 states.
“It’s stopping that bunching of data to the bottom of the axis – it just helps when you’ve
got that awkward distribution” he continues.

Whilst applying brushes and axis scales, the experts comment on the off-screen
brushing feature. Whereby polylines that are out of context due to axis scaling are
still drawn as context to a point offscreen. “I like the off-screen rendering. It helps give
perspective once the axis is scaled. I can see it being really useful – I would often get lost
without it.” says Expert 2.

4.8.6 Priority Rendering
Lastly, we demonstrate the priority rendering feature that enables the user to pinpoint
an axis value and the renderer ensures data closest to that point is drawn last. The
experts find this to be an excellent means to overcome dense datasets - “I guess for
me, the point is, we need to get some idea of scale. If we go from 10 million data points
down to half a million, it still looks the same. This feature helps us look through the
data” states Expert 1.

When using the priority rendering to reduce the overplotted data we can reveal
the correlation between the calculated CES collected NPS. Expert 1 states “This is
actually really good because the theory we are trying to prove that is that time is a
really important factor. The variation between high and low CES predictions looks like
it’s due to the resolution of the call. Whereby oftentimes negative customers are going
to dislike the service regardless of outcome due to past experiences. However the positive
feedback customers are easier to predict. This visually reinforces that theory.” The
priority rendering helped us look through the occluded visualisation and focus on a
specific subset of the data without losing the context at all.

4.8.7 General Comments
At the end of the session we wanted to get some general feedback about the software
as a complete package and how useful the insights were to QPC Ltd. We ask the
experts how efficient the new features are compared to the traditional brushing
and scaling methods that they are familiar with. “So there is a small training cost
when using these features for the first time, but ultimately if you’re going to use this
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software for real-world insight it’s definitely beneficial to spend the two minutes learning
the ropes”. When asked if some features would require more training than others,
Expert 2 responded with “So I think the higher-order brushing is pretty self-explanatory.
Though I definitely think that the brush glyph would need to be explained before use as
that is less intuitive - but still very useful.” Expert 3 then states “We think the software
is really useful for us to explore our data in a new way, and the tools you’ve provided
let us do things we would never have been able to do and see before. I would like to be
able to see the software used on our other datasets to see what it can find on those.”

4.9 Chapter Summary
In this chapter, we present a number of novel smart brush interaction and visualisa-
tion techniques to enhance the parallel coordinates plot [Ob3] & [Ob3b]. Our first
contribution represents the next step in brushing techniques, enabling a sketch-based
approach to higher-order brushes facilitating multidimensional pattern searches with
new and novel interaction methods [Ob3c]. Furthermore we present smart, data-
guided brushing that provides the user with real-time feedback regarding their
interaction with the PCP using meta-data to inform them of their potential brush
placements. We design features that address the challenge of large, overplotted
datasets and we create smart, automated application of the features to assist users
unfamiliar with the data or to aid in fast, precise analysis [Ob3d].

Additionally, we look at the relationship between the Customer Effort Score (CES)
and the Net Promoter Score (NPS) [Ob4a]. We can see what other meta-data trends
might affect the scores [Ob4b], and what events are associated with poor feedback
(i.e. long wait times and multiple transfers) [Ob4c]. Through the knowledge QPC
Ltd already had we were able to apply filters easily to show subsets of callers that
were at higher risk of leaving the service [Ob4d].

We provide a real-world case study example to demonstrate the analytical and
explorative capabilities of the novel interaction features and then conduct detailed
interviews with call centre domain experts to evaluate the effectiveness of the
features. The domain expert feedback attests to the utility of the new features and
provided the telecommunications experts with previously unobserved patterns in the
large call centre data as well as confirming hypothesis they hold about trends and
relationships within the data. The interaction and analysis techniques offer novel
methods for approaching the challenges.

This visual analytics application has helped us understand our industry data in
greater detail. Using the parallel coordinated method has allowed us to see the data
from a perspective that doesn’t necessarily have to be tied to the time metric (like
in Chapter 3). This freedom to explore correlations between a wider variety of call
metrics lets us see what aspects of a call contribute to customer experience in a more
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meaningful way. Implementing powerful brushing and filtering features let us look
at very specific call scenarios and what callers thought of these scenarios through
the customer feedback metric. Our industry partner appreciated how versatile the
application was, and how precisely filters could be applied in an intuitive way. Prior
to this software, custom SQL queries would have been written to output the niche
data subset, which would then be plotted using basic methods of visualisation. This
replaces that lengthy process with an instantaneous and visually interesting method
of analysis.

In our post-evaluation discussion with QPC Ltd. the main limitation of this software
was that it still only looked at individual calls entering the call centre. They wanted
to see the root object of the visualisation to be the customer, not a phone call.
This involves linking together all calls a customer makes to the call centre - which
completes the customer journey aspect of this larger body of work. In this application
we can see trends and patterns of the call meta-data, but it lacks the event-based
view that Chapter 3 touched upon. We decided that the next project should focus
on an sequential event view that lets the user see from a customer perspective as
opposed to a caller perspective. We aim to carry forward some of the things we’ve
learned in this chapter by implementing a powerful brushing and filtering feature in
the next visual analytics application.
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5RiverState: A Visual Metaphor for
Representing Millions of Calls

„Your most unhappy customers are your greatest
source of learning.

— Bill Gates
(Business at the speed of thought [Gat99])

Fig. 5.1.: We present the RiverState application. State transitions flow from left to right.
This data is taken from a call centre, showing the flow of the collective customer
journey. Colour is mapped to the average agent duration at each transition.

In this final visualisation application, we develop a system that groups all the call
interactions a customer has with the company and then we visually present the
complete customer journey. From our previous feedback sessions with QPC Ltd.
we learned that this was a high priority for them as it focuses on the customer
experience as opposed to the call centre operations. QPC Ltd. had never seen this
volume of data depicting the complete customer journey before. This software
enabled a unique insight into ebbs and flows of customer interactions, and how they
transition between states. In this chapter we modify the traditional Sankey diagram
to incorporate the state transitions of call centre interactions. We began work on
this project in the summer of 2017 and was accepted for publication in the summer
of 2018 at the CGVC2018 conference.
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5.1 Introduction and Motivation
The operational determinants of call centre satisfaction have long been researched
[Fei+00]. However, as industries move away from bricks-and-mortar retailers
towards online outlets the customer experience is changing in nature [Kna+17;
Lar+05]. Call centres strive to understand and evaluate the service that they provide
but due to the complexity and scale of the data are often unable to see the ‘big
picture’.

We utilise a large dataset of around 180,000 phone calls from call centre interactions
and visualise the collective flow of calls through a call centre. Each caller typically
enters the call through the IVR (Interactive Voice Response) and is then routed into
a queue. From there they are transferred on to speak to an agent. Many call centre
interactions are more complicated than that. Callers are often placed on hold, agents
may need to call other agents to consult, callers may have been routed to the wrong
department, or the caller might have multiple reasons for calling and therefore is
transferred multiple times. Examining the ‘average’ customer journey in a contact
centre is a non-trivial task amongst hundreds of thousands of calls.

In order to overcome these challenges we represent the call centre data with a finite
state transition machine. Within the dataset we have repeat callers. When displayed,
previously unseen trends can be identified and explored. We adapt the design of a
Sankey diagram to show the volume of callers traversing different states along a
horizontal axis mapped to each time step.

We implement brushing interactions that enable the user to select only the states
they wish to view at whichever time interval they choose. The user can also break
down transition types into subcategories (Generic agent interaction –> department
interaction).

The main challenges associated with this project are that large state transition data
does not fit directly into traditional Finite State Transition (FST) visualisation models.
In general, state transition diagrams do not represent the frequency of transition. A
typical Sankey diagram does not show connections of states beyond one transition.
Transition paths cannot be inferred from any state. Our dataset is also unevenly
distributed towards the earlier states, therefore longer sequences of transitions are
more difficult to explore. The contributions this paper provides are:

• A novel adaptation of a finite state machine using a large call centre data set.

• A novel interactive scaling feature to examine the lower frequency transitions
whilst maintaining context for the rest of the transitions.

• Interactive filtering operations that enable the user to focus on subsets of
interesting calls.
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• A journey tracing feature that links connections throughout the entire River-
State flow as well as a details-on-demand interaction that displays the complete
path of all calls passing through a state.

• Domain expert evaluation of the software from our data providers.

In the next section we discuss the related work surrounding this topic. Section
5.3 we discuss the finite state transition visual layout and the interactive features
implemented in the software. Section 5.4 discusses the use of this software in a case
study of call centre data, revealing observations that were previously undiscovered.
In Section 5.5 we evaluate the application using feedback from domain experts and
then we provide conclusions and future work in the final section.

Objectives and Research Questions In this chapter we address two of the main
objectives of this thesis. We continue to address the questions in [Ob3], applying
brushing and filtering mechanisms to this application. However, the main objective
we address in this chapter is [Ob5] - visualising the customer journey. We aim to
address these questions:

Customer Journey

1. [Ob5a] Are there any patterns in the customer journeys?

2. [Ob5b] Can we see the average customer journey?

3. [Ob5c] Can we identify groups of similar callers?

4. [Ob5d] Can we visualise the flow of callers through the call centre? Where do
most callers end up?

5.2 Background
McNabb and Laramee offer a useful starting point for reviewing related literature
[ML17]. The finite state machine is an abstract model of computation in which
machines can only exist in one of a finite number of states at a time [Cho78].
State transitions refer to the movement between these states. Typical depictions of
these transition models involve standard diagrams where state nodes are connected
with transition arrows [VH+01]. Whilst this technique for visualising FST data is
sufficient for small and simple models, larger and more complex models become
more difficult to interpret.

Some state transition machines can have an unlimited number of states and there-
fore may need alternative methods to convey their data [VH+01]. Incremental
improvements have been made to these methods, and new types of visual state
transition designs have been created. Movements away from static visualisation
towards interactive methods have improved the utility of the visual state transition
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designs [VH+01; VH+02]. These designs also push the diagrams from 2D into
3D, enabling a more in-depth exploration of the data. In these designs transition
edge thickness is used to denote the volume of transitions – this distinction now
accommodates high volume data, however, this does not accommodate the explo-
ration of transitions with low volume in the same design. These methods also use
very large state spaces by use of clustering states together [GVH06]. Blaas at al.
[Bla+09] explored smooth transitions between states using animations and curved
lines, however the visualisation does not differentiate between timesteps.

Varying types of transition graphs have been developed, often focusing on tree-like
structures to visualise the data [PW06], each level down the tree hierarchy depicts
a new transition. Whilst this means you can show complete transition paths, this
method does not scale as effectively. Arc diagrams are also used to enhance the level
of analysis capable through the software.

State transition theory has been applied to a range of different data types, including
fluid simulation data [JS10], software testing data [Cho78], and biological data
[Miw+11] to name a few. Though not all use the standard node and edge diagram
to depict the transitions. Other standard visualisation methods are sometimes used
such as basic plots and heat maps. Whilst state transition data can be shown using
these methods, they focus on exploring different aspects of the data.

Work processes are often visualised as flows which exist on a timeline [Bur+15;
Bur+13], here the data smoothly flows along an x-axis, but does not show the
transitioning of states, but instead the existence of one state changing in value. Our
method looks at the smooth motion between fixed states.

State transition visualisation is closely related to event sequence visualisation. The
difference being where the focus is placed. The former looks at the way events tran-
sition into other event states and the latter places emphasis on the events themselves
and the meta-data associated with them. Many event sequence visualisations de-
pict each event and sequence separately, avoiding frequency approaches [Mon+13;
GS14; Won+11].

Our case study dataset of call centre interactions has previously been explored
through combinations of frequency and non-frequency based approaches. A treemap
has been used to produce an overview of the data, which can then be drilled down
into, exploring individual events [Rob+16]. Parallel coordinates have also been used
to identify trends in the overall call attributes [Rob+18a], but not in the transitions.
The work here is the first transition-centred design.

In this research we apply finite state transition data to a modified Sankey diagram.
This visualisation method typically depicts hierarchical data that contains elements
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of ‘flow’ to it [Sch08]. The popular javascript visualisation library D3.js can be used
to create Sankey diagrams [Doc].

These diagrams are used to model data pathways. Energy usage is a common use
case for this visualisation method [Sch08; Sou+14; Kym+09], however these are
static images created to portray one data attribute. Explorative analysis is also
possible using a Sankey diagram [Rie+05], whereby interaction can be used to edit
data within the window as well as mouseover edges for further information.

More complex Sankey diagram software overlay histogram bars at transition points
to show an edge thickness comparison [WG11]. The software also enables users to
interact with the diagram and mouseover to see a basic transition path rendered
from the selected point. Event sequences have also been used in Sankey diagrams to
show clickstream data [Zha+15]. Our concept is similar to this, however their focus
was to convert the diagram into a matrix view. Our goal is to further enhance the
Sankey diagram by adding new, interactive features.

5.3 RiverState: Finite state transitions for millions
of events.

We present the visual designs created to explore the state transition data. The main
modification to the traditional FST machine design is that a state node exists for each
state at every time step. Typically, an FST diagram features one node per state which
limits the volume of data the design can present with the diagram (see Figure 5.2).
In our design, each state node is repeated for each time step in ‘axis’-like columns.
Adding the time step dimension into the FST diagram enables users to find trends in
repeat visits to states as well as reveal more information about complete journeys as
opposed to singular transitions.

Fig. 5.2.: This figure shows the differences between a) typical FST diagrams and our method
of displaying the data b) whereby each state node is repeated for each time step.
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We recommend that the reader views the accompanying video in order to see the
full feature set in use. The video can be viewed here:

https://vimeo.com/273301145

5.3.1 RiverState - A Sankey Modification
In order to display frequency of each transition we use weighted edges and style
the transitions like a Sankey diagram. Each edge that protrudes from a state node,
lines up on their corresponding state node without overlap. Edges from a state node
flow continuously into the next state node, maintaining the frequency of transitions
originating from the first state node (see Figure 5.3). This reduces data occlusion
and increases the aesthetic quality of the design. The rendering window can be
scrolled sideways to move further along the state transition sequences. The design of
this layout includes up to 17 state types with an unlimited number of time steps.

5.3.2 Interactive Brushing
We implement two complementary brushing systems in the application.

Direct State Brushing The first brushing option interactively filters calls based on
the states they traverse. The user can click on any state (or sub-state) to apply a
filter to it. Depending on the type of brush selected, the filter will either remove
all calls that fall outside of that state, or filter all calls passing through that state.
Being able to filter out calls at specific states enables the user to remove noise in a

Fig. 5.3.: This figure demonstrates a typical RiverState view as state transitions flow be-
tween time-oriented events [Ob5b] . The agent state at timestep 5 has been
broken down into 11 agent sub-states corresponding to different departments in
the call centre [Ob3c]. The bottom state at each axis represents a call end (Hang
up state). Edges transitioning from these states represent repeat callers (Hang up
–> IVR).
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high volume dataset whilst simultaneously being able to focus on an area of interest.
Enabling a filter whereby all calls outside of a brush are filtered enables the user
to focus on specific patterns in the state transition journey and then infer future
behaviour based on the data selection. If the user applies a brush to multiple states
at the same timestep, an OR filter is applied, keeping calls that pass through either
state. Examples of this filter type is shown in Figure 5.5 a) & Figure 5.4.

Meta-data Brushing The second brushing system utilises the meta-data associated
with the state transitions [Ob5c]. Stored in our call centre dataset are metrics such
as call length, queue duration, customer feedback, event count etc. A full interface of
sliders for each attribute enables the user to select a precise data range and update
the RiverState graphics containing only values within the filter range. An example
of this brushing can be seen in Figure 5.5 b). When the user adjusts the slider of the
meta-data brush, the RiverState flow automatically updates to show just the selected
data. The smooth transition of this can be seen in the accompanying video.

Incorporating both of these brushing systems into the application gives the user full
control over the sub-selection of callers they would like to focus on. Using both
simultaneously creates a powerful tool for pattern discovery and the analysis of long
state transition sequences.

5.3.3 Details on Demand
The RiverState application shows the flow of transitions over time through a visual
depiction. A numerical representation of this data is available through a details-on-
demand feature whereby the user hovers the mouse over a state and the in-flow
and out-flow calls of the state is shown in a pop-up dialogue box. The size of the
dialogue box can be changed through a slider user option.

Fig. 5.4.: This image shows the beginning of an average call [Ob5b] . IVR –> Queue –>
Agent. At that point slightly more than half of calls terminate there, and the other
half continue to be placed on hold. The detail on demand tooltip is used to show
the exact number of calls entering and exiting the states.
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Fig. 5.5.: This figure demonstrates the interactive features of the RiverState application.
Image a) shows a filter applied to the agent state at axis 3. This also demonstrates
the traceroute feature where the user has moved their mouse over the agent state
at timestep 7. Image b) shows a meta-data filter applied so that only callers who
responded to an NPS survey about the call are shown ([Ob5a] ,[Ob5b] ). Both
images are coloured by this NPS score. Image b) also demonstrates the details
on demand mouseover feature which displays the numerical data behind the
transitions at the selected state.

This feature is useful when the scale of transitions is difficult to determine and the
user is unable to see the volume throughput of each node. The details window is
shown in Figure 5.5 b). In this window, the left column depicts the number of calls
entering the currently selected state from each of the states labelled in the centre
column. The right column of numbers count where these calls go after transition
through the current state. i.e. Figure 5.5 b) shows 325 calls entering the agent state
from the queue, 197 from another agent, and 418 from being kept on hold.
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5.3.4 State Labelling
A user option enables states to be labelled with the state name. The size of these
labels can be adjusted to ensure the user is able to remain informed of the state
names without the labels occluding the graphics. We rotate larger boxes if the label
size overlaps with other labels. This way more of the state connections can be seen
whilst keeping a full view of the label.

5.3.5 Journey Tracing
A fundamental limitation of the standard Sankey diagram is that no complete state
transition journey can be inferred. At each state, only one step in each direction can
be viewed.

We have implemented a feature that enables the user to move their mouse over a
state, and a new route is drawn, highlighting the complete path sequence of all
journeys preceding and succeeding that state. An example of this feature can be
seen in Figure 5.5 a). This feature shows the preceding journey that calls from the
selected state have transitioned through but also their future journey. This helps
identify new patterns in the call centre activities and customer behaviours.

As the states expand in size, they recalculate their position in the y dimension,
automatically adjusting to the increase in either their own size or the size of states
along that timestep. This is the first step to prevent data overlap when growing the
edges as it ensures the most efficient utilisation of space.

Fig. 5.6.: a) shows the RiverState flow before the edge thickness is increased. b) shows the
grown edges whereby a maximum edge width is imposed. We can now observe
the customer journey trends later along the x-axis without obscuring the initial
transitions [Ob2].
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5.3.6 Transition Zooming - Exploring low-frequency
transitions

In order to address the challenge of unevenly distributed data, we implement a novel
feature that can explore patterns among low-frequency transitions. We implement
a slider that increases or decreases the transition edge width so that more of the
screen space can be utilised. However, due to our dataset being unevenly distributed
towards early states, these state transition edges quickly expand to overlap whilst
later transition edges do not grow enough to be clearly interpreted.

We address this by creating a fixed maximum size that each transition axis can
expand to. Once the maximum size is reached, all states on that axis stop growing
in size and instead begin to change in colour (see Figure 5.6) on page 131. This
way, the less frequent transitions can be seen and interpreted whilst maintaining the
context of the earlier transitions.

This approach utilises the dimension of colour to depict how far beyond the fixed
value the transition edge has grown. This presents a challenge as the user would
typically want to use the colour dimension to depict other meta-values. To overcome
this, we implement a glyph selection at the tips of each transition axis which grow
proportionally to the ‘beyond fixed value’. We provide the user two different glyph
choices to depict this information. Firstly, a sloping area chart that sits above and
below the Sankey diagram which can be seen in Figure 5.1. Secondly, we implement
arrow glyphs that take up less space and are less intrusive to the visualisation. These
can be seen in Figure 5.3 & 5.8.

5.3.7 Colour Mapping
A number of different colour metrics have also been implemented in the application.
The user can select from the list of meta-data call attributes to colour the transitions
by. Averages of each meta-data characteristic are calculated and used to provide the
user further insight into the trends in the data.

Another user option enables the user to select the colour map that the application
uses to depict the data. We have implemented a range of different colour maps,
including colour blind friendly, diverging and sequential based on Harrower and
Brewer [HB03].

An additional feature we implement enables the user to change the colour map’s
upper range. This is useful when brushes remove a lot of variance in the dataset and
the old colour map range is too large to explore any differences between values.
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5.4 Exploring Customer Journeys through the call
Centre Landscape

The primary goal of the RiverState application is to explore the industry provided
dataset of call centre interactions. We were tasked with identifying what customer
journeys through their call centre experience looks like. The RiverState application
has enabled us to make unique and interesting insights into the customer behaviour
and identify previously unseen trends in the data.

5.4.1 Repeated pattern with later timestep calls
RiverState initially renders state transitions so that transition edge thickness is
maintained along the graph. However, this results in later transitions to be too small
for analysis, and increasing the overall width of the edges creates an obfuscated
overlap of earlier nodes. Our transition zooming feature enables exploration of low
volume transitions by enforcing the maximum size of a transition edge and instead
increments the colour hue when the size value exceeds this.

Using this feature we observe that these lower frequency timesteps take on a repeated
pattern which uniformly decreases in call volume over time due to calls ending. The
initial five state-transitions follow a completely different pattern to state transitions
after this point. See Figure 5.6.

5.4.2 Average Customer Journey
Using the RiverState application we can easily find the average journey a customer
experiences using a combination of the state brushing and details on demand
([Ob5a],[Ob5b]). See Figure 5.4 on page 129.

Starting at the first axis timestep, the user can select the most significant state by
call throughput, using the details on demand tooltip if the largest transition is not
immediately apparent. It becomes clear that a typical call enters via the IVR, moves
into the queue, and then transitions into speaking to an agent. Using the mouseover
tooltip, we can see that out of 180,000 calls that enter the call centre, only 57,000
end up speaking to an agent, and 31,000 of those end the call immediately after the
call ends. This suggests that either callers aren’t making it to an agent due to long
wait times or that their concern is resolved earlier (in the IVR information system).
Of those who spoke to an agent, almost 25,000 (43% – or 13% of the total callers)
are placed on hold – continuing their call.
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5.4.3 The Net Promoter Score - A measure of satisfaction
The NPS is collected from a survey sent out to callers immediately after their call
centre interaction. They are asked to, on a scale of one to ten, respond with how
likely they are to recommend the company to family or friends. This feedback
measure provides us a link between the journey the customer experiences and their
own view of that experience.

Fig. 5.7.: This image shows the meta-data brush applied to the agent duration axis where
colour is mapped to the NPS [Ob5c]. You can see that image b) is generally more
green than the other two, and image c) is more red. The journeys don’t vary too
much between a) and b), but c) looks different due to the longer nature of the
calls, and less of them.
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What influences the NPS? We observe that a number of meta-data variables are
strongly correlated with the NPS metric [Ob4c]. Firstly, we look at the total time a
caller spends with an agent. In Figure 5.7 on page 134, we notice that as the meta-
data slider moves along the brushing range, the colour of the RiverState graphic
shifts slightly between image a) and image b) showing an increase in NPS, but after
that point the scores decrease rapidly, shown in image c). This suggests that there is
an optimum amount of time a caller should spend with an agent. Too long and it’s a
waste of time, too short and they don’t feel satisfied or their problem isn’t solved.
This peak point lies between 20 and 40 minutes.

This phenomena is also observable for a number of other meta-data variables. The
wait time has a strong correlation between duration and NPS, though the relationship
is more linear than agent duration. A high number of agent events is also a good
predictor of a low NPS. To see a demonstration of this, please see the accompanying
video.

Quick calls are better calls: We also observe that the later timesteps are less likely
to be favoured positively [Ob5a] . Figure 5.8 shows the flow of calls entering from
the IVR into the queue, and then most speak to an agent. The highest rated transition
of callers end the call immediately after that. The first obviously unhappy transition
is from the their second agent state about to be placed on hold. The RiverState
application highlights scenarios that call centres should try to avoid – by warning of
repeated transitions between agents.

Fig. 5.8.: This figure shows a meta-data filter including only NPS response callers where
the colour is also associated with the NPS score ([Ob5a],[Ob4c],[Ob5c]). You
can see that customers who ended the call in the shortest time frame (i.e. IVR
–> Queue –> Agent –> End) are satisfied with the service (Transition a). Callers
who were placed on hold for the second time are dissatisfied (Transition b).
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5.5 Domain Expert Feedback
We have been collaborating with QPC Ltd., the domain experts in this case since
2014. All of the features we implement are inspired by our discussions with them.

To evaluate the RiverState application, we performed a multi-stage interview study
with three domain experts who provided us with the industry data. We use the same
evaluation method as we used in Chapters 3 & 4 due to its previous success and
to remain consistent with our other evaluations. We are evaluating how effective
these visualisation methods are at producing a valuable insight into the data, and
so our domain experts are the most likely candidates. They already know the
data well, so to discover anything new in the data would be a genuine test of the
visualisation application. A general user study would not inefficient as it would
require comprehensive data training. It would not be sensible to use other, more
simple data as these software features are bespoke to the call centre dataset.

We use the same process as we previously used to complete the evaluation. Through-
out development, we conducted an informal feedback session once during the earlier
stages of development to ensure the software is on the right track. We later perform
a formal feedback session two months before the primary session to collect feedback
and make modifications. During this first session, the main suggested feature im-
provement was to broaden the filtering capabilities. From this, we implemented the
meta-data filtering feature. The first session lasted around an hour and a half, and
the primary feedback session lasted just over two hours. Both sessions were video
recorded and the audio was transcribed in order to analyse the feedback.

We used the same methodology as we used in the previous two chapters to conduct
this domain expert feedback session. We begin by demonstrating the features of the
application to QPC Ltd., then we hand over control of the software to them to use
freely. We collect feedback whilst they are using the application, and guide them to
use each feature. Afterwards, we demonstrate to them some observations we have
made about the software and discuss the implications of these observations.

5.5.1 RiverState
We begin the primary feedback session by explaining the general concepts of the
RiverState application. Expert 2 says “For me the main part we’ve not focused on is
the call end aspect”, pointing at the flow of calls from the call end state to the IVR
state, signifying customers calling back - “I think there’s definitely some stuff there
that we’ve not looked at which could be interesting. Where calls on aggregate build to
unhappiness.” Expert 3 says “Having no call back is a good indication of a resolution
to the call. If the call is resolved straight after talking to an agent, we know that’s good.
But what’s happening to all of these calls over here,” – he gestures to the rest of the
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plot where the resolution is not found. Expert 1 says “The flow works. It helps us look
at where this mass of calls are moving.”

We ask what features in the RiverState stand out to them “I think what’s interesting
is how long it takes for some calls to make it to a conclusion. A larger proportion get
bounced around than they really should as we know that’s not good for their satisfaction
level.” We ask what the software would be useful for – Expert 3 states “It’s a really
good way of showing where journeys complete. To look at the difference between long
and short calls.”

5.5.2 Edge Zoom Feedback
The Experts question the fact that we can’t see later state transitions due to the
low frequencies. We demonstrate the transition edge expansion feature without a
maximum size imposed to show how quickly the plot gets obfuscated. “Looks like
a Jackson Pollock” says Expert 1, noting how confusing the image has become. We
drag the slider down, imposing a new maximum size for the transition axis which
rescales the graphic. “Ahh that’s much better!” Expert 2 claims. “You can see the flow
much better this way and those changing colours are a nice touch.”

We discuss the typical call pattern that appears when you expand the low-frequency
calls. Expert 2 says “So it’s interesting, I guess this is driven by the nature of how you
contact the call centre. You have to go in via the IVR, you need to be routed into a queue
and the aim is to speak to an agent. I guess those are the desired states, so ultimately
everything gravitates towards that – this is a good template of a typical journey.”

5.5.3 Brushing
We continue the demonstration, showing the basic brushing features, starting with
the direct state brushing. “What you’ve got here is good.” Expert 2 says. “[Brushing
the state directly] is a nice way of focusing on specific events and filtering out noise,” he
continues. We expand the agent state out, splitting the agent calls into the agent
departments. “Oh nice. The ability to interact and click into it is really nice,” says
Expert 3. We discuss for a time the value of knowing what department the caller
is speaking to, and the effect that has on customer satisfaction. Expert 2 claims “I
think for me, the flexibility is the key part here. If you can scope down into these agent
events and directly apply a filter to one of those, there’s loads of potential with that.”

“It certainly gives us a view that we haven’t got at the moment.” Says Expert 1.
“Especially with the volume of data this shows. We only work on much smaller volume
of calls.” Expert 3 says “It does give you the power to work with more calls to begin
with and then filter down. We don’t currently have that.”
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We show the meta-data brushing using the sliders by applying a filter to show only
NPS response calls and then smoothly brushing the wait duration meta-data value.
“Nice, that’s good,” says Expert 1. We continue to apply different meta-data filters
and Expert 2 says “These meta-data filters are key to this software. Without them it’s
difficult to look closer at the data. It’s good to be able to choose your own exact window
of data and then see how that might vary from others.” He continues, “it gives you a
lot more options in terms of filtering from what we’ve ever done.” Expert 2 agrees –
“This feels like it’s got a lot more flexibility.”

5.5.4 Details on Demand
As we finish demonstrating the brushing features, Expert 1 states “It would be good
if you could have a tooltip where you hover over the state to see what the values for
it are.” We demonstrate our details on demand feature showing just that. “That’s
useful. I like having the numerical values visible.”

5.5.5 Journey Tracing
They make a number of enquiries about being able to see where calls at a state have
travelled from. Expert 3 states “So we tried a basic Sankey diagram before, but we
couldn’t see very far in the data. like you said, it showed the next or previous steps
but nothing more than that.” We show them the journey tracing feature that we
developed to overcome this issue.

We show some more examples and he continues, “I like how you can maintain the
focus of the rest of the flow, and still see the journey traces. I suppose the same data is
shown then you apply a brush to that point, but this way is more temporary and better
to explore.”

5.5.6 Colour Mapping
We demonstrate our analysis of the NPS score using the colour mapping features,
changing the range of the map to show the subtle differences in the different state
transitions. We highlight a hold state that appears to be the first obviously unhappy
transition. “So this makes sense, this is the second time the caller is placed on hold and
so it is going to be negative for them... I guess this visually reinforces what we knew
about NPS scores reflecting how efficient the service is.” says Expert 2.

Expert 1 says, “Colour is such an important component of these applications. Without
it, we wouldn’t see half the things we wanted to... Subtle differences in the data can be
made clearer.” He continues to say “NPS is the perfect example of this, looking at how
these different transitions affect the NPS is a clear indicator to me that this works.”
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5.5.7 Additional features
“So this is very close to what we’re trying to get to.” Expert 2 claims, “We like the
filtering options, and it would be good to see even more of those.” Expert 1 says “We
would also love to see these filters applied to a journey tracer.” The system would
create more of a focus + context approach to the brushing.

As we conclude the session, Expert 1 summarises by saying “That’s the challenge
of visualisation, there’s so much data you’re trying to pick out a point of interest, or
key moment, or looking for somewhere to drill down into to explore. There are so
many different permutations the visualisation can exist in, there’s no real answer. We
really just want to highlight or pinpoint where large amounts of effort is placed by the
customer which might tip them into having a negative view. This software approaches
this challenge in a really nice way.”

5.6 Chapter Summary
In summary, we present novel application that presents finite state transition data as
a flowing river metaphor. Our case study data contains call records from a large call
centre and using the RiverState application we explore the operations and limitations
of the call centre service whilst looking at the complete customer journey [Ob5] &
[Ob5b]. Adapting the traditional Sankey diagram enables us to look at our industry
dataset in a different way, identify customer behaviour and create an interface with
the meta-data associated with the calls. The initial RiverState data overview can
be filtered by direct state brushing or a comprehensive meta-data brush [Ob5a] &
[Ob5c]. A colour mapping feature enables the user to select a range of meta-data
averages to colour the transitions by. A number of interactive mouse-over features
create an environment whereby the user can explore the customer journey in detail –
tracing the flow of the transition journey throughout the plot, and providing details
on demand to the user [Ob5d].

We evaluate this software using domain expert feedback which demonstrates the
real-world effectiveness of the visual design developed in this chapter. The evalu-
ation explores how the application can be used by industry and how each feature
contributes to their end goal.

This was the final visual analytics application we developed for this PhD thesis. We
began with an overview application that let us see the full dataset in one window,
then moved onto a high dimensional filtering visual analytics application that could
identify trends and patterns in the data. But this final project looked at the data from
the perspective that our industry partners felt to be most interesting. We looked at
the customer experience as opposed to the caller experience. We broke the data
down into events, which enabled us to see the timeline that the customer traversed
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along. This perspective was unique as it let us see what happened within the call
centre. It showed us what the typical customer experience looked like, and using
the colour metrics mapped to the customer feedback score we could see what type
of events displeased customers. Combining this with direct data brushing as well as
meta-data filters, we were able to narrow the scope of callers down to very specific
experiences, and observe the effect of these experiences had on the customer (i.e.
large numbers of transfers - which had a negative impact on the NPS).

We have learned that the modified state transition diagram can provide a powerful
insight into this call centre data. This visualisation gave, in part, an overview of the
data. It provided us with a window into the full dataset, and how the vast majority of
customers navigated through the call centre landscape. We learned about presenting
an overview in Chapter 3, and we implemented some of the knowledge we acquired
from that chapter in this software. We also provided a more in depth brushing and
filtering system which we learned about in Chapter 4. We were able to utilise the
lessons we learned in past implementations of our data analysis software that let us
produce a bespoke application that was truly valuable to our industry partner.

Whilst this is the final visual analytics application we developed, in the next chapter
we discuss a by-product of the development of each of our applications.
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6Spectrum: Colour Maps in Less
than Two Minutes

„A common mistake that people make when
trying to design something completely foolproof
is to underestimate the ingenuity of complete
fools.

— Douglas Adams
Mostly Harmless [Ada93]

Fig. 6.1.: Here are some example images taken from publications that have utilised the
Spectrum library at various stages of its development. The library has been used in
many fields of visualisation. Here we show a) scientific visualisation [Alh+18], b)
information visualisation [Rob+18a], and c) geospatial visualisation [McN+18].

At the beginning of this PhD, during the re-design of the software we presented in
Chapter 3, we realised that our original method of implementing a colour map was
not generalisable to any other use case. We would have been unable to recycle much
of the code in future projects. It was here that we began the development of the
Spectrum library in order to save time in future software development as well as
create a robust method of selecting appropriate colour maps. Over the next three
years, we modified and enhanced this code base resulting in the library presented in
this chapter – which is now used by other PhD students in our research group. The
software is open source and can be downloaded from the following URL:

https://github.com/richardroberts1992/Spectrum

We include this chapter in the thesis as it was a key component in each of our visual
analytics applications. Without this library we would have spent a lot of wasted
time programming specialised colour mapping systems for each of our applications
without any benefit. It has been a shared resources across all of the projects but
instead of discussing it in part during each of the application chapters we have
provided a full documentation of the library in this chapter.
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6.1 Introduction and Motivation
In the business world, time is money. Even in academia, efficiency is a crucial skill
to learn. During the development process of the first visual analytics application we
created for this PhD, we realised that we had not used forethought in the design of
our colour management system. The software we had implemented was designed in
a way that very specialised to our use case, using variable names specific to treemaps,
and call data. The problem with this approach is that expanding or adapting code
that is so specialised is very difficult and time-consuming. We knew that we had a
number of visualisation applications to create in the future, but had not considered
the implications of such closed minded designs.

Whilst developing the treemap software in Chapter 3, we were fortunate enough to
have a feedback session with Ben Shneiderman, the creator of the treemap. It was
in this session that we realised that a number of the design patterns we had chosen
made it very difficult for us to expand or modify any features of the software. This is
a significant lesson learned in software engineering as it resulted in us redeveloping
the mostly complete application from scratch. During the redevelopment a primary
consideration was to write code to be as generalisable as possible - most notably, we
focused on the colour mapping class.

After we finished the treemap application and began our next project in parallel
coordinates, we were able to lift the colour mapping class from the treemap software
and place it in the parallel coordinates project and recycle 100% of the code. Of
course during this project, we added to the class, made it more efficient, implemented
new features and did some refactoring. The most significant change we made was
to convert the class, which at the time consisted of a .cpp and .h file, into just the
header file and to inline the actual code of each function.

This was now the beginning of a very useful library that we were able to share
with other PhD candidates. We continued to use this library in our final visual
analytics application and further improved the functionality of it. We found that our
colleagues were interested in also contributing to the library by pointing out any
bugs they have encountered and making suggestions for new features.

Over the course of this PhD we have saved huge amounts of time implementing and
reimplementing colour mapping systems. This saved time helped us focus more on
the important aspects of the visualisation application by abstracting away from the
implementation of the colour mapping software. Others who have also used this
library have reported that they are able to easily use this library which saves them
time and makes their development more efficient.
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6.1.1 Background
Whilst the selection of a good colour map is a contested subject [ZH16], the imple-
mentation of these colour maps is rarely discussed. When developing both previous
and novel visualisations, the beginning of each project forces the developer to ei-
ther write a colour map manager from scratch or to recycle and modify old code
written for the purpose of a different project. Our colour-map library has been
developed over the past four years, serving as the colour manager for multiple
visualisation projects and has been used by a number of Data Visualisation PhD
students [Rob+18a; Alh+18; McN+18; Rob+16]. See Figure 6.1. We implement a
broad range of features, accommodating for the majority of use cases, and release
the software in the form of an open source C++ header-only library available to the
public.

Abstracting away from the implementation of a colour map manager enables the
developers to focus on other important design decisions, such as the choice of colour
map. We provide default colour maps bundled into the library but accommodate
for the addition of new maps through a simple coding interface. The developer
can switch freely between a selection of colour maps without modifying their own
code by simply updating a static index value associated with the colour manager.
We have implemented this library with simplicity in mind. Our goal is to create a
library that can be included in a project and used in a very short amount of time.
We demonstrate the speed by which this library can be utilised in the accompanying
video – showing the process of importing the library into the project, to extracting
and utilising colour values in under two minutes. To view this tutorial, please see
the attached video or go to:

https://vimeo.com/273322682

6.1.2 Contributions
Our contribution is to provide an open source maturely developed header-only
library that can be used by any C++ developer working with colours. Whilst the
application has been developed for OpenGL, support for hex colour conversion is
included and so can be used for an even wider range of projects. This library is still
being used in a large number of ongoing projects within our department. Our goal
is to provide others with the open source tool who can also benefit from its use.

We choose C++ Qt to develop our visualisation research applications because it en-
ables us to utilise the powerful C++ language alongside the feature-rich framework
of Qt. Qt is fast, cross-platform, open source and well documented. It enables us to
build analytics tools with the visual component of OpenGL quickly and easily. For
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these reasons, we choose to create a C++ library that can easily be used alongside
our chosen framework and save us time in our future projects.

The next section briefly covers related work in the area. The following section
describes the features of the library and demonstrates how it can be used for varying
types of data. We provide code snippets demonstrating how the library works,
examples of the colour map used in practice, and a supplementary tutorial video.
The video demonstrates that the library can be incorporated and used in under two
minutes. After that we provide a link to download the library and conclude the
chapter with future work recommendations.

6.2 Related Work
Colour Map Theory: Silva et al. present a survey of colour usage in visualisation
[Sil+11]. This paper presents an overview of the theory behind colour scales and
the guidelines laid out for the efficient use of colour maps.

Zhou and Hansen also present a survey of colour maps in visualisation [ZH16], with
the intention of it being a reference of colour map choices for readers based on the
data and tasks they may face.

A body of research looks at the common mistakes made in colour mapping, [RT98;
Sil+07; BI07; Pan+15]. The most common mistake when choosing a colour map is
the use of the rainbow map, which looks aesthetically pleasing, but fails to convey
a correct linear scale that the user can accurately perceive. Some research focuses
on how colour maps can be used efficiently [Mac99], by task [Rhe00], or by data
[Hea96]. Even a number of visualisation books discuss colour map theory [Tel14;
Kir16; Rhy16].

Wang et al. create an algorithm that selects appropriate colour maps [Wan+08]
whilst overcoming the challenge of transparency issues in colour mapping. More
colour selection guidelines have also been published since, [Lin+13; Fan+17;
Lee+12]

Meyer and Greenberg also explored the challenges associated with colour blind
individuals [MG88], which was more recently explored by Kuhn et al. [Kuh+08].
Studies on the class intervals have also been completed [Tob73; BP02], which is
largely used on choropleth maps.

The literature covers both univariate mapping [War88], and multivariate mapping
[Mon99]. The scope of the colour map theory research is extensive – looking closely
at many aspects of the colours within the maps. We abstract away from this and
focus on the implementation of mapping colour in a range.
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Fig. 6.2.: This image exemplifies the different classifications of colour map. These colour
maps are taken from ColorBrewer [HB03].

Colour Map Resources: Color Brewer is a popular online resource for selecting
colour maps [BP02; Bre94], where colour map suggestions are made based on the
type of data being presented. More recently, Colorgorical is an online tool that helps
generate new maps which are highly customisable [Gra+17].

Whilst most of this research identifies the theory behind the different types of colour
maps, rarely does the research provide implementation details. Moreland provides
some information on this, but only on the interpolation between colours [Mor09].
This library enables the user to focus on selecting the correct colour map without
having to invest time into the implementation of a software specific colour map
manager. Our library is generalisable for most use cases and can be downloaded
(see section 6.6), and implemented in a matter of minutes.

6.3 Colour Mapping Background
In this section, we discuss the scope of this library and provide an overview of how
different data types have varying requirements when mapping them to colour. We
briefly discuss the theory behind colour maps and what differentiates them, then we
demonstrate the broad spectrum of features implemented in our library.

6.3.1 Colour Map Classifications
The first important distinction to make is between the different types of colour maps.
The most popular academic colour mapping resource, ColorBrewer divides maps
into three different classifications [HB03; Bre94].

Diverging: The diverging colour scheme emphasises two ends of a spectrum with a
middle divider [Bre94]. Two colours diverge from a centre lighter colour value. For
example, this can be used when visualising a divergence from an average, where the
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Fig. 6.3.: This figure shows the difference between an interpolated and non-interpolated
colour map. If the colour map returns an interpolated colour, then a new colour
is generated representing a floating point along the spectrum of the colour map.
A non-interpolated map returns the specific colour class from within the map.

upper colour represents higher than the average, and the lower colour represents
worse than the average. See Figure 6.2 a).

Sequential: This colour classification implies an order to the scale of data that
range from low to high [Bre94]. Low range values are typically mapped to lighter
colours and high range values are mapped to darker colours. Sequential maps can
either be single hue – where one dominant colour is mapped from light to dark (See
Figure 6.2 b)), or multi-hue – where a light colour transitions to a differing dark
colour. See Figure 6.2 c).

Qualitative: This colour map is made up of categorical colours that do not imply
order [Bre94]. The variance in colour hue enables nominal data to be represented
without confusion. See Figure 6.2 d).

6.3.2 Colour Map Operating Modes
Colour maps have two main components; the colour class list and the range values.
Each colour in the map list is known as a ‘class’. In diverging and sequential colour
maps, these classes are ordered using a gradient such that their neighbouring classes
vary slightly in hue or shade. In qualitative colour maps class colours are unrelated
and typically do not resemble any order. The upper and lower range values of a
colour map represent the scale of the data being depicted. When retrieving a colour
from a colour map, there are two operating modes;

Interpolated: When depicting a specific value within the data range of the colour
map, a colour is generated at the precise point along the colour spectrum according
to its value in the range. The correct value is interpolated between the class colours
of the colour map. See Figure 6.3 a).

Non-Interpolated An alternative to the above method is to simply return the class
colour that the value along the range falls into where no interpolation between class
colours is necessary. See Figure 6.3 b).
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6.3.3 Data Types
Data can be broken down into four basic categories; nominal, ordinal, interval,
and ratio [Ste+46]. Our library accommodates for each of these data types and
their different requirements for colour mapping. Depending on what data is being
rendered and the type of colour the developer is interested in accessing, different
library functions should be used to return the values.

Nominal Data Nominal data exists in discrete groups which are independent of one
another. These groups cannot generally be placed into a meaningful order and are
typically identified by a name as opposed to a number. e.g. categories of food. This
datatype is often dealt with according to frequency. We note that a count value of
nominal data becomes ratio data.

Ordinal Data Ordinal data can be sorted, but the distance between groups is un-
specified. e.g. the grading system (A-F).

Interval & Ratio Interval data can be ordered and the distance between the groups
has meaning. Additionally a value of zero is not meaningful. For example, the
measurements Celsius & Fahrenheit – 20 degrees Celsius is not twice as hot as 10
degrees Celsius because the base of zero degrees is not an absence of heat.

Ratio data can be ordered with a meaningful distance between values where a zero
value has meaning and a fraction or ratio can be taken. For example, measurements
of height and distance. One mile is half of two miles, and zero miles is a meaningful
measure.

6.4 Spectrum Outline
We chose to build this open source library as a header-only file so that it can easily
be used by anyone, without any dependencies and complicated build requirements.
Whilst header files have to be compiled at build time, the code base of the library is
lightweight enough for it to have virtually no effect on compilation time. Contained
within the .h file ColourManager are four different classes:

1. ColourManager

2. Colour

3. ColourMap

4. CMList

The colour manager is the primary class with which the user interacts. It performs
the colour calculations and holds a set of default colour maps. The colour class
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simply holds the RGBA values of a colour. It contains functions to help the user
return the desired colour values which are mostly the OpenGL compatible colour
values. The ColourMap class contains a set of colours which form a colour map, and
the CMList is a class that holds a list of colour maps so that the user is able to swap
between colour maps at runtime.

In this section, we explain in more detail the roles of each class and provide some
example code to demonstrate how they work.

6.4.1 Colour
The colour class is a simple container object for colour channel values. Each colour
has a name value which can be used when mapping nominal data. The three class
constructors instantiate the class through different methods. The first has three
arguments, each being the RGB values of the colour, either a float 0.0-1.0 range
or an int 0-255 range. The function automatically calculates which is being used.
The second takes in a string hex value as the argument and the colour is derived
from that. The third constructor is empty so that the developer can manually set the
values later.

1 // Method 1
2 Colour c1 (76 , 196 , 150) ;
3

4 //Method 2
5 Colour c2 ( ‘ ‘#4 cc496 ’ ’ ) ;
6

7 //Method 3
8 Colour c3 () ;
9 c3 . setR (76) ;

10 c3 . setG (196) ;
11 c3 . setB (150) ;

When retrieving the correct values from the colour object, the developer can either
individually retrieve the red, green, and blue colour channels through accessor
functions, or they can return a string of the hex colour value.

1 // Returns channel va lues between 0−255
2 GLint iR = c . ge t In tR () ;
3 GLint iG = c . get IntG () ;
4 GLint iB = c . ge t In tB () ;
5

6 // Returns channel va lues between 0.0−1.0
7 f l o a t fR = c . getR () ;
8 f l o a t rG = c . getG () ;
9 f l o a t fB = c . get () ;

10

11 // Return hex co lour value
12 s td : : s t r i n g hexCol = getHexColour () ;
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The OpenGL colour can now be set using;

1 g lCo lour3 i ( iR , iG , iB ) ;
2 // or
3 g lCo lour3 f ( fR , fG , fB ) ;

If required, the colour class also has an alpha value that can be accessed or set
through similar methods.

6.4.2 Colour Map
The colour map class contains a vector of Colour objects which act as the colour
classes of the map. In order to create a colour map, it is given a name, a classification,
and a list of colours.

The CMClassification is an enum representing the type of colour map being created.
These include Sequential, Diverging, and Qualitative.

1 // This i s an example co lour map c re a t i o n
2 ColourMap redSeq ( " Red Sequent ia l " ) ;
3 redSeq . s e t C l a s s i f i c a t i o n ( CMCla s s i f i c a t i on : : SEQUENTIAL) ;
4 f l o a t DEFAULT_OPACITY=1.0 f
5 redSeq . addColour (255 ,255 ,204 ,DEFAULT_OPACITY) ;
6 redSeq . addColour (255 ,237 ,160 ,DEFAULT_OPACITY) ;
7 redSeq . addColour (254 ,217 ,118 ,DEFAULT_OPACITY) ;
8 redSeq . addColour (254 ,178 ,76 ,DEFAULT_OPACITY) ;
9 redSeq . addColour (253 ,141 ,60 ,DEFAULT_OPACITY) ;

10 redSeq . addColour (252 ,78 ,42 ,DEFAULT_OPACITY) ;
11 redSeq . addColour (227 ,26 ,28 ,DEFAULT_OPACITY) ;
12 redSeq . addColour (189 ,0 ,38 ,DEFAULT_OPACITY) ;
13 redSeq . addColour (128 ,0 ,38 ,DEFAULT_OPACITY) ;

The colours can also be given names when being added to the map.

1 redSeq . addColour (255 ,0 ,0 ,1.0 f , " Red " ) ;

The colours can be accessed in the colour map through square bracket operators by
both the index of the colour or the name of the colour.

1 //By index
2 redSeq [4] ;
3 //By name
4 redSeq [ " Red " ] ;

6.4.3 CMList
The colour map list class is a simple container class that holds all the different colour
maps loaded into the software. Adding a colour map to the list is done through the
addColourMap() function.

1 CMList : : addColourMap ( redSeq ) ;

6.4 Spectrum Outline 149



Returning a subset of the colour maps is done using the CMClassification enum;

1 // Returns the complete l i s t of co lour s
2 s td : : vector<Colour> l i s t
3 = CMList : : getMapList ( ) ;
4

5 // Returns only SEQUENTIAL maps
6 s td : : vector<Colour> l i s t
7 =getMapList ( CMCla s s i f i c a t i on : : SEQUENTIAL) ;

Using the returned list, the developer can select their desired colour map and set it
as the current map in the ColourManager class.

6.4.4 ColourManager
This is the main class of the Spectrum library. It contains the currently selected
colour map and handles the responsibility surrounding the colour return values.
Five functions return colour values for various use cases. Figure 6.4 describes the
function purpose according to the data type being displayed. Each of these functions
returns a Colour object. These functions are;

1. getClassColour(float val) – Returns the closest colour ‘class’ in the current
colour list.

2. getInterpolatedColour(float val) – Returns the interpolated colour between the
‘class’ colour list.

3. getColourFromSeed(int seed) – Returns a random colour based off the seed
value argument. This seed value ensures that the same colour can be recreated
at any time in the future.

Fig. 6.4.: This image shows the different data types and their relationship to each library
feature the developer may want to use.
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4. getColourFromIndex(int index) – Returns the class colour based on the index
in the current colour map.

5. getColourFromName(std::string name) – Returns the colour in the current
colour map with the same name as the function argument. If no match is
found, a black colour is returned with the name ‘NoColour’.

Flipping the bool value InvertColourMapFlag() will reverse the current colour map
order, and the function returnRandomColourMap(int seed, int listSize) returns a
brand new qualitative colour map that can then be added to the CMList. In this
function, the seed value ensures the colour map can be replicated at any point in
the future, and the listSize function argument determines the class size within the
colour map.

6.5 Spectrum: Examples in Practice
In this section, we demonstrate how to use the Spectrum library using example
code. Installation of the library is simple and requires no compilation. The developer
simply adds the .h file to their project and includes the file in their rendering classes.
The supplementary video demonstrates using the Spectrum library in only two
minutes.

6.5.1 Basic Use
The first step is to initialise the colour manager in the main function – Colour-
Manager::Init_ColourManager();. This sets up the colour lists and loads them into
memory. It is important to remember to include the header in each file the library is
used in.

1 #inc lude " colourmanager . h "
2

3 i n t main( i n t argc , char * argv [ ] )
4 {
5 ColourManager : : Init_ColourManager () ;
6 QAppl icat ion a( argc , argv ) ;
7 MainWindow w;
8 w. showMaximized () ;
9 re turn a . exec () ;

10 }

Once the setup is complete, the developer can instantiate a ColourManager object
using an upper and lower range for the map. Throughout the lifetime of the object,
the ranges can be adjusted using accessor functions.

1 f l o a t lowerRange = 0;
2 f l o a t upperRange = 100;
3 ColourManager manager ( lowerRange , upperRange ) ;

6.5 Spectrum: Examples in Practice 151



When returning a colour value, the developer can choose from a selection of func-
tions, depending on their data and requirements. In this example, we choose the
interpolated colour value.

1 f l o a t va l = 27.0 f ;
2 Colour c = manager . ge t In t e rpo la t edCo lour ( va l ) ;

This Colour object ‘c’ now contains the interpolated colour between the upper and
lower range of the colour map.

This demonstrates the complete pipeline of the Spectrum Library. In order to make
this software valuable to developers, it needs to save time in development. Every
aspect of the implementation ensures that the most work is done with the smallest
amount of code, with the quickest setup. We demonstrate the speed at which the
library can be used in under two minutes.

6.5.2 Changing Current Colour Map
The developer can select the desired colour map using the functions outlined in
section 6.4.3. Once the correct colour map has been chosen, it can be selected as the
current map in a number of different ways:

1

2 // Get the f i r s t d ive rg ing co lour map .
3 ColourMap M = CMList : : getMapList ( CMCla s s i f i c a t i on : : DIVERGING) [0] ;
4

5 // D i r e c t l y from a colour map
6 ColourManager : : setCurrentColourMap (M) ;
7

8 //Or through changing the index value
9 ColourManager : : setColourMapIndex (M. get Index () ) ;

The map can be changed at any time – whereby every instance of a ColourManager
class will use the same colour map. This universal map prevents confusion with
duplicated instances of different colour schemes across the developer’s code base.

6.5.3 Adding Colours
The Spectrum library is pre-bundled with a range of different colour maps. These can
easily be removed or supplemented by modifying the ColourManager::Init_ColourManager()
function. The function requires at least one colour map to be added, and then se-
tupIndexesInList() to be called at the end of the function to assign index values to
each map in the list.

1 Ini t_ColourManager () {
2 //Add colour
3 ColourMap redBlue ;
4 redBlue . setMapName( " Red to Blue " ) ;
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5 redBlue . s e t C l a s s i f i c a t i o n (DIVERGING) ;
6 redBlue . addColour (165 ,0 ,38 ,1.0 f ) ;
7 redBlue . addColour (215 ,48 ,39 ,1.0 f ) ;
8 redBlue . addColour (244 ,109 ,67 ,1.0 f ) ;
9 redBlue . addColour (253 ,174 ,97 ,1.0 f ) ;

10 redBlue . addColour (254 ,224 ,144 ,1.0 f ) ;
11 redBlue . addColour (255 ,255 ,191 ,1.0 f ) ;
12 redBlue . addColour (224 ,243 ,248 ,1.0 f ) ;
13 redBlue . addColour (171 ,217 ,233 ,1.0 f ) ;
14 redBlue . addColour (116 ,173 ,209 ,1.0 f ) ;
15 redBlue . addColour (69 ,117 ,180 ,1.0 f ) ;
16 redBlue . addColour (49 ,54 ,149 ,1.0 f ) ;
17 ColourMapList ( ) . addColourMap ( redBlue ) ;
18

19 //Add as many co lour s as requ i red . . .
20

21 // Setup the co lour l i s t indexes .
22 ColourMapList ( ) . s e t u p I n d e x e s I n L i s t ( ) ;
23 }

These colour maps are compiled and added to the CMList once ColourManager::Init_ColourManager()
is called. This function is called as early as possible in the program to ensure the
map list is set up before accessing the ColourManager.

In Figure 6.1, we show three published papers which utilise past implementations of
the Spectrum Library. Image a) demonstrates a novel visualisation of lipid-protein
interaction [Alh+18]. Image b) presents a parallel coordinates plot of call centre
interaction data where the colour can be mapped to any of the axis values [Rob+18a].
Image c) shows a choropleth map where colour depicts value accumulation of area
amalgamation [McN+18].

6.6 Downloading Spectrum
The open source Spectrum library can be downloaded from github:

https://github.com/richardroberts1992/Spectrum

The use of Spectrum simply requires the developer to add the ColourManager.h file
to their project. A test program is available within the project which exemplifies
different use cases of the software. It should be noted that this library is imple-
mented as a singleton, and should be used carefully to avoid memory leaks. The
license allows free use of the library to use, copy, modify, merge, publish, distribute,
sublicense, and/or sell copies of the software, and to permit persons to whom the
software is furnished to do so (MIT License).
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6.7 Chapter Summary
We develop an open source library that can be used by any C++ developer to
quickly build visual applications whilst abstracting away from the implementation
of a colour map manager. We provide clear documentation for its use and a video
demonstration to showcase the speed and ease by which the library can be used.

Whilst the code is not complex or unique, the design makes its application universal
to most fields of visualisation and so can be used to get projects quickly up and
running without additional man-hours wasted on implementing the same function-
ality over and over across different projects. The Spectrum library has been used
by a number of PhD candidates in our visualisation research team, who have found
the code to be a valuable resource in their research and software development. We
have packaged and documented this library so that others may also benefit from its
features and ease of use.

In the future we aim to improve the features of the Spectrum library, incorporating
class intervals of differing sizes so that the developer is able to depict customised
ranges of data – similar to colour gradient tools used in graphics applications such
as Photoshop. We will continue work on ensuring the thread-safe nature of the
singleton implementation of the library. We also plan to implement features that
allow loading input files of colour values to create new colour maps and to get
feedback from the library’s users to incorporate their ideas for new features.
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7Conclusion

„I love deadlines. I love the whooshing noise they
make as they go by.

— Douglas Adams
(The Salmon of Doubt [Ada02])

As we conclude this thesis, we would like to reflect on two core aspects of the
PhD experience. Firstly, we provide an in-depth evaluation of the experience of
collaborating with an industry partner. We have learned a lot from our relationship
with QPC Ltd., and we want to explore further into the mindset of the two parties
involved in the collaboration. We conduct interviews with both our industry partners
as well as others who have worked in similar situations and evaluate the collaborative
relationship.

Secondly, we discuss this PhD project, and evaluate our work and discuss what we
have learned from the experience. We look at our methodology and discuss what
we may have done differently if were to repeat the research and talk about what
aspects of the research we think were positive. We finish by discussing the future
work - how the project could be continued by other researchers and what areas we
think may be promising.

7.1 Industry Collaboration Conclusion
Over the course of our collaboration project with QPC Ltd. we have faced many
challenges and opportunities. We felt that it would be beneficial to future collabo-
rators if we were to document our experience and provide a detailed overview of
the relationship using interview studies from both people in industry and academia.
We make recommendations for any party exploring a relationship of this nature,
and provide a realistic overview of expectations from both industry and academia.
This section of the chapter is based on a publication that appeared at the Interna-
tional Conference on Computer Vision, Imaging and Computer Graphics Theory and
Applications (IVAPP) 2018 conference in Madeira [Rob+18b].

7.1.1 Introduction to Collaboration
Imagine two organisations. Each has an input, and each has an output. Both require
financial capital as an input, but their outputs are not the same. The first organisation

155



outputs a product or service; neatly polished and saleable. The second organisation
outputs knowledge; packaged in the form of a written document or an educated
person. The nature of knowledge is such that it isn’t ever really complete - just
further developed, whereas saleable products should be final and complete. The
juxtaposition between the two organisations is so evident that it seems difficult to
imagine a symbiotic relationship developing between the two.

Despite the duality between the university and industry operational processes,
relationships are often formed between the groups. In order to maximise the
potential of these relationships, each organisation must consider how the relationship
can be of mutual benefit to for both parties by considering some questions; What
do I expect to receive from this relationship? What do I expect to provide in this
relationship? What are the deliverables of my project? What are the deliverables of
their project?

Depending on the subject field, the two groups have varying degrees of shared
interests. For example, the field of oncology is almost entirely research based
[Joh+03], where the difference between the industrial component and academic
component is minimal, relationship challenges remain [Sto05]. However, as we
stray away from charitable organisations and medical groups and move towards the
business-oriented industries we see a shift in motivation. No longer are the scientific
breakthroughs mutually beneficial to both parties, but instead a dichotomy appears
whereby a business intends to utilise the partnership for financial reward, and the
academic partner desires to produce publishable research. This is not necessarily
incompatible, but the scope and expected output of each party should be thoroughly
discussed before entering into the partnership.

We have worked with our industry partner since 2013 and have mutually learned a
lot from one another. Whilst we would describe our working relationship as positive,
we have found that expectations of each project rarely line up perfectly.

In this section, we explore how the knowledge transfer between the two parties
benefits each side. We identify where businesses can learn from data visualisation
practices as well as describe the value of working with industry has provided us. We
examine the nature of this relationship in the field of data visualisation and perform
an interview study with our industry partner and others to explore both sides of the
scenario. The result is a set of recommendations both parties should consider when
initiating an academic-industry relationship.

In the next section, we cover related work in this topic, followed by our analysis of
the dichotomy of interest within university/industry collaboration. Then we present
some informal interview studies from both our industry partners and small business
owners who are at varying stages of university collaboration. We conclude with an
evaluation and recommendations for any party considering a collaboration.
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7.1.2 Background
The study of this unique relationship spans almost all of the academic disciplines.
Due to the nature of these studies, the viewpoint is often from the perspective of the
university and not the industry partner. Each study focuses on a slightly different
facet of the relationship, ranging from motivations and benefits to the introduction
of a third party – the government.

Ankrah and AL-Tabbaa present a systematic review of the literature surrounding
this field [AO15]. Showing the top three publication venues to be ‘Research Policy’,
‘Technovation’, and ‘R&D Management’. The survey contained 109 articles from all
areas of academic collaboration with industry.

Appropriately, a sizeable amount of the university and industry research focuses on
the benefits of their collaboration. De Fuentes and Dutrènit examine the long-term
benefits of these relationships [DFD12]. The research addressed three primary
questions, why do universities collaborate with industry? What are the main types
of knowledge transferred? And what are the benefits of the collaboration? In this
example the industry viewpoint is focused on, addressing the benefits to companies
working with a university. Chan and Anderson explore the benefits to academic
students when collaborating in what they describe as ‘Action Learning’ [CA94], the
paper concludes by stating that the union of the two groups provide students with
an excellent opportunity to experience ‘real world’ business interactions first hand.
The motivation behind the relationship has also been studied [DP11].

Fujisue explores the transfer of knowledge from academia to industry within a col-
laborative relationship [Fuj98]. This transfer of knowledge is crucial as it contributes
to the businesses inputs to be converted into profit [FS75].

Whilst these research papers broadly explore the nature of university-industry col-
laboration, this work focuses specifically on visualisation research in academia along
with the strengths and weaknesses of such a relationship. It also examines a very
specific relationship - that of Swansea University with QPC Ltd.

In Ben Shneiderman’s book ‘The new ABCs of Research’ he encourages the pursuit
of real solutions to real-world problems [Shn16]. He highlights the double value
that a real-world solution brings to both academia and industry or civic organisation.
Shneiderman highlights that the selection of a project with actionable problems
triggers great research.

A panel discussion addressing the themes of industry and academic partnerships
took place at an event called "Uncertainty Management & Uncertainty Quantification
for Industry" in 2017. At the panel, a range of barriers was discussed that prevent
academic contributions from eventually impacting real-world applications. Some of
the factors include cost, knowledge of customer demand, engineering knowledge,
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Fig. 7.1.: This figure shows the simplified process of business. Internally money is invested
in many things such as R&D or marketing, but ultimately profits should be made
on investments through the sale of products. Profits are either saved for liquidity,
re-invested in the company, or paid to shareholders (In the case of a public limited
company).

time, computing resources, data validation and uncertainty, results and interpreta-
tion. Also presented was a phenomenon we call, "The Software Development Death
Cycle" which describes the fate of 99.9% of research prototype software at the end
of a PhD degree [RSL17].

7.1.3 A Tale of Two Visions
Consider again those two organisations. Identifying the standardised processes
of inputs and outputs in these organisations is necessary to create the model for
collaboration. First, we will look at each organisation individually and then attempt
to merge the two processes and create a symbiotic model where each organisation
contributes and benefits from the relationship.

First, we look at the industry organisation. Businesses operate in a state of produc-
tion, whereby profit is generated from the creation of a product or service. Most of
this profit is then reinvested into the business to grow and expand the business. See
Figure 7.1.

This simplified model shows the generated profits reinvested into the company. Some
of the capital will contribute towards research and development or investment in
new infrastructure, and some may be used to pay the shareholders dividends to
encourage retention of their investors. A significant proportion of it, however in
some way contributes as input back into the business.
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Fig. 7.2.: This figure shows the academic process model for data visualisation. Unlike industry,
it cannot utilise its outputs as inputs. The larger organisation makes money from
education, however academic research typically requires external funding to operate.
The outputs of educated people and publishable research cannot be directly reinvested
in the organisation.

The academic model looks quite different. Specifically, in the field of visualisation,
the inputs required are both capital to fund research and access to interesting
data. The generated outputs for this model centre around knowledge, either as an
education student or as a published research paper. See Figure 7.2.

The standard method of merging these models in collaboration is for the industry
partner to provide funding as well as data to the university generate research around
a topic. In return, the university should provide something of value to the industry
partner. See Figure 7.3. However, it is rare for industry funding alone to be sufficient
to cover all costs of collaboration. A third party funding body is usually required to
provide a large proportion of the capital.

The method in Figure 7.3 on page 160 utilises the outputs of the industrial partner as
well as in the inputs of the academic partner. Third party funding is often necessary
to create the collaboration as industry partners are sometimes reluctant to invest
large amounts of money in something considered experimental or risky. Notice the
outputs of the academia model are incompatible with the inputs of the industry
model. A big question mark remains over what contributions can be made to industry.
How is this gap in the utility workflow filled?
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7.1.3.1. A Case for Collaboration in Visualisation

In this section, we address how exactly visualisation research is capable of providing
unique value to a business. The gap in the utility workflow is best solved by
addressing data challenges that the industry partner faces.

If we look at the strengths and weaknesses of both the software development industry
and academia in visualisation, the former is structured to create software that is
saleable. Their staff posses generalised development skills, with the intention to
create a well-built and durable piece of software. Visualisation research operates
with more experimentation in mind, often utilising quicker development lifecycles
that enable visualisation ideas to come to fruition quickly. Moreover, the academic
researcher has the knowledge specialisation to know what visualisation methods are
available and which suit the industry partner’s data.

The value of visualisation centres around the idea of visual data interpretation
[Wij05]. It is not possible for a human to read and understand a large dataset.
Even reducing the data down into statistics and reports limits the audience ability
to interpret results. Visualising the data in the right way opens up interpretation to
a broader audience as well as simplifies the important aspects so that analysis can
explore and better understand the data. There is an inherent value locked up within
real-world datasets, but the knowledge required to unlock that value is rarely held.
This is where academic research can help industry partners in their data challenges.
Both through the transfer of knowledge from academia to industry, but also in the
creation of visual designs explicitly tailored to the datasets provided by industry.

Fig. 7.3.: This figure demonstrates the union of both organisations in a symbiotic relationship.
Third party funding is typically necessary to encourage such collaboration.
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This skill is not widely taught and so industry staff members are generally limited in
their ability to attempt visualising complex data without the university support.

Whilst we have established that the academic field of visualisation offers unique
value through knowledge and ability to unlock value in large datasets, it is still
unclear what deliverables are beneficial to the industry partner. Whilst the transfer
of information to industry is useful, it may not adequately compensate the cost of
funding a research position. Typically visualisation research involves the creation
of new software that facilitates the analysis of data. If designed for the use case of
industry analysis, then the software could be handed over to the industry partner
as part of the deliverable. However, research software is unlikely to be saleable. A
company would find it difficult to profit directly from the software itself, but instead
take advantage of the insights from using the software.

These new insights into industry datasets hold a unique value. Companies often
employ teams of analysis to discover features in datasets or even validate theories
they may have about the data. Visualisation offers the ability to discover and explore
very large datasets whereby the output can be interpreted by staff members beyond
just analysts. Therefore we propose that the most significant contribution to industry
is the outsourcing of information exploration.

7.1.3.2. Dichotomy of Interest in Visualisation

Whilst there is a significant case for collaboration among academia and industry,
there are many cases where the interest of the two organisations diverges. We do not
consider these to be ‘deal breakers’, but we do recommend that they are considered
and discussed before entering into a collaboration effort.

PhD Research is Niche If the university funding is used to employ a PhD candidate
in the research, the goals of that student are mostly fixed around the proposed topic.
The researcher will spend long periods of time working on many similar projects
in order to complete their studies. This can result in less interest from industry
partners.

Visualisation Research Has to be Novel The development of unique visualisation
methods may sound appealing to industry partners. However, some data challenges
may best be addressed using already existing visualisation methods or off-the-shelf
tools. Whilst there is scope for research visualising new data with old methods,
it is not the most desired form of output from the perspective of the university.
Developing new visualisation techniques and interactions can improve the output of
analysis, but the time/reward ratio for industry may be unfavourable.
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Research Has Necessary Outputs An absolute requirement of academic research
is the publication of research. The writing of a publishable research paper is a
long process of uncertain duration. Rejected papers may take years to be published
which can be off-putting to potential industry partners who gain very little from
being associated with a high-quality publication. A serious challenge also arises if
visualisations of the industry data cannot be published for data protection reasons.

Pressure of Profits Businesses operate with the absolute requirement to make a
profit. Academia does not operate under the same conditions and so the work
requirements place less emphasis on reducing project overheads. Less creative
freedom is allowed within business software development to streamline the creation
process.

In the next section, we discuss a range of informed opinions from individuals within
industry who seek collaboration with academia and also the views of academics
seeking partnerships with industry to further their research.

7.1.4 Interview Study
In order to fully evaluate the collaboration sentiments, we performed a number of
interviews with both academics and industry. During a business technology confer-
ence [Inn17] we talked to small business owners about collaboration opportunities
and collected their thoughts and feelings on working alongside a university for their
research. We also interviewed our industry partners to evaluate their experience of
collaborating with us.

Additionally, we discuss industry collaboration with other academics who have
engaged in relationships of this nature so that we can explore both the visions of
both organisations.

7.1.4.1. Industry

Digital Conference Over the duration of the Digital Festival we talked with many
people from different backgrounds about the relationships between businesses and
computer science academia.

We note that so much of the initial relationship between academics and industry is
focused around writing grant bids. It appears that universities have more experience
in writing these bids and so they potentially have more bargaining power in the
negotiations of the relationship. Third party funding is essential for relationships
with SMEs (Small-Medium Enterprise) as these projects are seen as unexplored and
a potential risk.
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One technology business owner discussed with us the reasons he has previously
engaged in a university collaboration - “We realised that universities have invested a
lot of money is R&D which has become more advanced than what’s available in industry.
They have this deep well of knowledge that we can access, and we’re looking to convert
that into saleable products”.

Throughout the conference, we demonstrated the utility of data visualisation at our
exhibition stand. A business employee was interested in the concept and spoke about
how they needed their software to be more comprehensive in its analysis, “We want
to be able to visualise our data so that we can monetise its output. Our software is
really good, but it lacks that visual component”. Showing the demand for visualisation
but the lack of availability for third-party funding may be preventing a number of
these relationships from forming.

Whilst businesses were very keen to instigate a collaboration, their interest was
either in the knowledge and insight a university can offer or simply cheap manual
labour of software development. The latter being incompatible with the output
of academia. The former is certainly possible, but the university would still have
academic obligations such as paper publication. The company would need to provide
an outlet for that, e.g. supply interesting data.

Alternatively, the output of academia is a contribution towards the product. In most
cases in the visualisation world, this would be in the form of a visualisation design
or even the visualisation research software handed over as a deliverable. This can
be the perfect outcome for both organisations, but intellectual property rights need
to be discussed first. During our conversations at the conference, some people raised
IP as a potential issue with starting a collaboration.

Industry Partner Interview We have been collaborating with QPC Ltd. since 2014.
During this time we have engaged in a two-way knowledge transfer, spending time
learning about the operations of the other party and then developing visualisation
software that utilises their data. We instigated our relationship through an Innovate
UK funding opportunity and continued our relationship using the KESSII PhD funding
scheme.

We interviewed the key collaborators in QPC Ltd. to explore their experience in
partnering with us. The central theme was the funding opportunity that brought us
together - “So any commercial business has to have one eye on its cost, and then how
do you invest that money wisely? What grants and funding opportunities are available
that would create opportunities we wouldn’t normally have?” We asked them about
the benefits of funding. “What funding with this type of relationship offers is the ability
to finance and create something new that we would normally have the opportunity to
do - the best example is where we are today.”.
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We ask what academic collaboration offers to industry - “Our focus is 100% on things
that we can build to sell. We can’t really focus on anything outside of that. With you
guys, you have the ability to step back and experiment to create something different
which is actually where the real growth comes from in any business.” – Reinforcing
our ideas about academic, creative freedom. They go on with; “So in R&D, it’s
the research part of the development we just don’t have the time to do because of the
numerous deadlines imposed upon us.”.

Another benefit this collaboration offers is a fresh perspective on insights - “It was
also good to have you guys look our data with a fresh set of eyes. We didn’t want to
guide you too much in the early stages because we wanted to see what insights you
would make without our biases of what we already know.”. They continued; “The
visualisations you make always explore different avenues to the ones we make.”

We then ask specifically what we have been able to contribute over the project
duration. “When we first set up with you guys, we found it to be very competitive. We
wanted to keep pace with what you were teaching us. Knowledge transfer was huge!
There was so much we didn’t know and so we tried to just absorb as much information
as we could... It was useful to have you guys to provide validation for our visualisation
work to show that we’ve actually done something unique, and then we could provide
validation for your visualisation work to show that it has a real-world application.” .

Whilst our collaboration has been successful, we ask about the challenges they have
experienced during the relationship - “I think there’s a bit learning curve for both
parties in this. I think it took longer than we both expected to complete that knowledge
transfer. I felt that by the time it was complete, the Innovate UK project was almost over.
Which is why the KESSII funding was so great for us so we could start a new project
without the learning curve we previously had.” reiterating the value of third-party
funding.

When asked what advice they would give to companies starting a collaborative
relationship with a university they claimed - “The values and objectives of both entities
are very different, they do conflict in a way. And that’s something that needs to be
discussed and brought into alignment by compromise on both sides.”

One of the interviewees summarised the collaborative experience by stating “It offered
us as a small company a way of complimenting our current skill set with resources we
probably wouldn’t have been able to afford at any other time.”

7.1.4.2. Academia

In this section, we discuss our personal views on academia-industry collaboration
in visualisation, as well as perform interviews with staff members responsible for
developing collaborative relationships with industry.
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From the perspective of academia, collaboration efforts are usually for the purpose of
furthering research. In our discussion with a university staff member whose role is to
encourage the development of these relationships, they emphasise that philanthropic
motivations from either organisation are rare. An academic is unlikely to engage in a
collaboration project that demands complete focus on the business product without
any opportunity for publishable research. Engaging in a knowledge transfer program
from academia to industry also may not benefit the university. Conversely, a business
who invests in collaboration where they are unable to utilise any of the research is
also not likely to benefit.

When asked why they thought that university collaboration still appealed to busi-
nesses, they claimed that it came down to creative freedom to explore potential
solutions to problems. In business, time is considered money, which means that any
time spent not working on a direct solution is often considered wasted. They are
not allowed the freedom to explore new ideas as it seen as a risk whereby money
will ultimately be lost if the research is unfruitful. This is where academic research
becomes appealing but also explains the reluctance to invest large amounts of their
own money into the project as it might not produce the output they desire.

“Industry is rife with rules and regulations, they are very limited in their creative
processes. However, they can outsource their thinking time, buying a creative research
outlet.” states the university collaboration staff. “The reason industry moves to
academia is that sometimes they want the credibility of their knowledge. It comes with
the validation of peer review.”

Whilst talking to some of the staff members at the university who are collaborat-
ing with industry we noticed a trend in some of the stories. A number of these
relationships attempt to force an unbalanced of workload on one party. We were
told stories of companies requesting more time to be invested in generic software
development projects that cannot further academic research; where companies see
the collaboration as a cheap source of labour. These stories were told as a warning
to clearly define the boundaries of the project requirements before entering into a
collaboration.

Primarily, visualisation research offers valuable and unique insights into data. The
approach used often looks at the data from a different angle to that of a standard
data analyst due to these creative freedoms allowed in research. These insights are
a valuable deliverable for a collaborative project.

7.1.5 Collaboration Evaluation & Conclusion
After spending time talking to individuals who are exploring the potential for new
relationships to either further their business or to further academic research, we
see that the dichotomy of interests is not insurmountable. In fact, a collaborative
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relationship can be extremely beneficial to both parties through knowledge transfers,
data insights, and novel research opportunities.

Below we summarise the primary arguments for collaboration and outline a number
of recommendations to potential collaborators based on our experiences as well as
the experiences of our interviewees.

Visualisation Collaboration Evaluation: Creating a symbiotic relationship between
a business and academic visualisation research organisation can produce great value
for both parties. The academic institution is provided with an opportunity to explore
new and interesting datasets that would typically be unavailable to them. Using
these datasets, new visualisation methods can be devised to explore and unlock the
value held within the data and publish the results. The collaboration opportunity
provides the research organisation with a funding platform to conduct their research
as well as a real-world dataset to apply their skills to. Ben Schneiderman explains
this “Choosing actionable problems triggers great research. Working on real-world
problems with real data can lead to real solutions and enable theory validation in living
laboratories.” [Shn16].

The business is provided with an opportunity to develop visual data analysis tools
without the creative restraint that corporate operations typically impose. More
risks can be taken in the research and so the potential for unique and valuable
output is increased. The business will have access to the specialised knowledge
that the university holds which can be utilised in their own development processes.
Additionally, the publishable research the university creates should contain valuable
insights into the businesses datasets.

Because the process is still seen as a risk, third-party funding is usually a requirement,
especially for SMEs who may not be able to fund external research entirely by
themselves. From the informal interviews conducted with small business owners
and staff members, we established that government financial support is a necessity
for the development of small businesses. The future of the UK is uncertain, but
we sincerely hope that this vital funding remains available to small businesses and
universities in the United Kingdom as it leaves the European Union.

7.1.5.0.1. Recommendations for collaboration Below we make a series of recom-
mendations for entities planning to engage in academic-industry collaboration;

1. Discuss what contributions each party might bring to the collaboration.

2. Discuss what personal requirements each party has for the project. i.e. pub-
lished papers or saleable software.

3. Discuss what each party wishes to gain from their collaboration partner. i.e.
knowledge transfer, access to data.
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4. Firmly establish expected outputs for the collaboration project as well as
the deliverables from each party, placing emphasis on the deliverable from
academia to industry.

Whilst simple, this process helps prevent either organisation entering the collabo-
ration with any misconceptions as to the requirements of the project. A common
theme among the interviews was a propensity to change requirements or modify
deliverables of the other party over the lifetime the project. This system ensures that
expectations are managed correctly.

In this chapter, we have attested the potential for collaboration between academia
and industry. Although the two organisations might not align perfectly all the
time, we believe that there is much potential for valuable research and business
development. We are grateful for the opportunity to work alongside our industry
partner QPC Ltd. and for their contributions towards our continuing research.

These relationships are valuable because we believe it is vital that we implement the
knowledge we develop in the real world. Without it our visualisation research has
less meaning, living only as words on an unread document in some digital library.
We also benefit from experiencing how industry operates in the real world, learning
about their differing requirements and processes - which helps us align our creative
development to maximise utility in the real world scenarios. The future of this
collaborative relationship is uncertain within the UK. As EU funding dries up, both
industry and academia could suffer from having this tie cut - especially the small,
developing businesses who might one day become major contributors to the UK
economy.

7.2 Research Conclusion
This section reflects on our performed research, reflecting on each chapter and
evaluating the research methodology used throughout. We also break down the
future direction we think this field of research might follow, and conclude this
thesis.

7.2.1 Project Contributions and Reflection
In this section we discuss each of the main chapters of our thesis, evaluate our con-
tributions and reflect on what worked well, and what we may have done differently.
Each chapter has different goals which stem from the results of the previous study.
Here we condense the narrative of the full thesis into a few paragraphs.

Chapter 2 - Literature Review Throughout this thesis, we have visually explored
large databases of call centre interactions which were provided to us by our industry
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partner. The literature review in Chapter 2 analyses the complete field of business
data visualisation and classifies each paper into a helpful taxonomy. The chapter
is based off our survey paper that was published in the MDPI Information journal
[RL18]. Whilst conducting this work, we observed that previous publications would
often take a heavy focus on visualisation methods, and reduce their discussion on the
industrial impact. As we began our collaboration effort, we decided that we wanted
to develop visualisation and interaction methods that benefited our industry partner,
not just utilised their data to create visually appealing graphs. Working closely with
QPC Ltd. became a top priority, with the goal to contribute powerful visual analytics
applications that solved real-world data problems. From our analysis, we found
a limited selection of visualisations used to depict business data. More advanced
methods were seldom used, and when they were, they lacked the real-world focus of
industry collaboration. We looked at instances of the treemap being used to present
business data and found that there could be some useful features of the visual design
that we could utilise in a unique way.

Chapter 3 - Treemaps Our collaboration has produced three custom-made visual
analytics applications that each contribute unique features and interaction. In
Chapter 3 we created our first visual analytics software. The treemap application
follows Shneiderman’s Visual Information-Seeking Mantra [Shn96], which presents
an overview of 24 hours of call centre data and then provides smooth zooming
interaction methods to narrow the scope of the data and filtering options using focus
+ context methods. This research is based on a publication that was published and
presented at the STAG2016 conference in Genova, Italy [Rob+16].

It was during the development process of this project that we were able to collect
feedback from Ben Shneiderman which resulted in a drastic re-design of the appli-
cation. The reason for this was that our code foundation made it very difficult to
implement new features or tweak existing features in a way for which they were
not originally intended. We learned a valuable lesson about software engineering,
and planning code to be generalisable. From this point, we invested more time
into ensuring that our code was designed correctly - not hard-coding the features
before they are finalised. This lesson was even more valuable to learn in a research
environment as certain features are more likely to change drastically without prior
planning.

The changes made in the redesign mostly related to usability. It was helpful to
re-focus on creating an application for our industry partners. We re-implemented
the filtering system that used to be ambiguously designed and bug ridden. The new
design simplified the implementation, using a dual-ended slider instead of a custom
widget to apply a filter; however, this was far more effective at providing the same
feature. We learned not to overcomplicate the user interface so that new users would
not become overwhelmed. Shneiderman’s feedback emphasised the point that we
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are developing for real users on real data, not just to create some screenshots to
put in an academic paper. The practicality of the software really mattered. Our
contributions included the development of a unique use of the treemap to present
time-based event data, combined with a smooth zoom and pan animation that
helped navigation of a large dataset from a 24-hour overview down to a call level.

However, an element of our re-implementation was to directly interface with QPC
Ltd. database using SQL. A number of weeks were invested in developing a well-
designed SQL interface for use in our applications. However, we found that for the
purposes of our software, there were no benefits to using this system. QPC Ltd.
was unable to make full use of this feature as their SQL databases are modified
so frequently that our system would quickly become incompatible. This was only
realised at the end of the development process which means that this software is the
least likely to be used as it requires setting up an old version of their database. For
subsequent applications, we simply loaded raw data files in with a specific format to
them.

In the post-evaluation meeting, we discussed the next project and how we should
address our requirements. Ultimately, we wanted to implement a pattern discovery
application that displays more data than we previously showed. We also wanted it to
be more generalisable to the dataset, not hard-coding specific features to certain data
attributes. We settled on the parallel coordinates as it satisfied these requirements -
and so we were able to design a rough outline as to what the PCP software would
look like, and some of the features it would have.

Chapter 4 - Parallel Coordiantes In the second visual analytics system, we created
a parallel coordinates plot that included a pattern discovery tool and sketch-based
brushing features (Chapter 4). This application was not limited to 24 hours of data
like the previous software and could identify subsets of unhappy callers and the
nature of their interactions. This chapter is based on our TVCG publication in 2018
[Rob+18a].

In this chapter, we brought forward the ideas learned in the previous chapter;
developing user-centric visualisation applications that are not overly complex but
tailor the feature set towards the niche data. Our main contributions involved the
development of a unique sketch-based interaction that let the user define their own
brush pattern on a parallel coordinates plot and then easily modify the pattern in
order to extract specific subsets of the larger dataset without having to write long
and complicated SQL queries. These data subsets are instantly visualised, resulting in
a powerful exploration and pattern discovery tool. We were given a more extensive
and more comprehensive database to work within this project, and so we were able
to explore customer feedback scores which provided valuable insight to QPC Ltd.
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Other contributions involved the development of new features that helped deal
with overplotting due to vast amounts of data. We developed automated brushing
features to help new users reduce the data without removing the data trends. We
created guiding glyphs that helped manual placement of brushes if the user did not
want to automate the process. The goal was to provide as much additional helpful
information to the user without overwhelming them. We received positive feedback
about this application from our domain experts, but there was a learning curve for
the user to engage with all the features.

The primary challenge during this project was that the data size was much larger
than the previous chapter. Drawing all the call polylines and filtering the data in
real-time was computationally expensive which required an efficient code design.
This data size was the motivation for a number of the features in the application. We
implemented a multi-threaded filtering feature for the first time in this application,
which was very helpful at keeping the processing time to a reasonable level. If
we were to re-implement the parallel coordinates software, we would make more
considerations for efficient rendering - using the GPU more, and implement a more
integrated multi-threaded groundwork. The application could present a few days
of data, but with more advanced methods we could have presented upwards of a
month of data - which would have heavily tested our data reduction features.

In the post-evaluation meeting, the main discussion was surrounding the customer
journey. We had produced applications that look at patterns and trends, and event
from a call perspective, but we had not looked at the step-by-step event account of a
customer journey. QPC Ltd. demonstrated their basic Sankey diagram they developed
using the javascript visualisation library D3, which showed the IVR (computerised
routing system at the start of the call), but vast amounts of data pre-processing was
required and did not show the complete call or customer journey. We began the
design for the next application which depicted the full customer experience and
journey and brainstormed some unique features that could be helpful in identifying
special groups of customers.

Chapter 5 - Sankey Diagram Our final software application presented in Chapter 5
continues the call centre data exploration and focuses on the customer journey. We
modify the traditional Sankey diagram to show the flow of customer interactions
through the call centre. This chapter is based on a paper accepted for publication at
the CGVC2018 conference in Swansea [Rob+18c].

The development process for this application was quicker than the previous two as
we were more practised at the methodological process. We were able to re-use a
number of classes developed in the previous application such as the data manager
class, and colour map manager class. This reduction in back end work helped
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expedite the development process and let us focus on the visualisation and feature
design work.

Our contributions in the chapter were the development of a unique state transition
visualisation application that linked together multiple calls from the same customers.
We utilised the knowledge we obtained from previous chapters and implemented a
powerful brushing and filtering system which let the user directly brush the data on
screen, or apply a filter to the meta-data using a dual-ended slider. Together, these
gave the user complete control over the data they were visualising.

Due to the event data being heavily stacked towards low numbers (callers mostly
experienced a small number of state transitions), we had to implement a magnifying
system that let the user explore the smaller number of callers who experienced
longer calls. This unique zooming system was of great interest to QPC Ltd. as it
enabled them to view the customer journey for callers who were likely to be unhappy
due to lengthy or unproductive interactions. Call transfers (being transferred from
one agent to another) are known to be a frustrating experience for customers and so
being able to identify and therefore minimise this is a useful tool for call centres.

In our evaluation session, the extra features were seen to create the most value. The
traceroute feature that let the user see the full path of callers from any node was seen
to be a beneficial way to map out what causes certain types of patterns. The lack of
this feature in the tradition, basic Sankey diagram was the reason QPC Ltd. could
not use their visualisation to explore the data - they could only see one-time step
into the future without other data being merged in. The details on demand feature
was integral to the user understanding what scale the visualisation was showing.
This was considered a limitation of the software as the user had to use this tooltip
feature to know how much data was being shown. We would implement a more
comprehensive data scale feature that always showed the user how much data has
been filtered and how much remained. This would certainly get the approval of our
industry experts.

As we finish the evaluation session, we discuss the three different projects and talk
about the benefits of each. Overall, the parallel coordinates application was the
most useful in terms of discovering hidden patterns, but the Sankey diagram was
seen to be the most complete in evaluating their customer base. We arranged the
handover of all three applications so that they can be used freely by QPC Ltd. with
their customers.

Chapter 6 - Spectrum: ColourMapManager Chapter 6 presents Spectrum, a lightweight
and easy-to-use colour mapping library that can be used in any C++ visualisation
application. We provide detailed documentation of its use and a video demonstration
of how to import and implement a colour map in under two minutes. This chapter is
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based on a paper accepted for publication in the CGVC2018 conference in Swansea
[Rob+18d].

Due to this library being developed over time, there are certain limitations to the
design and functionality. On the whole, the limitations have been ironed out, and
Spectrum can now be used in most use cases. However, the system by which colour
maps are stored and added could undoubtedly be improved upon as it relies on them
all being held in static memory at all times. We could have implemented a system
that lets the user load in colour map files, but this added a layer of complexity to its
use. In the end, we decided that it was more beneficial to be quick and easy to use,
than for it to be the most efficient design.

In preparation for writing up the CGVC paper that detailed the library, we refactored
the code in order to ensure that it was simple and easy to understand. Another PhD
student branched off the repository to use what was already there to add in variable
length colour classes; however, this was not added into the published work due to it
changing much of the documented API. If we were to repeat this development, we
would have encouraged more students to collaborate, but ensure that all changes
added new functionality instead of modifying existing functionality. We would have
had more of a discussion about the code structure and what design patterns would
be best to handle the features we are planning to implement.

Overall, this was a very useful project as it saved us development time, as well as
other students. It gave us an insight into collaborations with colleagues as opposed
to industry partners which is a very different dynamic. It also tied together each of
our applications, as it was the most consistently developed codebase throughout the
projects.

Technologies used On reflection, using Qt, C++ and OpenGL to develop our
applications was both valuable, but also costly. Significant periods of time were
invested in learning new features of the languages and tools. Using these languages
meant that we took much longer to write code that functionally could have been
done far quicker using other languages.

However, we also had far more control over every aspect of the software. Implement-
ing custom features would be significantly more difficult and sometimes impossible
using tools such as D3, python, or Qt Graphics. We also benefited massively from the
speed of the C++ language. Any javascript visualisation library would be completely
incompatible with the volume of data we were visualising, and WebGL would be
significantly slower.

Overall, the C++ language enabled us to develop powerful and highly specialised
visualisations for our industry partner. These bespoke applications would be severely
limited if we chose to use many of the other choices available to us.
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With regards to hardware, the development was mostly completed on a mid-top
range desktop PC. We also used a high-end laptop to develop when away from the
office, and when we demonstrated the applications to our industry partners. The
development of our applications required reasonably high-end machines, but once
the code had been built into an .exe file, most PCs were able to run them.

7.2.2 Methodology Evaluation
In this section, we will discuss our methodology for the project and evaluate how
each stage of the methodology typically went.

Step 1) Define the Scope of the Project This state was often done at the closing
session of the previous project. We concluded our evaluation session of one applica-
tion then brainstormed what we were looking for in the next project. This session
was always done alongside our industry partner in order to ensure that our goals
were aligned, but also to utilise their data expertise in designing a customer-centric
application. We found this to be a crucial meeting session as we were able to bounce
ideas off each other and select the best ideas. These could then be quickly refined
through a detailed discussion about what purpose would it serve in practice and
how it could benefit the user.

Some ideas we discussed were fleshed out into complete features, whereas some
seemed interesting, but neither party could tell if it would end up being useful.
We selected a subset of these ideas to test and implement in the final application.
This mix of both established useful features and unknown features helped create an
interesting visual analytics application that was appreciated by our industry partners
whilst maintaining an academic application.

Step 2) Build Prototype Application Of course, some ideas were formed during the
development process and then tested with QPC Ltd. during one of the feedback
sessions. On occasion, we would remove certain features as they had either been
superseded by other features or were merely deemed not useful enough to be
included.

The initial development process was often filled with new ideas and unforeseen
challenges associated with efficiency and interaction design. These challenges could
be worked through using correct design principles and spending longer designing the
code structure so that implementation time is reduced. These first stages produced
a barebones application that often lacked aesthetic appeal but instead focused
on functionality. This effective design enabled new features to be implemented
with relative ease. Though in the earlier projects we were less capable of using
these principles and so produced code that was less able to integrate with new
features. By the final project, we knew what to expect, and so we were able to use
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forethought in our design so that additional features could be easily integrated into
the application.

Step 3) Industry Feedback Session This stage of the project would often rejuvenate
our motivation for the project. The longer we went between meetings with our
industry partner, the less direction we felt the application had. We had to make sure
that we provided feedback to QPC Ltd. whenever we felt that we were losing touch
with the user-focused design, and instead implementing what we thought was novel
but less useful.

These sessions were sometimes done face-to-face and sometimes done over Skype
screen share. However, each time it helped us re-align our goals with our industry
partner. New features were frequently suggested, and the session often gave us new
ideas for modification of existing features. The alternative perspective was very
valuable mid-development.

Occasionally, suggestions would be for a significant change to the software - pulling
the scope of the project away from its original intention or just add too much work to
the development process to make the change worthwhile. These suggested changes
often had a very good use-case from a customer perspective but offered too little in
the way of academic novelty. These features had to be left out they would not make
for valuable contributions in a publication.

Step 4) Suggestion Implementation The addition of new features or modification
of existing features became easier as we learned to engineer the foundations of each
project. During the earlier projects, this was more challenging, and we would often
have to implement ‘hacky’ workarounds to get features working correctly. Towards
the end, we were able to apply more forethought, and the suggestion implementation
was a far quicker process.

The selection of what features to implement was more difficult. We often had so
many feature suggestions that we had to rank them by most valuable and then
estimate how long each feature would take. The most valuable projects were
implemented first, provided that their implementation estimate was within reason.
Then we added as many of the smaller features and modifications as we could before
our next feedback session.

Step 5) Data Exploration This was the easiest step to complete. After spending
many months working with the software, we often already had made a number of
interesting data observations. This formal session involved us using our application
to explore the data and note down any outliers or observations we could make.

In general, this was a simple process. However, without QPC Ltd. to help us, we
found it difficult to distinguish between a well established and understood pattern
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and something that was previously unseen. We would sometimes think we found
something interesting for QPC Ltd. to confirm that this is a typical trend that will
be found in every dataset. It was only during the official domain expert feedback
session that we were able to find out which observations were valuable and which
ones were not.

Step 6) Domain Expert Feedback Session We found these sessions to be an effective
form of evaluation for our visual analytics applications. Most of the time, the industry
experts received the features well and were excited to see the new features they
suggested that they previously had not seen in action. In the feedback sessions of
the earlier applications, we found that we would sometimes miss out on asking
specific questions and forget to go over certain features in detail. During the treemap
evaluation session, we were unable to get all the information we needed for the
evaluation and had to run a Skype feedback session at a later date in order to
complete the evaluation.

From this, we learned to prepare for these sessions correctly. Write a list of questions
we can ask to re-align our focus on the feature at hand. Sometimes the discussion
would stray away from one feature into another before we could finish asking
questions and we would have to return there later. We would explicitly note down
what featured had been discussed so that we would not miss any.

In the later sessions, we recorded a video of the interviews so that we were sure
not to miss any of the feedback. Often we noted their body language when using
the software (i.e. looking confused, or engagement through pointing at parts of
the visualisation). This was not possible in earlier evaluation session as we only
recorded audio.

Overall we were pleased with these evaluation sessions as it helped confirm the
utility of our software in a business and customer context. We would get affirmation
of academic relevance through attempting to publish our research, but we had to
use QPC Ltd. to evaluate how useful the software was for them.

Step 7) Research write up This stage of the methodology finalised each project we
completed. In the end, each visualisation application we worked on was published
either at a conference or journal. Additionally, our literature review, as well as our
industry collaboration section in this conclusion, was also published. Whilst this
added vast amounts of work to the PhD, it helped us validate our research from an
academic perspective. We focused so often on what features and visualisations would
be valuable to our partners, which resulted in us risking the development of an
application that is unoriginal and can contribute nothing to visualisation research.

The literature review took the longest to publish, spanning three years and multiple
major re-writes to finally get accepted into a journal [RL18]. Of the application
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papers, the treemap chapter took a long time as it was our first publication. We
ended up writing the research paper, only to completely re-develop the application
and therefore had to re-write the paper which had been rejected from the EuroVis
conference. Eventually, it was published at the STAG conference in Genoa, Italy
[Rob+16].

The parallel coordinates paper took two submissions to be accepted due to polarised
reviewers. On reflection, this project contained the most novel contributions which
is why we were able to publish it at the TVGC journal and then later present it at
the IEEE VIS conference [Rob+18a]. The final application was the easiest to get
published as it was accepted on the first submission to the CGVC conference and
ended up winning the best paper award [Rob+18c].

We valued the peer review process, as it helped us view the research from a perspec-
tive we had not previously seen it from. The reviewers looked at the contributions
and were able to find flaws and inconsistencies in our research. They were able
to offer constructive criticism and helpful suggestions which helped us refine our
research into what it is now.

7.2.3 Future Work
As the first to publish research in the field of call centre visualisation, we have
laid the ground works for other researchers to build upon our contributions. In
this final section, we outline a set of research directions for future work. We have
collected these by magnitude of work, as well as specialisation (i.e. call centre
related or general visualisation related). We break the magnitude of work down into
three categories; ‘Short Term Research’, ‘Medium Term Research’. and ‘Long Term
Research’.

Short Term Research

This magnitude of work is typically more specialised towards call centre research and
can be covered in one or two research papers. These are more of a direct extension
of this thesis, building upon the software already developed by us.

Customer Journey Analysis (Call Centre Work) Our first area of future work is
the continuation of event sequence analysis. We included the ‘Customer Journey’
phrase in the title of this thesis, but there is a lot more research that could be
completed in this area. Future projects could look at longer periods of time, and
follow customers who are interacting with call centres over a period of weeks and
months, as opposed to days. This may show a more comprehensive picture of the
customer relationship with the company as well as provide an insight into their
individual feedback scores.
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Numerical Output in theApplication (Call CentreWork) During the feedback session,
the domain experts often asked for numerical clarification on our visualisations. We
tended to focus more on the visual component of the software but lacked in the
numerical features that compliment the visualisations. For example, during our
final feedback session, our industry experts claimed that a table view of the data
remaining in focus would be beneficial. We had previously implemented .csv outputs
of currently in focus data, but not to view from within the application. The features
we implemented, such as details-on-demand mouseover were well received, but
often they wanted more. We were biased towards depicting a relevant value on a
screen as a glyph or colour, as opposed to just a number. In many cases, a number
on screen may have been more helpful to the user. Striking this balance could be a
very valuable area of future research.

Spectrum Library Development (General Visualisation) Our ‘Spectrum’ header only
library has been used by multiple students within our research group. However,
there are still features that we could implement into the library that would widen
the target audience and increase the output of the users. A main future goal for this
library is to add in varied length classes for use with unevenly distributed data. We
had a few use cases for this in our research, and other students have forked a version
of Spectrum to implement this for their research. A heavily requested feature was
to let the user read in colour maps from a file. This would help reduce the user’s
interaction with the header file and directly access its API for its intended purposes.
At present new colour, maps need to be added into the file before compilation.
Additionally, we would like to refactor the colour map storage aspect of the library
to make it more memory efficient.

User TrainingCost Research (General Visualisation) The next future work direction
is related to the cost of training people to use visualisation applications. In industry,
the time cost of training can be a large deterrent for software adoption. Ensuring
that our visual analytics applications are streamlined for new users and intuitive to
interact with is essential for our industry partner. Future work could address this
through a user study that examines how long features take to learn and understand,
and collect feedback on how they can be improved, both in terms of analytics output
but also usability.

Medium Term Research

We define medium-term research as work that would be mostly covered through the
completion of a PhD in the subject. It would require a larger number of research
papers as the full scope of these areas are not yet fully realised.
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Industry Focused Features (Call Centre Work) As we discuss in section 7.1, walk-
ing the line between industry goals and academic requirements can be difficult.
Ultimately, more can be done to further the goals of industry data analytics by
fully evaluating their requirements and then designing bespoke visualisations and
interactions that are both powerful in addressing their data challenges, as well as
providing an intuitive interface that it low cost to train users on. In general research,
software is less complete that industry standard software and often contains more
bugs, typically because they exist as a proof of concept. We attempted to refine our
visual analytics applications as much as possible; however, there is always more
that can be done. In further projects that focus more on the industry features, the
robustness of the software is also integral to the output.

Net Promoter Score Breakdown (Call Centre Work) During this research, we were
given the rare opportunity to work with customer feedback data. We were able to
begin to explore the complex relationships between the feedback metric and various
call events. However, there is still a lot more that can be done. Given a larger volume
of data, we could extrapolate correlations between these values more clearly and
potentially utilise new methods of data analysis from the field of machine learning to
evaluate such metrics. Visualisation is an ideal candidate to overcome this challenge
due to the complex nature of the relationships between the NPS metric and the
customer interactions. Employing visualisation could help reveal previously hidden
aspects of the relationships and help extract valuable insight into the data - as we
have already shown through our work.

Direct Brushing Methods (General Visualisation) Throughout the thesis, we pro-
vided a number of different direct brushing methods. In our parallel coordinates
application, we let the user sketch out a pattern across the axes and filter the data
according to that pattern. In our RiverState application, we let the user toggle each
state node directly to filter and un-filter the data flowing through that node. These
were both key features in our applications, substituting a complicated SQL query
that would need to be custom written for just a few clicks. This would be a very
interesting area of future research, looking into the main visualisation methods and
explore how a user can interact with them to apply brushes. Writing applications
for touch screen devices could open up a new avenue of direct data brushing for
large datasets, giving the user more control, and focusing on the interaction with
the chosen visualisation method.

Utilising Hardware (General Visualisation) As big data becomes increasingly avail-
able for use in research, the processing power of the hardware used is integral to
maintain a real-time interaction with the visualisation application. Ensuring that the
software utilises all available resources on the computer is a good way to overcome
the challenge of data scale. Another PhD student in our research group is also
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working alongside us with QPC Ltd. and has been focusing on presenting more data
using hardware acceleration [Ree+18]. This is an integral area of future work to
ensure that the visual analytics applications can keep up with the scale of data being
presented.

Long Term Research

We define long term research as work that would not be completed within the
bounds of a PhD programme. It might require a large research group and multiple
years to fully address these areas.

Churn Prevention (Call Centre Work) If we try to extract the ultimate goal of our
industry collaborators, beyond ‘understanding the customer’ and ‘learning their
experience’, we ultimately want to learn what customer interactions will cause the
customer to leave a business service - this is known as ‘churn’. Churn prevention
is a primary goal of most service-oriented business models. But there are so many
factors that contribute towards what causes a customer to leave a service, it makes
objective analysis very difficult. Visualisation research focusing on this aspect of data
has previously been undertaken by Archambault and Hurley [AH14]. During our
project, we were able to begin to explore what factors made customers unhappy, but
we did not have access to enough data to extend our findings to customer churn.
Our industry partner is continuously getting access to more data, and soon may
be able to provide us with sufficient data to make these connections. The use of
visualisation on this complex data could be the key to unlocking the high-value
information hidden inside. This would require quite a large body of researchers to
make effective progress in the field.

Real-time analysis (Call Centre Work) The other long term call centre research
would be to begin to integrate our tools and applications into our industry partners
data collections services in real-time. There would be a large setup cost to this,
but the results could directly benefit the call centres providing a customer service.
Applications that process real-time data would move the analysis from a static,
retrospective view. This is where the user learns about what has happened and
therefore can try to prevent negative scenarios in the future. Instead, we could
bring that analysis into the present tense, and stop negative scenarios as soon as
they show signs of appearing. This pro-active model would help cut off the negative
customer experience before it has occurred and therefore save the business from
losing customers to churn. This integration with their data collections services would
be looking at the same data but from a different perspective. The evaluation would
require the estimation of what impact the real-time analysis was doing, and what
decisions were made as a direct result of using the software.
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Scalable Visualisations (General Visualisation) Out of all of the challenges we
faced during this thesis, we found the scale of the data to be the most difficult to
address. Whilst we could mostly handle the data in the backend of the application,
we found it difficult to produce meaningful visualisations that weren’t just frequency
diagrams of the data. Showing the full scale of data whilst maintaining a reasonable
level of detail was very difficult. In our treemaps application in Chapter 3, we used
the zoom interaction to reveal new layers of data. This was helpful in ensuring the
full resolution of data was maintained. Continuing this research would require a
closer look at how we can keep the context of the full dataset, without compromising
the data resolution. Solving this would require huge resources and is not feasibly
possible in one research project or PhD candidacy. But with small incremental
improvements to scalable visualisations, we can slowly increase the quality of our
applications.

Improved Filtering Methods (General Visualisation) The direction of final future
work stems from one of the main focuses of our applications. Filtering the data
using unique and intuitive methods. We developed direct data brushing and used
meta-data filtering through the use of sliders, but we were still limited because
of the volume of data we used. There was still a training cost for the user of the
application, and so we see a huge potential for research into the development of
more powerful filtering and data reduction methods that are intuitive. Further
development of these methods helps take the pressure of the previous future work
of scalable visualisations. The improvement of one of these goals helps reduce the
negative impact the data has on the other.

Where to go from here?

Whilst this project with QPC Ltd. is ending, their collaboration with Swansea Univer-
sity is still ongoing. A second PhD student, Dylan Rees is continuing work using the
same dataset [Ree+18]; exploring how to scale conventional visualisation methods
for larger quantities of the data. Throughout the collaboration, we have engaged in a
knowledge transfer between the two organisations where we have learned about the
operations and requirements of the business world, and we have demonstrated the
value of visualisation to them. In addition to our visualisation applications delivered
to them, they have incorporated what they have learned into their own commercial
software [Ltd18b].

This collaboration has been mutually beneficial to both parties. QPC Ltd. have
received a selection of visual analytical applications that can be used for marketing
purposes and real-world data analysis. From this project, we have been able to
publish six papers, including a high-visibility journal publication in TVCG [RL18;
Rob+16; Rob+18a; Rob+18c; Rob+18d; Rob+18b]. We are the first to explore the
visualisation potential of call centre data, and from our research, we have successfully
provided unique and novel insight into the operations of a call centre.
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parallel coordinates”. In: Computer Vision and Pattern Recognition (CVPR), 2011
IEEE Conference on. IEEE. 2011, pp. 1489–1494 (cit. on p. 97).

[Edw+07] Robert D Edwards, John Magee, and WHC Bassetti. Technical Analysis of Stock
Trends. CRC Press, 2007 (cit. on p. 55).

187



[EF10] Niklas Elmqvist and Jean-Daniel Fekete. “Hierarchical aggregation for infor-
mation visualization: Overview, techniques, and design guidelines”. In: IEEE
Transactions on Visualization and Computer Graphics 16.3 (2010), pp. 439–454
(cit. on p. 96).

[Eic03] Stephen G Eick. “eBusiness Click Stream Analysis”. In: Data Visualization.
Springer. 2003, pp. 185–199 (cit. on pp. 22, 46, 56).

[Elm+08] Niklas Elmqvist, John Stasko, and Philippas Tsigas. “DataMeadow: a visual
canvas for analysis of large-scale multivariate data”. In: Information visualization
7.1 (2008), pp. 18–33 (cit. on p. 95).

[Etz+98] Henry Etzkowitz, Andrew Webster, and Peter Healey. Capitalizing knowledge:
New intersections of industry and academia. Suny Press, 1998 (cit. on p. 20).

[Fan+17] H. Fang, S. Walton, E. Delahaye, et al. “Categorical Colormap Optimization with
Visualization Case Studies”. In: IEEE Transactions on Visualization and Computer
Graphics 23.1 (2017), pp. 871–880 (cit. on p. 144).

[Fay+17] Amjad Fayoumi, Christopher Jackson, Conor Lewis, et al. “What they are Tweet-
ing about me?: social media data analytics with geographical visualisation”. In:
(2017) (cit. on pp. 22, 46, 56, 68).

[Fei+00] Richard A Feinberg, Ik-Suk Kim, Leigh Hokama, Ko de Ruyter, and Cherie
Keen. “Operational determinants of caller satisfaction in the call center”. In:
International Journal of Service Industry Management 11.2 (2000), pp. 131–141
(cit. on pp. 14, 124).

[Fen+10] David Feng, Lester Kwock, Yueh Lee, and Russell Taylor. “Matching visual
saliency to confidence in plots of uncertain data”. In: IEEE Transactions on
Visualization and Computer Graphics 16.6 (2010), pp. 980–989 (cit. on pp. 96,
114).

[Fer+13] Nuno Ferreira, Jorge Poco, Huy T Vo, Juliana Freire, and Cláudio T Silva. “Visual
exploration of big spatio-temporal urban data: A study of new york city taxi
trips”. In: Visualization and Computer Graphics, IEEE Transactions on 19.12
(2013), pp. 2149–2158 (cit. on pp. 22, 43, 44, 46, 56).

[Fis+74] Mary Anne Fisherkeller, Jerome H Friedman, and John W Tukey. “An Interactive
Multidimensional Data Display and Analysis System”. In: (1974) (cit. on p. 95).

[Fri00] Michael Friendly. “Re-visions of Minard”. In: Statistical Computing & Statistical
Graphics Newsletter 11.1 (2000), p. 1 (cit. on p. 2).

[Fri06] M. Friendly. “A Brief History of Data Visualization”. In: Handbook of Computa-
tional Statistics: Data Visualization. Ed. by C. Chen, W. Hardle, and A Unwin.
Vol. III. (In press). Heidelberg: Springer-Verlag, 2006 (cit. on p. 2).

[FS75] Milton Friedman and Anna J Schwartz. “Money and business cycles”. In: The
state of monetary economics. NBER, 1975, pp. 32–78 (cit. on p. 157).

[Fua+99a] Ying-Huey Fua, Matthew O Ward, and Elke A Rundensteiner. “Hierarchical
parallel coordinates for exploration of large datasets”. In: Proceedings of the
IEEE Symposium on Information Visualization. IEEE Computer Society Press.
1999, pp. 43–50 (cit. on p. 96).

188 Chapter 7 Bibliography



[Fua+99b] Ying-Huey Fua, Matthew O Ward, and Elke A Rundensteiner. “Navigating
hierarchies with structure-based brushes”. In: Proceedings of the IEEE Symposium
on Information Visualization. IEEE. 1999, pp. 58–64 (cit. on p. 96).

[Fuj98] Kenzo Fujisue. “Promotion of academia-industry cooperation in Japan—establishing
the “law of promoting technology transfer from university to industry” in Japan”.
In: Technovation 18.6 (1998), pp. 371–381 (cit. on p. 157).

[FZ94] George W Furnas and Jeff Zacks. “Multitrees: enriching and reusing hierar-
chical structure”. In: Proceedings of the SIGCHI conference on Human factors in
computing systems. ACM. 1994, pp. 330–336 (cit. on p. 34).

[Gal+13] Dimitrios Galanis, Sotiris Karabetsos, Maria Koutsombogera, et al. “Classifi-
cation of Emotional Speech Units in Call Centre Interactions”. In: Cognitive
Infocommunications (CogInfoCom), 2013 IEEE 4th International Conference on.
IEEE. 2013, pp. 403–406 (cit. on p. 14).

[Gam+05] Michael Gamon, Anthony Aue, Simon Corston-Oliver, and Eric Ringger. “Pulse:
Mining customer opinions from free text”. In: Advances in Intelligent Data
Analysis VI. Springer, 2005, pp. 121–132 (cit. on p. 63).

[Gar+02] Ofer Garnett, Avi Mandelbaum, and Martin Reiman. “Designing a call center
with impatient customers”. In: Manufacturing & Service Operations Management
4.3 (2002), pp. 208–227 (cit. on p. 14).

[Gar13] Gartner. Gartner Says Business Intelligence and Analytics Need to Scale Up to
Support Explosive Growth in Data Sources. 2013 (cit. on p. 20).

[Gat99] Bill Gates. “Business at the speed of thought”. In: Business Strategy Review 10.2
(1999), pp. 11–18 (cit. on p. 123).

[Ge+10] Yong Ge, Hui Xiong, Alexander Tuzhilin, et al. “An energy-efficient mobile
recommender system”. In: Proceedings of the 16th ACM SIGKDD international
conference on Knowledge discovery and data mining. ACM. 2010, pp. 899–908
(cit. on p. 44).

[Gen+11] Zhao Geng, ZhenMin Peng, Robert S Laramee, Jonathan C Roberts, and Rick
Walker. “Angular histograms: Frequency-based visualizations for large, high
dimensional data”. In: IEEE Transactions on Visualization and Computer Graphics
17.12 (2011), pp. 2572–2580 (cit. on pp. 93, 96, 106).

[Gen14] Brian Gentile. The Top 5 Business Benefits of Using Data Visualization. 2014
(cit. on p. 19).

[Gho+17] Nina Ghanbari Ghooshchi, Nick Van Beest, Guido Governatori, Francesco
Olivieri, and Abdul Sattar. “Visualisation of compliant declarative business
processes”. In: Enterprise Distributed Object Computing Conference (EDOC), 2017
IEEE 21st International. IEEE. 2017, pp. 89–94 (cit. on pp. 22, 46, 56, 68).

[Gil01] Audrey Gilmore. “Call Centre Management: Is Service Quality a Priority?” In:
Managing Service Quality: An International Journal 11.3 (2001), pp. 153–159
(cit. on pp. 14, 74).

[GK03a] Victor González and Alfred Kobsa. “A workplace study of the adoption of
information visualization systems”. In: Proc. I-KNOW. Vol. 3. 2003, pp. 92–102
(cit. on p. 35).

189



[GK03b] Victor González and Alfred Kobsa. “Benefits of information visualization systems
for administrative data analysts”. In: Information Visualization, 2003. IV 2003.
Proceedings. Seventh International Conference on. IEEE. 2003, pp. 331–336 (cit.
on p. 35).

[GK03c] Donna L Gresh and Eugene I Kelton. “Visualization, optimization, business
strategy: a case study”. In: Visualization, 2003. VIS 2003. IEEE. IEEE. 2003,
pp. 531–538 (cit. on pp. 22, 41, 46, 56).

[Gla07] Malcolm Gladwell. Blink: The power of thinking without thinking. Back Bay
Books, 2007 (cit. on p. 73).

[Gra+17] Connor C Gramazio, David H Laidlaw, and Karen B Schloss. “Colorgorical:
Creating discriminable and preferable color palettes for information visualiza-
tion”. In: IEEE transactions on visualization and computer graphics 23.1 (2017),
pp. 521–530 (cit. on p. 145).

[Gre+06] Michelle L Gregory, Nancy Chinchor, Paul Whitney, et al. “User-directed senti-
ment analysis: Visualizing the affective content of documents”. In: Proceedings
of the Workshop on Sentiment and Subjectivity in Text. Association for Computa-
tional Linguistics. 2006, pp. 23–30 (cit. on p. 64).

[GRM15] Wilfried Grossmann and Stefanie Rinderle-Ma. Fundamentals of Business Intelli-
gence. Springer, 2015 (cit. on pp. 21, 25).

[Gru+16] Henning Gruendl, Patrick Riehmann, Yves Pausch, and Bernd Froehlich. “Time-
Series Plots Integrated in Parallel-Coordinates Displays”. In: Computer Graphics
Forum. Vol. 35. 3. Wiley Online Library. 2016, pp. 321–330 (cit. on p. 95).

[GS14] David Gotz and Harry Stavropoulos. “Decisionflow: Visual analytics for high-
dimensional temporal event sequence data”. In: IEEE Transactions on Visualiza-
tion and Computer Graphics 20.12 (2014), pp. 1783–1792 (cit. on p. 126).

[Guo+11] Qi Guo, Ryen W White, Yunqiao Zhang, Blake Anderson, and Susan T Du-
mais. “Why searchers switch: understanding and predicting engine switching
rationales”. In: Proceedings of the 34th international ACM SIGIR conference on
Research and development in Information Retrieval. ACM. 2011, pp. 335–344
(cit. on p. 59).

[GVH06] Jan Friso Groote and Frank Van Ham. “Interactive visualization of large state
spaces”. In: International Journal on Software Tools for Technology Transfer 8.1
(2006), pp. 77–91 (cit. on p. 126).

[GW04] Darcy Haag Granello and Joe E Wheaton. “Online data collection: Strategies for
research”. In: Journal of Counseling & Development 82.4 (2004), pp. 387–393
(cit. on p. 66).

[Hal+18] MS Haleem, T Sobeih, Y Liu, A Soroka, and L Han. “An Automated Cloud-
based Big Data Analytics Platform for Customer Insights”. In: Conference on
International Conference on Cyber, Physical and Social Computing (CPSCom).
IEEE. 2018, pp. 287–292 (cit. on pp. 22, 46, 56, 68).

[Hao+04] Ming C. Hao, D. A. Keim, and U. Dayal. “VisBiz: A Simplified Visualization of
Business Operation”. In: IEEE Visualization 2004. 2004, 1p–1p (cit. on pp. 22,
23, 44–46, 56, 70).

190 Chapter 7 Bibliography



[Hao+06] Ming C Hao, Daniel A Keim, Umeshwar Dayal, and Jörn Schneidewind. “Busi-
ness process impact visualization and anomaly detection”. In: Information
Visualization 5.1 (2006), pp. 15–27 (cit. on pp. 22, 44, 46, 56).

[Hao+13] Ming C Hao, Christian Rohrdantz, Halldor Janetzko, et al. “Visual sentiment
analysis of customer feedback streams using geo-temporal term associations”.
In: Information Visualization (2013), p. 1473871613481691 (cit. on pp. 22, 28,
46, 56, 65).

[Har96] Robert L Harris. Information graphics: A comprehensive illustrated reference.
Oxford University Press, 1996 (cit. on p. 39).

[Hau+02] Helwig Hauser, Florian Ledermann, and Helmut Doleisch. “Angular brushing
of extended parallel coordinates”. In: Proceedings of the IEEE Symposium on
Information Visualization. IEEE. 2002, pp. 127–130 (cit. on pp. 96, 114).

[HB03] Mark Harrower and Cynthia A Brewer. “ColorBrewer. org: an online tool for
selecting colour schemes for maps”. In: The Cartographic Journal 40.1 (2003),
pp. 27–37 (cit. on pp. 114, 132, 145).

[HB05a] Jeffrey Heer and Danah Boyd. “Vizster: Visualizing online social networks”. In:
IEEE Symposium on Information Visualization, 2005. INFOVIS 2005. IEEE. 2005,
pp. 32–39 (cit. on p. 34).

[HB05b] Joop J Hox and Hennie R Boeije. “Data collection, primary vs. secondary”. In:
Encyclopedia of social measurement 1.1 (2005), pp. 593–599 (cit. on p. 26).

[Hea96] Christopher G Healey. “Choosing effective colours for data visualization”. In:
Proceedings of the 7th Conference on Visualization’96. IEEE Computer Society
Press. 1996, 263–ff (cit. on p. 144).

[Hei+11] Julian Heinrich, Yuan Luo, Arthur E Kirkpatrick, Hao Zhang, and Daniel Weiskopf.
“Evaluation of a bundling technique for parallel coordinates”. In: arXiv preprint
arXiv:1109.6073 (2011) (cit. on p. 96).

[HLL16] Dennis Gaughan Hung LeHong Chris Howard and Debra Logan. Building a
Digital Business Technology Platform. Tech. rep. Gartner, 2016 (cit. on pp. 24,
25, 65).

[HM11] Payam Hanafizadeh and Meysam Mirzazadeh. “Visualizing market segmenta-
tion using self-organizing maps and Fuzzy Delphi method–ADSL market of a
telecommunication company”. In: Expert Systems with Applications 38.1 (2011),
pp. 198–205 (cit. on pp. 22, 30, 46, 56, 60).

[Hom+00] Christian Homburg, John P Workman, and Ove Jensen. “Fundamental changes
in marketing organization: The movement toward a customer-focused organi-
zational structure”. In: Journal of the Academy of Marketing Science 28.4 (2000),
pp. 459–478 (cit. on p. 23).

[Hua+09] Mao Lin Huang, Tze-Haw Huang, and Jiawan Zhang. “Treemapbar: Visualizing
Additional Dmensions of Data in Bar Chart”. In: Information Visualisation, 2009
13th International Conference. IEEE. 2009, pp. 98–103 (cit. on p. 76).

[Hua+16] Xiaoke Huang, Ye Zhao, Chao Ma, et al. “TrajGraph: A graph-based visual
analytics approach to studying urban network centralities using taxi trajectory
data”. In: IEEE transactions on visualization and computer graphics 22.1 (2016),
pp. 160–169 (cit. on p. 46).

191



[HW13] Julian Heinrich and Daniel Weiskopf. “State of the art of parallel coordinates”.
In: STAR Proceedings of Eurographics 2013 (2013), pp. 95–116 (cit. on p. 95).

[HY12] Soyoung Hwang and Donghui Yu. “GPS localization improvement of smart-
phones using built-in sensors”. In: International Journal of Smart Home 6.3
(2012), pp. 1–8 (cit. on p. 66).

[IB16] Bala R Iyer and Rahul C Basole. “Visualization to understand ecosystems”. In:
Communications of the ACM 59.11 (2016), pp. 27–30 (cit. on pp. 22, 46, 56).

[IC03] Dawn Iacobucci and Bobby J Calder. Kellogg on integrated marketing. John
Wiley & Sons, 2003 (cit. on p. 60).

[ID91] Alfred Inselberg and Bernard Dimsdale. “Parallel coordinates”. In: Human-
Machine Interactive Systems. Springer, 1991, pp. 199–233 (cit. on pp. 61, 95,
96).

[Inn17] Digital Festival: for Innovation, Investment, and Industry. 2017 (cit. on p. 162).

[Ins09] Alfred Inselberg. Parallel coordinates. Springer, 2009 (cit. on p. 95).

[Ins80a] Alfred Inselberg. “N-Dimensional Coordinates”. In: Picture Data Description &
Management (1980), p. 136 (cit. on p. 95).

[Ins80b] Alfred Inselberg. “N-dimensional coordinates”. In: Proceedings of IEEE Pattern
Analysis and Machine Intelligence, Picture Data Description and Management,
Asilomar (1980), p. 136 (cit. on p. 95).

[Ins85] Alfred Inselberg. “The plane with parallel coordinates”. In: The visual computer
1.2 (1985), pp. 69–91 (cit. on pp. 2, 95).

[Ins89] Alfred Inselberg. “Discovering multi-dimensional structure using parallel co-
ordinates”. In: Proceedings of the American Statistical Association, Section on
Statistical Graphics, Washington, DC (1989), pp. 1–16 (cit. on p. 95).

[Ins98] Alfred Inselberg. “A survey of parallel coordinates”. In: Mathematical Visualiza-
tion. Springer, 1998, pp. 167–179 (cit. on p. 95).

[Ise+15] Petra Isenberg, Florian Heimerl, Steffen Koch, et al. Visualization Publication
Dataset. Dataset: http://vispubdata.org/. Published Jun. 2015. 2015 (cit. on
p. 28).

[Jai08] Anand Kumar Jaiswal. “Customer satisfaction and service quality measurement
in Indian call centres”. In: Managing Service Quality: An International Journal
18.4 (2008), pp. 405–416 (cit. on p. 14).

[JD03] Theodore Johnson and Tamraparni Dasu. “Data quality and data cleaning: An
overview”. In: SIGMOD Conference. Vol. 681. 2003 (cit. on p. 66).

[JF16] Jimmy Johansson and Camilla Forsell. “Evaluation of parallel coordinates:
Overview, categorization and guidelines for future research”. In: IEEE Transac-
tions on Visualization and Computer Graphics 22.1 (2016), pp. 579–588 (cit. on
pp. 92, 95).

[JKM03] TJ Jankun-Kelly and Kwan-Liu Ma. “MoireGraphs: Radial focus+ context visual-
ization and interaction for graphs with visual nodes”. In: Information Visualiza-
tion, 2003. INFOVIS 2003. IEEE Symposium On. IEEE. 2003, pp. 59–66 (cit. on
p. 34).

192 Chapter 7 Bibliography

http://vispubdata.org/


[Joh+03] Michael ME Johns, Mark Barnes, and Patrik S Florencio. “Restoring balance to
industry-academia relationships in an era of institutional financial conflicts of
interest: promoting research while maintaining trust”. In: Jama 289.6 (2003),
pp. 741–746 (cit. on p. 156).

[Jou+08] Zack Jourdan, R Kelly Rainer, and Thomas E Marshall. “Business intelligence: An
analysis of the literature 1”. In: Information Systems Management 25.2 (2008),
pp. 121–131 (cit. on p. 21).

[JS10] Heike Jänicke and Gerik Scheuermann. “Visual analysis of flow features using
information theory”. In: IEEE Computer Graphics and Applications 30.1 (2010),
pp. 40–49 (cit. on p. 126).

[JS91] Brian Johnson and Ben Shneiderman. “Tree-maps: A Space-Filling Approach
to the Visualization of Hierarchical Information Structures”. In: Visualization,
1991. Visualization’91, Proceedings., IEEE Conference on. IEEE. 1991, pp. 284–
291 (cit. on pp. 39, 75).

[Kai+13] Stephen Kaisler, Frank Armour, J Alberto Espinosa, and William Money. “Big
data: Issues and challenges moving forward”. In: System Sciences (HICSS), 2013
46th Hawaii International Conference on. IEEE. 2013, pp. 995–1004 (cit. on
p. 66).

[Kam+15] Yo Kameoka, Keita Yagi, Shohei Munakata, and Yoshiro Yamamoto. “Customer
segmentation and visualization by combination of self-organizing map and clus-
ter analysis”. In: ICT and Knowledge Engineering (ICT & Knowledge Engineering
2015), 2015 13th International Conference on. IEEE. 2015, pp. 19–23 (cit. on
pp. 22, 46, 56, 60).

[Kan+09] Youn-ah Kang, Carsten Gorg, and John Stasko. “Evaluating visual analytics
systems for investigative analysis: Deriving design principles from a case study”.
In: Visual Analytics Science and Technology, 2009. VAST 2009. IEEE Symposium
on. IEEE. 2009, pp. 139–146 (cit. on p. 36).

[Kan+12] Sean Kandel, Andreas Paepcke, Joseph M Hellerstein, and Jeffrey Heer. “Enter-
prise data analysis and visualization: An interview study”. In: IEEE Transactions
on Visualization and Computer Graphics 18.12 (2012), pp. 2917–2926 (cit. on
pp. 22, 23, 27, 35, 36, 46, 56, 66).

[Kan+15] Rassadarie Kanjanabose, Alfie Abdul-Rahman, and Min Chen. “A Multi-task
Comparative Study on Scatter Plots and Parallel Coordinates Plots”. In: Com-
puter Graphics Forum. Vol. 34. 3. Wiley Online Library. 2015, pp. 261–270
(cit. on p. 95).

[Kan+17] Seokho Kang, Eunji Kim, Jaewoong Shim, et al. “Mining the relationship be-
tween production and customer service data for failure analysis of industrial
products”. In: Computers & Industrial Engineering 106 (2017), pp. 137–146
(cit. on pp. 22, 46, 56, 68).

[KB08] Christine Kiss and Martin Bichler. “Identification of influencers - Measuring
influence in customer networks”. In: Decision Support Systems 46.1 (2008),
pp. 233 –253 (cit. on p. 54).

193



[KB17] SM Kumar and Meena Belwal. “Performance dashboard: Cutting-edge business
intelligence and data visualization”. In: Smart Technologies For Smart Nation
(SmartTechCon), 2017 International Conference On. IEEE. 2017, pp. 1201–1207
(cit. on pp. 22, 46, 56, 68).

[Kea15] Alan Keahey. “Feeding the Needs of Diverse Stakeholders for Enterprise Visuali-
sation Systems”. In: VIS Business Visualisation Workshop (2015) (cit. on pp. 22,
42, 43, 46, 56).

[Kei+00] Daniel Keim et al. “Designing pixel-oriented visualization techniques: Theory
and applications”. In: Visualization and Computer Graphics, IEEE Transactions
on 6.1 (2000), pp. 59–78 (cit. on p. 55).

[Kei+01] Daniel A Keim, Ming C Hao, Julian Ladisch, Meichun Hsu, and Umeshwar Dayal.
“Pixel bar charts: A new technique for visualizing large multi-attribute data sets
without aggregation”. In: IEEE Symposium on Information Visualization, 2001.
INFOVIS 2001. 2001, pp. 113–120 (cit. on p. 42).

[Kei+06] Daniel A Keim, Tilo Nietzschmann, Norman Schelwies, et al. “A spectral visual-
ization system for analyzing financial time series data”. In: Eurographics/IEEE
TCVG Symposium on Visualization. 2006, pp. 195–202 (cit. on p. 50).

[Kei+07] Daniel A Keim, Ming C Hao, Umeshwar Dayal, and Martha Lyons. “Value-Cell
Bar Charts for Visualizing Large Transaction Data Sets”. In: IEEE Transactions
on Visualization & Computer Graphics 4 (2007), pp. 822–833 (cit. on pp. 22, 27,
41, 42, 46, 56).

[Kei+10] Daniel A Keim, Jörn Kohlhammer, Geoffrey Ellis, and Florian Mansmann. Master-
ing the information age-solving problems with visual analytics. Florian Mansmann,
2010 (cit. on p. 32).

[Kei02] Daniel A Keim. “Information visualization and visual data mining”. In: Visual-
ization and Computer Graphics, IEEE Transactions on 8.1 (2002), pp. 1–8 (cit. on
p. 48).

[Kir16] Andy Kirk. Data visualisation: a handbook for data driven design. Sage, 2016
(cit. on p. 144).

[Kis+10] S. Kisilevich, C. Rohrdantz, and D. Keim. “’Beautiful picture of an ugly place’.
Exploring photo collections using opinion and sentiment analysis of user com-
ments”. In: Proceedings of the International Multiconference on Computer Science
and Information Technology. 2010, pp. 419–428 (cit. on p. 65).

[Kit14] Rob Kitchin. The data revolution: Big data, open data, data infrastructures and
their consequences. Sage, 2014 (cit. on p. 4).

[KJ13] Andreas Kerren and Ilir Jusufi. “A novel radial visualization approach for undi-
rected hypergraphs”. In: Proceedings of the eurographics conference on visualisa-
tion (EuroVis)(2013). Short paper. 2013 (cit. on p. 40).

[KK+94] Daniel Keim, Hans-Peter Kriegel, et al. “VisDB: Database exploration using
multidimensional visualization”. In: Computer Graphics and Applications, IEEE
14.5 (1994), pp. 40–49 (cit. on pp. 42, 55).

[Kle+01] Ernst Kleiberg, Huub van De Wetering, and Jarke J van Wijk. “Botanical visual-
ization of huge hierarchies”. In: infovis. IEEE. 2001, p. 87 (cit. on p. 62).

194 Chapter 7 Bibliography



[KN04] Robert S Kaplan and David P Norton. Strategy maps: Converting intangible assets
into tangible outcomes. Harvard Business Press, 2004 (cit. on p. 37).

[Kna+17] Ann-Kristin Knapp, Andre Marchand, and Thorsten Hennig-Thurau. “How to
Survive in a Digital World? A Comprehensive Analysis of Success Factors for
Brick-and-Mortar Retail Stores: An Abstract”. In: Creating Marketing Magic
and Innovative Future Marketing Trends. Springer, 2017, pp. 301–301 (cit. on
p. 124).

[Ko+12] Sungahn Ko, Ross Maciejewski, Yun Jang, and David S Ebert. “Marketanalyzer:
an interactive visual analytics system for analyzing competitive advantage using
point of sale data”. In: Computer Graphics Forum. Vol. 31. 3pt3. Wiley Online
Library. 2012, pp. 1245–1254 (cit. on pp. 22, 46, 54–56, 68).

[Ko+16] Sungahn Ko, Isaac Cho, Shehzad Afzal, et al. “A Survey on Visual Analysis
Approaches for Financial Data”. In: Computer Graphics Forum 35.3 (2016),
pp. 599–617 (cit. on pp. 24, 31).

[Koh82] Teuvo Kohonen. “Self-organized formation of topologically correct feature
maps”. In: Biological Cybernetics 43.1 (1982), pp. 59–69 (cit. on p. 60).

[Kos+06] Robert Kosara, Fabian Bendix, and Helwig Hauser. “Parallel sets: Interactive
exploration and visual analysis of categorical data”. In: IEEE transactions on
visualization and computer graphics 12.4 (2006), pp. 558–568 (cit. on p. 58).

[Kos11] Robert Kosara. “Indirect multi-touch interaction for brushing in parallel coordi-
nates”. In: vol. 7868. 2011 (cit. on p. 97).

[Kri10] Jukka M Krisp. “Planning fire and rescue services by visualizing mobile phone
density”. In: Journal of Urban Technology 17.1 (2010), pp. 61–69 (cit. on p. 61).

[Kuh+08] G. R. Kuhn, M. M. Oliveira, and L. A. F. Fernandes. “An Efficient Naturalness-
Preserving Image-Recoloring Method for Dichromats”. In: IEEE Transactions
on Visualization and Computer Graphics 14.6 (2008), pp. 1747–1754 (cit. on
p. 144).

[Kuh+10] Chris J Kuhlman, VS Anil Kumar, Madhav V Marathe, SS Ravi, and Daniel J
Rosenkrantz. “Finding critical nodes for inhibiting diffusion of complex con-
tagions in social networks”. In: Machine Learning and Knowledge Discovery in
Databases. Springer, 2010, pp. 111–127 (cit. on p. 54).

[Kwo+11] Bum chul Kwon, Brian Fisher, and Ji Soo Yi. “Visual analytic roadblocks for
novice investigators”. In: Visual Analytics Science and Technology (VAST), 2011
IEEE Conference on. IEEE. 2011, pp. 3–11 (cit. on p. 36).

[Kym+09] Emmanuel Kymakis, Sofoklis Kalykakis, and Thales M Papazoglou. “Performance
analysis of a grid connected photovoltaic park on the island of Crete”. In: Energy
Conversion and Management 50.3 (2009), pp. 433–438 (cit. on p. 127).

[LA94] Ying K Leung and Mark D Apperley. “A Review and Taxonomy of Distortion-
Oriented Presentation Techniques”. In: ACM Transactions on Computer-Human
Interaction (TOCHI) 1.2 (1994), pp. 126–160 (cit. on p. 5).

[Laf+13] Sebastien Lafon, Fatma Bouali, Christiane Guinot, and Gilles Venturini. “3D and
immersive interfaces for Business Intelligence: the case of OLAP”. In: 2013 17th
International Conference on Information Visualisation. IEEE. 2013, pp. 272–277
(cit. on pp. 22, 46, 56).

195



[Lam+12] Heidi Lam, Enrico Bertini, Petra Isenberg, Catherine Plaisant, and Sheelagh
Carpendale. “Empirical studies in information visualization: Seven scenarios”.
In: Visualization and Computer Graphics, IEEE Transactions on 18.9 (2012),
pp. 1520–1536 (cit. on p. 53).

[Lar+05] Michel Laroche, Zhiyong Yang, Gordon HG McDougall, and Jasmin Bergeron.
“Internet versus bricks-and-mortar retailers: An investigation into intangibility
and its consequences”. In: Journal of Retailing 81.4 (2005), pp. 251–267 (cit. on
p. 124).

[Lar11] Robert S Laramee. “How to read a visualization research paper: Extracting the
essentials”. In: IEEE computer graphics and applications 31.3 (2011), pp. 78–82
(cit. on p. 28).

[LB11] Gordon S Linoff and Michael JA Berry. Data mining techniques: for marketing,
sales, and customer relationship management. John Wiley & Sons, 2011 (cit. on
p. 25).

[Lea+18] Bih-Ru Lea, Wen-Bin Yu, and Hokey Min. “Data visualization for assessing the
biofuel commercialization potential within the business intelligence framework”.
In: Journal of Cleaner Production 188 (2018), pp. 921–941 (cit. on pp. 22, 46,
56).

[Lee+12] Sungkil Lee, Mike Sips, and Hans-Peter Seidel. “Perceptually-driven visibil-
ity optimization for categorical data visualization”. In: IEEE Transactions on
visualization and computer graphics (2012), p. 1 (cit. on p. 144).

[Lin+13] Sharon Lin, Julie Fortuna, Chinmay Kulkarni, Maureen Stone, and Jeffrey Heer.
“Selecting Semantically-resonant Colors for Data Visualization”. In: Proceedings
of the 15th Eurographics Conference on Visualization. EuroVis ’13. Leipzig, Ger-
many: The Eurographs Association &#38; John Wiley &#38; Sons, Ltd., 2013,
pp. 401–410 (cit. on p. 144).

[Liu+05] Bing Liu, Minqing Hu, and Junsheng Cheng. “Opinion observer: analyzing
and comparing opinions on the web”. In: Proceedings of the 14th international
conference on World Wide Web. ACM. 2005, pp. 342–351 (cit. on p. 64).

[Liu+11] He Liu, Yuan Gao, Lu Lu, et al. “Visual analysis of route diversity”. In: Visual
Analytics Science and Technology (VAST), 2011 IEEE Conference on. IEEE. 2011,
pp. 171–180 (cit. on p. 46).

[Liu+16] Dongyu Liu, Di Weng, Yuhong Li, et al. “SmartAdP: Visual Analytics of Large-
scale Taxi Trajectories for Selecting Billboard Locations”. In: IEEE Transactions
on Visualization and Computer Graphics 23.1 (2016), pp. 1–10 (cit. on pp. 22,
45, 46, 56).

[LR00] G La Rooy. “Charting Performance”. In: NZ Business 14.6 (2000), pp. 14–17
(cit. on p. 37).

[LT11] Dirk J Lehmann and Holger Theisel. “Features in continuous parallel coor-
dinates”. In: IEEE transactions on visualization and computer graphics 17.12
(2011), pp. 1912–1921 (cit. on p. 97).

[Lu+14] Yafeng Lu, Feng Wang, and Ross Maciejewski. “Business intelligence from social
media: A study from the vast box office challenge”. In: Computer Graphics and
Applications, IEEE 34.5 (2014), pp. 58–69 (cit. on pp. 22, 46, 49, 56, 69).

196 Chapter 7 Bibliography



[Lux97] Miriam Lux. “Visualization of financial information”. In: Proceedings of the 1997
workshop on New paradigms in information visualization and manipulation. ACM.
1997, pp. 58–61 (cit. on p. 50).

[Mac+91] Jock D Mackinlay, George G Robertson, and Stuart K Card. “The Perspective
Wall: Detail and Context Smoothly Integrated”. In: Proceedings of the SIGCHI
conference on Human factors in computing systems. ACM. 1991, pp. 173–176
(cit. on p. 5).

[Mac99] Lindsay W MacDonald. “Using color effectively in computer graphics”. In: IEEE
Computer Graphics and Applications 19.4 (1999), pp. 20–35 (cit. on p. 144).

[Mal06] Jacek Malczewski. “GIS-based multicriteria decision analysis: a survey of the
literature”. In: International Journal of Geographical Information Science 20.7
(2006), pp. 703–726 (cit. on p. 45).

[McA+12] Andrew McAfee, Erik Brynjolfsson, Thomas H Davenport, et al. “Big data: the
management revolution”. In: Harvard business review 90.10 (2012), pp. 60–68
(cit. on p. 25).

[McN+18] Liam McNabb, Robert S. Laramee, and Richard Fry. “Dynamic Choropleth Maps
- Using Amalgamation to Increase Area Perceivability”. In: International Journal
of Computer Vision and Image Processing. –forthcoming. 2018 (cit. on pp. 141,
143, 153).

[Mer+06] Carmen Sanz Merino, Mike Sips, Daniel A Keim, Christian Panse, and Robert
Spence. “Task-at-hand interface for change detection in stock market data”. In:
Proceedings of the working conference on Advanced visual interfaces. ACM. 2006,
pp. 420–427 (cit. on pp. 22, 46, 47, 56).

[MG88] Gary W Meyer and Donald P Greenberg. “Color-defective vision and computer
graphics displays”. In: IEEE Computer Graphics and Applications 8.5 (1988),
pp. 28–40 (cit. on p. 144).

[Miw+11] Fumikazu Miwakeichi, Yoshitaka Oku, Yasumasa Okada, et al. “Detection and
visualization method of dynamic state transition for biological spatio-temporal
imaging data”. In: IEEE Transactions on Medical Imaging 30.3 (2011), pp. 859–
866 (cit. on p. 126).

[ML17] Liam McNabb and Robert S Laramee. “Survey of Surveys (SoS)-Mapping The
Landscape of Survey Papers in Information Visualization”. In: Computer Graphics
Forum. Vol. 36. 3. Wiley Online Library. 2017, pp. 589–617 (cit. on pp. 2, 31,
92, 95, 125).

[MM04] Neeru Malhotra and Avinandan Mukherjee. “The relative influence of organisa-
tional commitment and job satisfaction on service quality of customer-contact
employees in banking call centres”. In: Journal of services Marketing 18.3 (2004),
pp. 162–174 (cit. on p. 14).

[Mok+12] Esmond Mok, Guenther Retscher, and Chen Wen. “Initial test on the use of GPS
and sensor data of modern smartphones for vehicle tracking in dense high rise
environments”. In: Ubiquitous Positioning, Indoor Navigation, and Location Based
Service (UPINLBS), 2012. IEEE. 2012, pp. 1–7 (cit. on p. 66).

197



[Mon+13] Megan Monroe, Rongjian Lan, Hanseung Lee, Catherine Plaisant, and Ben
Shneiderman. “Temporal event sequence simplification”. In: IEEE Transactions
on Visualization and Computer Graphics 19.12 (2013), pp. 2227–2236 (cit. on
p. 126).

[Mon99] Ethan D Montag. “The use of color in multidimensional graphical information
display”. In: Color and Imaging Conference. Vol. 1999. 1. Society for Imaging
Science and Technology. 1999, pp. 222–226 (cit. on p. 144).

[Moo06] James F Moore. “Business ecosystems and the view from the firm”. In: The
antitrust bulletin 51.1 (2006), pp. 31–75 (cit. on p. 25).

[Moo96] James F Moore. The death of competition: leadership and strategy in the age of
business ecosystems. HarperCollins Publishers, 1996 (cit. on p. 23).

[Mor09] Kenneth Moreland. “Diverging Color Maps for Scientific Visualization”. In:
Proceedings of the 5th International Symposium on Advances in Visual Computing:
Part II. ISVC ’09. Las Vegas, Nevada: Springer-Verlag, 2009, pp. 92–103 (cit. on
p. 145).

[Mun18] Randal Munroe. A History of United States Congress. Accessed: 11-06-2018. 2018
(cit. on pp. 58, 59).

[Mur13] Daniel G Murray. Tableau Your Data!: Fast and Easy Visual Analysis with Tableau
Software. John Wiley & Sons, 2013 (cit. on p. 20).

[Mur99] John J Murphy. Technical analysis of the financial markets: A comprehensive guide
to trading methods and applications. Penguin, 1999 (cit. on p. 55).

[MW95] Allen R Martin and Matthew O Ward. “High dimensional brushing for interactive
exploration of multivariate data”. In: Proceedings of the 6th Conference on
Visualization’95. IEEE Computer Society. 1995, p. 271 (cit. on pp. 96, 97, 114).

[Nag+12] Akihiko Nagai, Tatsunosuke Tsuboi, and Takayuki Ito. “Prototype of New Busi-
ness Process Visualization Tool”. In: Proceedings of the The 2012 IEEE/WIC/ACM
International Joint Conferences on Web Intelligence and Intelligent Agent Technology-
Volume 03. IEEE Computer Society. 2012, pp. 367–372 (cit. on p. 30).

[Nag+16] Haruko Nagaoka, Toshiyuki Nakamura, Tadasuke Nakagawa, and Maiko Kaneda.
“Development of Methods for Visualizing Customer Value in Terms of People
and Management”. In: Hitachi Review 65.2 (2016), p. 841 (cit. on pp. 22, 46,
56).

[Nai+15] Sreena Gopinathan Nair, Nadeem Abdulla, Zubair Ahmed Mohammed Gazzali,
et al. “Measure Customer Behaviour Using C4. 5 Decision Tree Mapreduce
Implementation in Big Data Analytics and Data Visualization”. In: International
Journal 1 (2015), pp. 228–235 (cit. on pp. 22, 46, 56).

[New+12] Paul Newbold, William Carlson, and Betty Thorne. Statistics for business and
economics. Pearson, 2012 (cit. on p. 111).

[Ng+06] Vincent Ng, Sajib Dasgupta, and SM Arifin. “Examining the role of linguistic
knowledge sources in the automatic identification and classification of reviews”.
In: Proceedings of the COLING/ACL on Main conference poster sessions. Association
for Computational Linguistics. 2006, pp. 611–618 (cit. on p. 65).

198 Chapter 7 Bibliography



[Nic+14] Michael Nicholas, Daniel Archambault, and Robert S Laramee. “Interactive
Visualisation of Automotive Warranty Data Using Novel Extensions of Chord
Diagrams”. In: Computer Graphics Forum (2014). Ed. by N. Elmqvist, M. Hlaw-
itschka, and J. Kennedy (cit. on pp. 22, 39, 40, 46, 56, 69).

[Nie+16] Matthias Nielsen, Niklas Elmqvist, and Kaj Grønbæk. “Scribble query: fluid
touch brushing for multivariate data visualization”. In: Proceedings of the 28th
Australian Conference on Computer-Human Interaction. ACM. 2016, pp. 381–390
(cit. on p. 97).

[O’C+10] Brendan O’Connor, Michel Krieger, and David Ahn. “TweetMotif: Exploratory
Search and Topic Summarization for Twitter.” In: ICWSM. 2010, pp. 384–385
(cit. on p. 59).

[Oel+09] Daniela Oelke, Ming Hao, Christian Rohrdantz, et al. “Visual opinion analysis
of customer feedback data”. In: Visual Analytics Science and Technology, 2009.
VAST 2009. IEEE Symposium on. IEEE. 2009, pp. 187–194 (cit. on pp. 22, 24,
46, 56, 63, 64).

[OP04] Chitu Okoli and Suzanne D Pawlowski. “The Delphi method as a research
tool: an example, design considerations and applications”. In: Information &
management 42.1 (2004), pp. 15–29 (cit. on p. 60).

[Ora] Sisense. 2004 (cit. on p. 20).

[Otj+09] Benoît Otjacques, Maël Cornil, and Fernand Feltz. “Using ellimaps to visualize
business data in a local administration”. In: 2009 13th International Conference
Information Visualisation. IEEE. 2009, pp. 235–240 (cit. on pp. 22, 46, 56).

[Ots+09] Rieko Otsuka, Kazuo Yano, and Nobuo Sato. “An organization topographic
map for visualizing business hierarchical relationships”. In: 2009 IEEE Pacific
Visualization Symposium. IEEE. 2009, pp. 25–32 (cit. on pp. 22, 27, 33, 46, 56).

[Pan+15] Anshul Vikram Pandey, Katharina Rall, Margaret L. Satterthwaite, Oded Nov,
and Enrico Bertini. “How Deceptive Are Deceptive Visualizations?: An Empir-
ical Analysis of Common Distortion Techniques”. In: Proceedings of the 33rd
Annual ACM Conference on Human Factors in Computing Systems. CHI ’15. Seoul,
Republic of Korea: ACM, 2015, pp. 1469–1478 (cit. on p. 144).

[PC98] Jay M Ponte and W Bruce Croft. “A language modeling approach to information
retrieval”. In: Proceedings of the 21st annual international ACM SIGIR conference
on Research and development in information retrieval. ACM. 1998, pp. 275–281
(cit. on p. 63).

[PE07] Ana-Maria Popescu and Orena Etzioni. “Extracting product features and opin-
ions from reviews”. In: Natural language processing and text mining. Springer,
2007, pp. 9–28 (cit. on p. 65).

[Pen+12] Chengbin Peng, Xiaogang Jin, Ka-Chun Wong, Meixia Shi, and Pietro Liò. “Col-
lective human mobility pattern from taxi trips in urban area”. In: PloS one 7.4
(2012), e34487 (cit. on p. 44).

[Pha+05] Doantam Phan, Ling Xiao, Ron Yeh, and Pat Hanrahan. “Flow map layout”. In:
Information Visualization, 2005. INFOVIS 2005. IEEE Symposium on. IEEE. 2005,
pp. 219–224 (cit. on p. 44).

199



[Pit+94] J.E. Pitkow, K.A. Bharat, Visualization Georgia Institute of Technology. Graphics,
and Usability Center. WebVis: A Tool for World Wide Web Access Log Analysis.
Tech. rep. 1994 (cit. on p. 58).

[PL08] Bo Pang and Lillian Lee. “Opinion mining and sentiment analysis”. In: Foun-
dations and trends in information retrieval 2.1-2 (2008), pp. 1–135 (cit. on
p. 64).

[Pri+15] YHPP Priyadarshana, KIH Gunathunga, Nipuni N Perera, et al. “Sentiment
Analysis: Measuring Sentiment Strength of Call Centre Conversations”. In:
Electrical, Computer and Communication Technologies (ICECCT), 2015 IEEE
International Conference on. IEEE. 2015, pp. 1–9 (cit. on p. 14).

[PW06] A Johannes Pretorius and Jarke J van Wijk. “Visual analysis of multivariate state
transition graphs”. In: IEEE Transactions on Visualization and Computer Graphics
12.5 (2006), pp. 685–692 (cit. on p. 126).

[Rai+16] Renata Georgia Raidou, Martin Eisemann, Marcel Breeuwer, Elmar Eisemann,
and Anna Vilanova. “Orientation-enhanced parallel coordinate plots”. In: IEEE
Transactions on Visualization and Computer Graphics 22.1 (2016), pp. 589–598
(cit. on pp. 92, 95).

[Raj+10] A Raja, W Mohsin, N Ehsan, E Mirza, and M Saud. “Impact of Emotional
Intelligence and Work Attitude on Quality of Service in the Call Centre Industry
of Pakistan”. In: Management of Innovation and Technology (ICMIT), 2010 IEEE
International Conference on. IEEE. 2010, pp. 402–407 (cit. on p. 14).

[Ram+17] GS Ramesh, TV Rajinikanth, and D Vasumathi. “Explorative Data Visualization
Using Business Intelligence and Data Mining Techniques”. In: International
Journal of Applied Engineering Research 12.24 (2017), pp. 14008–14013 (cit. on
pp. 22, 46, 56).

[Ree+18] Dylan Rees, Richard C. Roberts, Robert S. Laramee, Paul Brookes, and Gary
Smith. “GPU-Assisted Scatterplots for Millions of Call Events”. In: Computer
Graphics and Visual Computing (CGVC). Ed. by Franck Vidal and Gary Tam. The
Eurographics Association, 2018 (cit. on pp. 179, 180).

[Rhe00] Penny L Rheingans. “Task-based color scale design”. In: 28th AIPR Workshop: 3D
Visualization for Data Exploration and Decision Making. Vol. 3905. International
Society for Optics and Photonics. 2000, pp. 35–44 (cit. on p. 144).

[Rhy16] Theresa-Marie Rhyne. “Applying color theory to digital media and visualization”.
In: (2016) (cit. on p. 144).

[Rie+05] Patrick Riehmann, Manfred Hanfler, and Bernd Froehlich. “Interactive Sankey
Diagrams”. In: Information Visualization, 2005. (INFOVIS) 2005. IEEE Sympo-
sium on. IEEE. 2005, pp. 233–240 (cit. on p. 127).

[RL18] Richard C. Roberts and Robert S. Laramee. “Visualising Business Data: A Survey”.
In: Information 9.11 (2018) (cit. on pp. 17, 19, 168, 175, 180).

[RM93] George G Robertson and Jock D Mackinlay. “The Document Lens”. In: Proceed-
ings of the 6th annual ACM symposium on User interface software and technology.
ACM. 1993, pp. 101–108 (cit. on p. 5).

200 Chapter 7 Bibliography



[Rob+16] R. C. Roberts, C. Tong, R. S. Laramee, et al. “Interactive Analytical Treemaps
for Visualisation of Call Centre Data”. In: Proceedings of the Conference on
Smart Tools and Applications in Computer Graphics. STAG ’16. Genova, Italy:
Eurographics Association, 2016, pp. 109–117 (cit. on pp. 17, 74, 126, 143, 168,
176, 180).

[Rob+18a] R. Roberts, R. S. Laramee, G. A. Smith, P. Brookes, and T. D’Cruze. “Smart
Brushing for Parallel Coordinates”. In: IEEE Transactions on Visualization and
Computer Graphics (2018), pp. 1–1 (cit. on pp. 17, 92, 126, 141, 143, 153, 169,
176, 180).

[Rob+18b] Richard Roberts, Robert Laramee, Paul Brookes, et al. “A Tale of Two Visions -
Exploring the Dichotomy of Interest between Academia and Industry in Visuali-
sation”. In: Proceedings of the 13th International Joint Conference on Computer
Vision, Imaging and Computer Graphics Theory and Applications - Volume 3:
IVAPP, INSTICC. SciTePress, 2018, pp. 319–326 (cit. on pp. 17, 19, 20, 69, 155,
180).

[Rob+18c] Richard C. Roberts, Dylan Rees, Robert S. Laramee, Paul Brookes, and Gary
Smith. “RiverState: A Visual Metaphor Representing Millions of Time-Oriented
State Transitions”. In: Computer Graphics and Visual Computing (CGVC). Ed. by
Franck Vidal and Gary Tam. The Eurographics Association, 2018 (cit. on pp. 17,
170, 176, 180).

[Rob+18d] Richard C. Roberts, Liam McNabb, Naif AlHarbi, and Robert S. Laramee. “Spec-
trum: A C++ Header Library for Colour Map Management”. In: Computer
Graphics and Visual Computing (CGVC). Ed. by Franck Vidal and Gary Tam. The
Eurographics Association, 2018 (cit. on pp. 17, 172, 180).

[Rob+91] George G Robertson, Jock D Mackinlay, and Stuart K Card. “Cone trees: an-
imated 3D visualizations of hierarchical information”. In: Proceedings of the
SIGCHI conference on Human factors in computing systems. ACM. 1991, pp. 189–
194 (cit. on p. 34).

[Rod14] K. Rodden. “Applying a Sunburst Visualization to Summarize User Navigation
Sequences”. In: IEEE Computer Graphics and Applications 34.5 (2014), pp. 36–
40 (cit. on pp. 22, 46, 56).

[Roh+12] Christian Rohrdantz, Ming C Hao, Umeshwar Dayal, Lars-Erik Haug, and Daniel
A Keim. “Feature-based visual sentiment analysis of text document streams”. In:
ACM Transactions on Intelligent Systems and Technology (TIST) 3.2 (2012), p. 26
(cit. on p. 65).

[Rot90] Michael Rothschild. Bionomics: Economy as business ecosystem. Beard Books,
1990 (cit. on p. 23).

[RT98] Bernice E Rogowitz and Lloyd A Treinish. “Data visualization: the end of the
rainbow”. In: IEEE spectrum 35.12 (1998), pp. 52–59 (cit. on p. 144).

[Run+02] Elke A Rundensteiner, Matthew O Ward, Jing Yang, and Punit R Doshi. “Xmdv-
Tool: visual interactive data exploration and trend discovery of high-dimensional
data sets”. In: Proceedings of the ACM Conference on Management of Data. ACM.
2002, pp. 631–631 (cit. on p. 97).

201



[Sai14] Fumiaki Saitoh. “Visualization of online customer reviews and evaluations based
on Self-organizing Map”. In: Systems, Man and Cybernetics (SMC), 2014 IEEE
International Conference on. IEEE. 2014, pp. 176–181 (cit. on pp. 22, 46, 56).

[Sat+18] Mithileysh Sathiyanarayanan, Cagatay Turkay, and Odunayo Fadahunsi. “Design
and implementation of small multiples matrix-based visualisation to monitor
and compare email socio-organisational relationships”. In: Communication
Systems & Networks (COMSNETS), 2018 10th International Conference on. IEEE.
2018, pp. 643–648 (cit. on pp. 22, 46, 56, 68).

[Sav+08] Anya Savikhin, Ross Maciejewski, and David S Ebert. “Applied visual analytics
for economic decision-making”. In: Visual Analytics Science and Technology, 2008.
VAST’08. IEEE Symposium on. IEEE. 2008, pp. 107–114 (cit. on p. 41).

[Sav+11] Anya Savikhin, Hon Cheong Lam, Brian Fisher, and David S Ebert. “An experi-
mental study of financial portfolio selection with visual analytics for decision
support”. In: System Sciences (HICSS), 2011 44th Hawaii International Confer-
ence on. IEEE. 2011, pp. 1–10 (cit. on p. 41).

[Sch+17] Andreas PJ Schotter, Olha Buchel, and Tatiana Vashchilko. “Interactive visual-
ization for research contextualization in international business”. In: Journal of
World Business (2017) (cit. on pp. 22, 46, 52, 56).

[Sch+96] Doug Schaffer, Zhengping Zuo, Saul Greenberg, et al. “Navigating Hierarchi-
cally Clustered Networks through Fisheye and Full-Zoom Methods”. In: ACM
Transactions on Computer-Human Interaction (TOCHI) 3.2 (1996), pp. 162–188
(cit. on p. 75).

[Sch08] Mario Schmidt. “The Sankey diagram in energy and material flow management”.
In: Journal of Industrial Ecology 12.1 (2008), pp. 82–94 (cit. on p. 127).

[SD97] J Lawrence Stimpert and Irene M Duhaime. “Seeing the big picture: The in-
fluence of industry, diversification, and business strategy on performance”. In:
Academy of Management Journal 40.3 (1997), pp. 560–583 (cit. on p. 19).

[Sed+11] Michael Sedlmair, Petra Isenberg, Dominikus Baur, and Andreas Butz. “Informa-
tion visualization evaluation in large companies: Challenges, experiences and
recommendations”. In: Information Visualization (2011), p. 1473871611413099
(cit. on pp. 22, 34, 36, 46, 53, 56, 66).

[She15] Rick Sherman. “Chapter 1 - The Business Demand for Data, Information, and
Analytics”. In: Business Intelligence Guidebook. Ed. by Rick Sherman. Boston:
Morgan Kaufmann, 2015, pp. 3 –19 (cit. on p. 21).

[Shi+05] Kang Shi, Pourang Irani, and Ben Li. “An Evaluation of Content Browsing
Techniques for Hierarchical Space-Filling Visualizations”. In: Information Vi-
sualization, 2005. INFOVIS 2005. IEEE Symposium on. IEEE. 2005, pp. 81–88
(cit. on p. 75).

[Shi+14] Conglei Shi, Yingcai Wu, Shixia Liu, Hong Zhou, and Huamin Qu. “LoyalTracker:
Visualizing Loyalty Dynamics in Search Engines”. In: Visualization and Computer
Graphics, IEEE Transactions on 20.12 (2014), pp. 1733–1742 (cit. on pp. 22, 46,
56, 58, 59, 69, 70).

[Shn16] Ben Shneiderman. The new ABCs of research: Achieving breakthrough collabora-
tions. Oxford University Press, 2016 (cit. on pp. 6, 69, 157, 166).

202 Chapter 7 Bibliography



[Shn92] Ben Shneiderman. “Tree Visualization with Tree-Maps: 2-D Space-Filling Ap-
proach”. In: ACM Transactions on graphics (TOG) 11.1 (1992), pp. 92–99 (cit. on
pp. 2, 75).

[Shn94] Ben Shneiderman. “Dynamic queries for visual information seeking”. In: IEEE
software 11.6 (1994), pp. 70–77 (cit. on p. 95).

[Shn96] Ben Shneiderman. “The eyes have it: A task by data type taxonomy for informa-
tion visualizations”. In: Visual Languages, 1996. Proceedings., IEEE Symposium
on. IEEE. 1996, pp. 336–343 (cit. on pp. 4, 5, 168).

[Sii00] Harri Siirtola. “Direct manipulation of parallel coordinates”. In: Information
Visualization, 2000. Proceedings. IEEE International Conference on. IEEE. 2000,
pp. 373–378 (cit. on p. 96).

[Sij+16] Bas Sijtsma, Pernilla Qvarfordt, and Francine Chen. “Tweetviz: Visualizing
tweets for business intelligence”. In: Proceedings of the 39th International ACM
SIGIR conference on Research and Development in Information Retrieval. ACM.
2016, pp. 1153–1156 (cit. on pp. 22, 46, 56).

[Sil+07] Samuel Silva, Joaquim Madeira, and Beatriz Sousa Santos. “There is more to
color scales than meets the eye: a review on the use of color in visualization”.
In: Information Visualization, 2007. IV’07. 11th International Conference. IEEE.
2007, pp. 943–950 (cit. on p. 144).

[Sil+11] Samuel Silva, Beatriz Sousa Santos, and Joaquim Madeira. “Using color in
visualization: A survey”. In: Computers & Graphics 35.2 (2011), pp. 320–333
(cit. on p. 144).

[Sim14] Phil Simon. The Visual Organization: Data Visualization, Big Data, and the Quest
for Better Decisions. 1st. Wiley Publishing, 2014 (cit. on p. 19).

[Smi07] Elena Smith. “Anatomy of an IP call centre”. In: Communications Engineer 5.4
(2007), pp. 20–24 (cit. on p. 13).

[Sou+14] Kamal Soundararajan, Hiang Kwee Ho, and Bin Su. “Sankey diagram framework
for energy and exergy flows”. In: Applied energy 136 (2014), pp. 1035–1042
(cit. on p. 127).

[SS00] Jeffrey S Simonoff and Ilana R Sparrow. “Predicting movie grosses: Winners and
losers, blockbusters and sleepers”. In: Chance 13.3 (2000), pp. 15–24 (cit. on
p. 49).

[SS16] Ramik Sadana and John Stasko. “Expanding selection for information visual-
ization systems on tablet devices”. In: Proceedings of the ACM Conference on
Interactive Surfaces and Spaces. ACM. 2016, pp. 149–158 (cit. on p. 97).

[Ste+46] Stanley Smith Stevens et al. “On the theory of scales of measurement”. In:
(1946) (cit. on p. 147).

[Sto+02] Chris Stolte, Diane Tang, and Pat Hanrahan. “Polaris: A system for query, analy-
sis, and visualization of multidimensional relational databases”. In: Visualization
and Computer Graphics, IEEE Transactions on 8.1 (2002), pp. 52–65 (cit. on
p. 41).

203



[Sto05] Thomas P Stossel. “Regulating academic-industrial research relationships-solving
problems or stifling progress?” In: The New England journal of medicine 353.10
(2005), p. 1060 (cit. on p. 156).

[Sun+08] Martin Suntinger, Hannes Obweger, Josef Schiefer, and M Eduard Gröller. “The
event tunnel: Interactive visualization of complex event streams for business
process pattern analysis”. In: Visualization Symposium, 2008. PacificVIS’08. IEEE
Pacific. IEEE. 2008, pp. 111–118 (cit. on p. 52).

[SW01] Ben Shneiderman and Martin Wattenberg. “Ordered Treemap Layouts”. In:
infovis. IEEE. 2001, p. 73 (cit. on p. 75).

[SY18] Ryosuke Saga and Toshimasa Yagi. “Network visualization of customer expec-
tation using Web in coffee service”. In: Artificial Life and Robotics 23.2 (2018),
pp. 213–217 (cit. on pp. 22, 46, 56, 65).

[SZ00] John Stasko and Eugene Zhang. “Focus+ Context Display and Navigation
Techniques for Enhancing Radial, Space-Filling Hierarchy Visualizations”. In:
Information Visualization, 2000. InfoVis 2000. IEEE Symposium on. IEEE. 2000,
pp. 57–65 (cit. on p. 76).

[TC+06] James J Thomas, Kristin Cook, et al. “A visual analytics agenda”. In: Computer
Graphics and Applications, IEEE 26.1 (2006), pp. 10–13 (cit. on p. 32).

[Tel14] Alexandru C Telea. Data Visualization: Principles and Practice. CRC Press, 2014
(cit. on pp. 114, 144).

[The06] Roberto Theron. “Visual analytics of paleoceanographic conditions.” In: Pro-
ceedings of the IEEE Symposium on Visual Analytics Science & Technology. 2006,
pp. 19–26 (cit. on p. 96).

[TM14] Peter A Thiel and Blake Masters. Zero to one: Notes on startups, or how to build
the future. Broadway Business, 2014 (cit. on p. 1).

[Tob73] Waldo R Tobler. “Choropleth maps without class intervals?” In: Geographical
analysis 5.3 (1973), pp. 262–265 (cit. on p. 144).

[Tor+05] Melanie Tory, Simeon Potts, and Torsten Moller. “A parallel coordinates style
interface for exploratory volume visualization”. In: IEEE Transactions on Visual-
ization and Computer Graphics 11.1 (2005), pp. 71–80 (cit. on p. 95).

[TS07] Ying Tu and Han-Wei Shen. “Visualizing Changes of Hierarchical Data Using
Treemaps”. In: Visualization and Computer Graphics, IEEE Transactions on 13.6
(2007), pp. 1286–1293 (cit. on p. 75).

[TS08] Ying Tu and Han-Wei Shen. “Balloon Focus: A Seamless Multi-Focus+ Context
Method for Treemaps”. In: Visualization and Computer Graphics, IEEE Transac-
tions on 14.6 (2008), pp. 1157–1164 (cit. on p. 75).

[TSF08] Melanie Tory and Sheryl Staub-French. “Qualitative analysis of visualization: A
building design field study”. In: Proceedings of the 2008 Workshop on BEyond
time and errors: novel evaLuation methods for Information Visualization. ACM.
2008, p. 7 (cit. on p. 35).

[TY13] Keiji Takai and Katsutoshi Yada. “A framework for analysis of the effect of
time on shopping behavior”. In: Journal of Intelligent Information Systems 41.1
(2013), pp. 91–107 (cit. on p. 57).

204 Chapter 7 Bibliography



[VH+01] Frank Van Ham, Huub Van De Wetering, and Jarke J van Wijk. “Visualization
of state transition graphs”. In: Information Visualization, 2001. (INFOVIS)hum
2001. IEEE Symposium on. IEEE. 2001, pp. 59–66 (cit. on pp. 125, 126).

[VH+02] Frank Van Ham, Huub van De Wetering, and Jarke J van Wijk. “Interactive
visualization of state transition systems”. In: IEEE Transactions on Visualization
and Computer Graphics 8.4 (2002), pp. 319–329 (cit. on p. 126).

[Vie+07] Fernanda B Viegas, Martin Wattenberg, Frank Van Ham, Jesse Kriss, and Matt
McKeon. “Manyeyes: a site for visualization at internet scale”. In: IEEE trans-
actions on visualization and computer graphics 13.6 (2007), pp. 1121–1128
(cit. on p. 69).

[Vli+06] Roel Vliegen, Jarke J van Wijk, and E-J Van der Linden. “Visualizing Business
Data with Generalized Treemaps”. In: Visualization and Computer Graphics, IEEE
Transactions on 12.5 (2006), pp. 789–796 (cit. on pp. 22, 38, 39, 46, 55, 56,
74, 76).

[Wan+08] Lujin Wang, Joachim Giesen, Kevin T McDonnell, Peter Zolliker, and Klaus
Mueller. “Color design for illustrative visualization”. In: IEEE Transactions on
Visualization and Computer Graphics 14.6 (2008), pp. 1739–1754 (cit. on
p. 144).

[Wan+13] Zuchao Wang, Min Lu, Xiaoru Yuan, Junping Zhang, and Huub Van De Wetering.
“Visual traffic jam analysis based on trajectory data”. In: IEEE Transactions on
Visualization and Computer Graphics 19.12 (2013), pp. 2159–2168 (cit. on
p. 61).

[Wan+14] Franz Wanner, Andreas Stoffel, Dominik Jäckle, et al. “State-of-the-art report of
visual analysis for event detection in text data streams”. In: Computer Graphics
Forum. Vol. 33. Citeseer. 2014 (cit. on p. 30).

[War88] Colin Ware. “Color sequences for univariate maps: Theory, experiments and
principles”. In: IEEE Computer Graphics and Applications 8.5 (1988), pp. 41–49
(cit. on p. 144).

[War94] Matthew O Ward. “XmdvTool: Integrating multiple methods for visualizing
multivariate data”. In: Proceedings of the Conference on Visualization’94. IEEE
Computer Society Press. 1994, pp. 326–333 (cit. on p. 97).

[Wat+02] Sarah J Waterson, Jason I Hong, Tim Sohn, et al. “What did they do? under-
standing clickstreams with the WebQuilt visualization system”. In: Proceedings
of the Working Conference on Advanced Visual Interfaces. ACM. 2002, pp. 94–102
(cit. on p. 58).

[Wat99] Martin Wattenberg. “Visualizing the stock market”. In: CHI’99 extended abstracts
on Human factors in computing systems. ACM. 1999, pp. 188–189 (cit. on pp. 22,
46, 56).

[WB96] Pak Chung Wong and R Daniel Bergeron. “Multiresolution multidimensional
wavelet brushing”. In: Proceedings of the IEEE Conference on Visualization. IEEE
Computer Society Press. 1996, 141–ff (cit. on p. 96).

[Weg90] Edward J Wegman. “Hyperdimensional data analysis using parallel coordinates”.
In: Journal of the American Statistical Association 85.411 (1990), pp. 664–675
(cit. on p. 95).

205



[WG11] Krist Wongsuphasawat and David Gotz. “Outflow: Visualizing patient flow
by symptoms and outcome”. In: IEEE VisWeek Workshop on Visual Analytics
in Healthcare, Providence, Rhode Island, USA. American Medical Informatics
Association. 2011, pp. 25–28 (cit. on p. 127).

[Whi+10] Ryen W White, Ashish Kapoor, and Susan T Dumais. “Modeling Long-Term
Search Engine Usage.” In: UMAP. Springer. 2010, pp. 28–39 (cit. on p. 59).

[Wij05] Jarke J van Wijk. “The value of visualization”. In: Visualization, 2005. VIS 05.
IEEE. IEEE. 2005, pp. 79–86 (cit. on pp. 4, 160).

[WN03] Jarke J van Wijk and Wim AA Nuij. “Smooth and efficient zooming and panning”.
In: Information Visualization, 2003. INFOVIS 2003. IEEE Symposium on. IEEE.
2003, pp. 15–23 (cit. on pp. 79, 80).

[Won+11] Krist Wongsuphasawat, John Alexis Guerra Gómez, Catherine Plaisant, et al.
“LifeFlow: visualizing an overview of event sequences”. In: Proceedings of the
SIGCHI conference on human factors in computing systems. ACM. 2011, pp. 1747–
1756 (cit. on p. 126).

[Woo+05] Ji Young Woo, Sung Min Bae, and Sang Chan Park. “Visualization method for
customer targeting using customer map”. In: Expert Systems with Applications
28.4 (2005), pp. 763–772 (cit. on pp. 22, 46, 56, 59).

[Woo+10] Jo Wood, Jason Dykes, and Aidan Slingsby. “Visualisation of origins, destinations
and flows with OD maps”. In: The Cartographic Journal 47.2 (2010), pp. 117–
129 (cit. on p. 44).

[WP10] Elizabeth Wu and Peter Phillips. “Financial Markets in Motion: Visualising stock
price and news interactions during the 2008 global financial crisis”. In: Procedia
Computer Science 1.1 (2010), pp. 1765–1773 (cit. on pp. 22, 46, 50, 56).

[Wri97] Wendy Wright. “Business visualization applications”. In: Computer Graphics and
Applications, IEEE 17.4 (1997), pp. 66–70 (cit. on pp. 22, 37, 46, 56, 68).

[Wu+10] Yingcai Wu, Furu Wei, Shixia Liu, et al. “OpinionSeer: interactive visualization
of hotel customer feedback”. In: Visualization and Computer Graphics, IEEE
Transactions on 16.6 (2010), pp. 1109–1118 (cit. on pp. 22, 46, 56, 64).

[Wu+14] Yingcai Wu, Shixia Liu, Kai Yan, Mengchen Liu, and Fangzhao Wu. “Opinionflow:
Visual analysis of opinion diffusion on social media”. In: IEEE transactions on
visualization and computer graphics 20.12 (2014), pp. 1763–1772 (cit. on pp. 30,
58).

[Wu+16] Wenchao Wu, Jiayi Xu, Haipeng Zeng, et al. “TelCoVis: Visual Exploration of Co-
occurrence in Urban Human Mobility Based on Telco Data”. In: IEEE transactions
on visualization and computer graphics 22.1 (2016), pp. 935–944 (cit. on pp. 22,
46, 56, 60, 61, 69, 70).

[Yad11] Katsutoshi Yada. “String analysis technique for shopping path in a supermarket”.
In: Journal of Intelligent Information Systems 36.3 (2011), pp. 385–402 (cit. on
p. 57).

[Yae+14] Avi Yaeli, Peter Bak, Guy Feigenblat, et al. “Understanding customer behavior
using indoor location analysis and visualization”. In: IBM Journal of Research
and Development 58.5/6 (2014), pp. 3–1 (cit. on pp. 22, 24, 46, 56, 57).

206 Chapter 7 Bibliography



[ZBL94] Mountaz Zizi and Michel Beaudouin-Lafon. “Accessing hyperdocuments through
interactive dynamic maps”. In: Proceedings of the 1994 ACM European conference
on Hypermedia technology. ACM. 1994, pp. 126–135 (cit. on pp. 40, 41).

[ZF98] Michelle X Zhou and Steven K Feiner. “Visual task characterization for auto-
mated visual discourse synthesis”. In: Proceedings of the SIGCHI conference on
Human factors in computing systems. ACM Press/Addison-Wesley Publishing Co.
1998, pp. 392–399 (cit. on p. 48).

[ZH16] Liang Zhou and Charles D Hansen. “A survey of colormaps in visualization”. In:
IEEE transactions on visualization and computer graphics 22.8 (2016), pp. 2051–
2069 (cit. on pp. 143, 144).

[Zha+12] Leishi Zhang, Andreas Stoffel, Michael Behrisch, et al. “Visual analytics for the
big data era—A comparative review of state-of-the-art commercial systems”. In:
Visual Analytics Science and Technology (VAST), 2012 IEEE Conference on. IEEE.
2012, pp. 173–182 (cit. on p. 32).

[Zha+15] Jian Zhao, Zhicheng Liu, Mira Dontcheva, Aaron Hertzmann, and Alan Wilson.
“MatrixWave: Visual comparison of event sequence data”. In: Proceedings of the
33rd Annual ACM Conference on Human Factors in Computing Systems. ACM.
2015, pp. 259–268 (cit. on p. 127).

[Zie+08] Cai-Nicolas Ziegler, Michal Skubacz, and Maximilian Viermetz. “Mining and
exploring unstructured customer feedback data using language models and
treemap visualizations”. In: Proceedings of the 2008 IEEE/WIC/ACM International
Conference on Web Intelligence and Intelligent Agent Technology-Volume 01. IEEE
Computer Society. 2008, pp. 932–937 (cit. on pp. 22, 30, 46, 56, 62).

[ZL15] Haisen Zhao and Lin Lu. “Variational Circular Treemaps for Interactive Visu-
alization of Hierarchical Data”. In: Visualization Symposium (PacificVis), 2015
IEEE Pacific. IEEE. 2015, pp. 81–85 (cit. on p. 76).

[ZS09] Wenbin Zhang and Steven Skiena. “Improving movie gross prediction through
news analysis”. In: Proceedings of the 2009 IEEE/WIC/ACM International Joint
Conference on Web Intelligence and Intelligent Agent Technology-Volume 01. IEEE
Computer Society. 2009, pp. 301–304 (cit. on p. 49).

[Eng17] Enguerrand de Rochefort. XDAT. XDAT. Eschweiler, Germany, 2017 (cit. on
p. 97).

Online
[ACM12] ACM. The 2012 ACM Computing Classification System. 2012. URL: https://dl.

acm.org/ccs/ccs_flat.cfm (visited on July 31, 2018) (cit. on pp. 2, 3).

[Cal] Call Centres. Accessed:28-07-2018. URL: \url{https://www.unison.org.uk/
at-work/energy/key-issues/call-centres/} (cit. on p. 74).

[Col] Colour Brewer color advice for cartography. Accessed: 2015-07-14. URL: \url{http:
//colorbrewer2.org/} (cit. on p. 82).

[Doc] Data-Driven Documents. D3-Sankey. URL: https : / / github . com / d3 / d3 -
sankey (visited on Apr. 17, 2018) (cit. on p. 127).

ONLINE 207

https://dl.acm.org/ccs/ccs_flat.cfm
https://dl.acm.org/ccs/ccs_flat.cfm
\url{https://www.unison.org.uk/at-work/energy/key-issues/call-centres/}
\url{https://www.unison.org.uk/at-work/energy/key-issues/call-centres/}
\url{http://colorbrewer2.org/}
\url{http://colorbrewer2.org/}
https://github.com/d3/d3-sankey
https://github.com/d3/d3-sankey


[Eur] Contact Centres Employ 3.7 Million People in Europe. Accessed: 28-07-2018. URL:
\url{http://www.callcentrehelper.com/contact-centres-employ-3-7-
million-people-in-europe-65271.htm} (cit. on p. 74).

[Gdp] Gross Domestic Product Preliminary Estimate, Quarter 2 (Apr to June) 2015.
Accessed: 28-07-2018. URL: \url{http://www.ons.gov.uk/ons/dcp171778_
412372.pdf} (cit. on p. 74).

[Hud12] Alex Hudson. Are Call Centres the Factories of the 21st Century? Ed. by BBC.co.uk.
Online; posted 10-March-2011. 2012. URL: \url{http://www.bbc.co.uk/
news/magazine-12691704} (cit. on p. 74).

[KES18] KESSII. Knowledge Economy Skills Scholarships. 2018. URL: http://kess2.ac.
uk/about/ (visited on July 31, 2018) (cit. on p. 6).

[LR17] Robert Laramee and Richard Roberts. Using data visualisation to beat the call
centre curse. Accessed: 11-08-2018. 2017. URL: http://theconversation.com/
using-data-visualisation-to-beat-the-call-centre-curse-80172 (cit.
on p. 17).

[Ltd18a] QPC Ltd. QPC; Better Data, Better Decisions. 2018. URL: https://www.qpc.com/
(visited on July 31, 2018) (cit. on p. 7).

[Ltd18b] QPC Ltd. QPC Reveal. 2018. URL: https://www.qpc.com/products/qpc-
advantage/qpc-reveal/ (visited on July 30, 2018) (cit. on p. 180).

[Rev] Revenue of Call Centers in the United Kingdom from 2008 to 2020 Kernel De-
scription. Accessed: 28-07-2018. URL: \url{http : / / www . statista . com /
forecasts/397597/united- kingdom- call- centers- revenue- forecast-
nace-n8220} (cit. on p. 74).

[RSL17] Alex Diaz Robert S Laramee Tony O’Hagen. Academic - Industry Gaps. Un-
certainty Quantification and Management for Industry. 2017. URL: https :
//www.youtube.com/watch?v=fCYhTX7Imc8 (cit. on p. 158).

[Shn18] Ben Shneiderman. The Twin-Win Model of Research. 2018. URL: https://www.
youtube.com/watch?v=LDGzFhUsUuk&t=1132s (cit. on p. 91).

[Swi] Population size and population composition - Data, indicators. Accessed: 28-07-
2018. URL: \url{http://ons.gov.uk/ons/rel/pop-estimate/population-
estimates - for - uk -- england - and - wales -- scotland - and - northern -
ireland/mid-2014/index.html} (cit. on p. 74).

208 Chapter 7 Bibliography

\url{http://www.callcentrehelper.com/contact-centres-employ-3-7-million-people-in-europe-65271.htm}
\url{http://www.callcentrehelper.com/contact-centres-employ-3-7-million-people-in-europe-65271.htm}
\url{http://www.ons.gov.uk/ons/dcp171778_412372.pdf}
\url{http://www.ons.gov.uk/ons/dcp171778_412372.pdf}
\url{http://www.bbc.co.uk/news/magazine-12691704}
\url{http://www.bbc.co.uk/news/magazine-12691704}
http://kess2.ac.uk/about/
http://kess2.ac.uk/about/
http://theconversation.com/using-data-visualisation-to-beat-the-call-centre-curse-80172
http://theconversation.com/using-data-visualisation-to-beat-the-call-centre-curse-80172
https://www.qpc.com/
https://www.qpc.com/products/qpc-advantage/qpc-reveal/
https://www.qpc.com/products/qpc-advantage/qpc-reveal/
\url{http://www.statista.com/forecasts/397597/united-kingdom-call-centers-revenue-forecast-nace-n8220}
\url{http://www.statista.com/forecasts/397597/united-kingdom-call-centers-revenue-forecast-nace-n8220}
\url{http://www.statista.com/forecasts/397597/united-kingdom-call-centers-revenue-forecast-nace-n8220}
https://www.youtube.com/watch?v=fCYhTX7Imc8
https://www.youtube.com/watch?v=fCYhTX7Imc8
https://www.youtube.com/watch?v=LDGzFhUsUuk&t=1132s
https://www.youtube.com/watch?v=LDGzFhUsUuk&t=1132s
\url{http://ons.gov.uk/ons/rel/pop-estimate/population-estimates-for-uk--england-and-wales --scotland-and-northern-ireland/mid-2014/index.html}
\url{http://ons.gov.uk/ons/rel/pop-estimate/population-estimates-for-uk--england-and-wales --scotland-and-northern-ireland/mid-2014/index.html}
\url{http://ons.gov.uk/ons/rel/pop-estimate/population-estimates-for-uk--england-and-wales --scotland-and-northern-ireland/mid-2014/index.html}


Appendices

209





AAppendix

A.1 The Conversation Article - Published July 10,
2017

In this section, we present a published article from ‘The Conversation’ which was the
result of our work with Treemaps in Chapter 3 3. The article can be viewed online
here:

https://theconversation.com/using-data-visualisation-to-beat-the-call-centre-curse-
80172

A.2 Using data visualisation to beat the call centre
curse

Have you ever found yourself locked in a circular conversation about a missing bolt
for your barbecue? Have you ever listened to classical hits for ten minutes while
you wait to argue about a discrepancy on your bank statement? If so, then you will
understand the pain of the call centre. The good news is that a dive into call data
can help make the pain go away.

The past two decades have seen a massive expansion of the call centre industry. In
the UK alone, there are now an estimated 5,000 in operation, employing about a
million workers and generating revenue of £2.3 billion.

Some liken call centres to the modern equivalent of factories; the public face and
first contact in an economy now dominated by the services industries. Long wait
times and extended conversations where customers are bounced from operator to
operator have the potential to create negative, long-lasting impressions. These are
situations everyone wants to avoid.

But how to make sense of all the calls? Across the UK, over a quarter of a million
calls provide more than 4m data points (or so-called “call events”) every day. When
data is recorded at this scale, it is easy to get lost in the weeds and lose sight of the
bigger picture.
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Fig. A.1.: Sample image generated using the software. Red spots indicate problematic areas
that users can zoom in to inspect.

A.2.1 Call and Answer
But when we visualise this data, there is a way to sift through this massive amount
of information to reveal larger trends and find trouble spots. We find ways to help
callers and managers smooth the whole experience.

Our team created software to build images from 24 hours of anonymised call centre
activity data of over 200,000 calls from a local company, QPC Ltd, which has a
range of clients including Vodafone and Virgin. The sample image below may look
complicated, but it shows how hot spots can be easily identified and targeted. Each
tiny, individual rectangle represents a single phone call. And each rectangle, or cell,
is ordered by the time at which the call started. The size and colour of the cells
represents the length of each call.

These images can be modified to focus on call length, wait times, resolved calls and
so on. And we can zoom in and out to get either a high level view or a detailed
inspection of a particular record. The information gets broken down into more
meaningful blocks of information. So each hour is broken into into six ten-minute
blocks, and each call split into the period when the caller is listening to a pre-recorded
message, the time queuing, and the time talking to an actual human.

If you have ever dialled in to a call centre you’ll know that there can be multiple
times that all of these happen on a single call. And so we gave each of these “events”
their own time stamps so we could better gather detailed information.

This approach is a simpler way to gather insights for those managing the call centre
and trying to handle the huge flow of calls. Call centres can find patterns in caller
behaviour and spot any outliers. They can identify when we, the callers, abandon
ship and hang up in frustration. They can work out how to filter calls more sensibly,
and discover the moments when wait times increase and decrease.
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A.2.2 Beating the odds
Perhaps more importantly this data visualisation offers some simple tips to make
callers lives easier too. Next time you grit your teeth and dive into a world of
hold music and apologetic recorded messages, consider these three simple pieces of
advice.

1. Don’t call at lunchtime. Not only are you on your lunch break, so are a
number of staff at the call centre. Expect to wait. Or to give up.

2. Avoid evening calls. The rate of abandoned calls increases during the day
and peaks in the evening from 8pm.

3. Bite the bullet and call early. Our visualisation shows early morning calls
yield the shortest queue and call times.

There are some worthwhile insights behind this advice. Using the visualization
software, we can observe a dense cluster of abandoned calls typically between
1.10pm and 1:15pm. Perhaps these are the callers who thought they could get
everything done while unwrapping a ham sandwich, but who soon think better of
it.

The number of abandoned calls is clearly linked to wait time. You might wonder who
is calling in between midnight and 8am, and they might be thinking twice too, as
callers during these hours are twice as likely to abandon as those that dial in during
normal business hours. We also get impatient after 8pm, when the percentage of
callers who abandon takes another sharp rise.

One reason that those evening calls start to clog up the system might be that this is
when the furious are calling in. Staff at QPC Ltd identified a special group which
calls in the evening, waits longer than 15 minutes to talk to an agent, and then
speaks to the agent for up to 15 minutes. It thought this is indicative of dissatisfied
customers, prepared to wait to get the point across, and stick around until they get
results. The normal average call length is a little over five and a half minutes.

Just be thankful you are not in that small but unfortunate group which suffers more
than five “queue events” and ends up speaking to the agent for more than an hour.
The only hope is that the call centre managers can spot these outliers in the data
and call them back to check the pain was all worth it.
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