
CS M67, Lab class 1:  

My First OpenCL Programs.  

 

Lab Class Description: 

Here we will get in touch with OpenCL by implementing a sum of integers computed in parallel as well as a 
primality test, which should introduce you to both parallelization techniques and synchronization mechanisms. 
To ease your task, a Visual Studio 2012 solution is available, and includes an OpenCLContext class that 
encapsulates some of the necessary steps to setup the OpenCL environment/context. The class contains 
operations for detecting devices, creating queues for OpenCL devices, and compiling new kernels. What is left 
to you is basically to understand how to use this class and writing kernels that will run on the OpenCL devices. 
Also, you will have to call your kernels (which may require passing arguments to these kernels as well) and you 
will need to allocate/release memory on the device(s) before transferring data from host to device (or from 
device to host). You can work in pairs, but this is just a suggestion.  

Practical notes: the zipped solution cannot be compiled from the zip file directly, and will have to be extracted 
to a given directory. The security limitations in place in the lab may sometimes not allow the VS solution to 
work properly due to some file access restrictions. This may include compiling from some specific folders like 
your desktop folder. Your traditional user folder is likely to be a network folder, and may prove to be slow to 
access and work with, especially when opening up the visual studio solution and compiling your program. A fast 
USB key may do a better job, but this is highly dependent on your key capabilities. Finally, launching Visual 
Studio 2017 may take some time if you have never used VS 2017 before on a specific machine, and may also 
ask you whether you want to log in (not now), to upgrade the solution (yes) and whether the solution is safe 
(yes). Do upgrade and trust the solution given. If you are experiencing any problems, do not forget to ask. The 
very same issues may arise in the following lab classes so it is important for you to know how to handle them 
from the very first lab class.          

What the code is supposed to do… 
The code we are concerned with simply tries to sum the elements of an integer array (See Fig. 1). There are 
several ways to do so in OpenCL. For instance, an atomic add instruction as provided in the code just add the 
content read by one thread to a global variable in memory. The atomicity insures correctness unfortunately by 
serialising the sums, which implies that all the benefits brought by parallelism are lost. We will see how to do it 
in a different way but before that we will be focusing on how to use the provided library to manage kernels.          

Step 1 
Read and try to understand the following files (BasicOpenCL.cpp application & MyKernel.cl only) and their 
inner functions as provided in the VS201x solution. Perform the tasks below and ask the lecturer if you have 
issues understanding the code.  

1- Run the code (ctrl-F5, select 32-bit Release mode, use Debug mode later). 
2- Read the main function (BasicOpenCLApplication.cpp). 
3- Read the OpenCLContext.h file (public functions mainly) 
4- Read the .cl file (available in Resource files) 
5- Read the RunSumKernelDefault  
6- Read the kernel descriptor parameters described at the beginning of BasicOpenCLApplication.cpp.    



Step 2 
Using atomic sums for all the kernel threads is quite inefficient. Best is to have one local sum per work-item. 
Each thread will therefore work on a specific chunk of the array before intermediate results need to be merged.  
When each work item is done summing his part of the array, it should collaborate with others inside the same 
work-group to compute a local sum (use shared memory and barriers there). This result can then finally be 
written in main memory using a single atomic add instruction per workgroup. The CPU will be used to retrieve 
the unique sums of all the work-groups and compute the final sum. 

As such: 

• Write your new kernels accordingly in the .cl file. The second stage indicated in figure 1 (computing 
the local sum) can be done initially with an atomic instruction to get a first chunk-enabled working 
version.  

• Have a look at the values of globalWorkSize and localWorkSize. Any reasons why it is done this way? 
 
Compile and run your program between each small step you implement. If there is an unsolvable 
problem, call the lecturer! 

 
Suggestion: Try to envision first a solution that takes into account the two levels of parallelism and the local 
memory. This will be discussed in the lab class. 
 

Step 3: Extra exercise 
One can pass NULL array pointers as kernel parameters. Doing so creates some local/shared memory for your 
kernels. As such, you can design kernels with local memory without stating in the code how much local memory 
needs to be shared. This is particularly useful when the workgroup size is likely to change dynamically 
(according to where your compiled code is going to run). If you have not done so already, try to use this feature 
in the kernel you implemented in Step 2. The kernel parameter will have to be declared as __local.  

 

 

Figure 1: Efficient parallelism for sum reduction in 3 stages. 


