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Abstract. This paper concerns a new sub-field of computer graphics, namely
volume graphics, which aims to develop voxel-based modelling and rendering
techniques for general purpose graphics in addition to its original playing field,
volume visualisation. Building upon our recent work on the modelling of
graphics scenes composed of multiple volumetric datasets, we present three
different algorithms for rendering such scenes. The results have shown that
traditional single-volume rendering methods, such as direct volume rendering by
ray-casting and splatting, can be effectively extended to multi-volume
environments. The work has thereby demonstrated the feasibility and the
potential of using voxel-based representations in computer graphics.

1. Introduction

The concept of representing graphics objects by lists of spatial cells first appeared in the
Spatial Occupancy Enumeration scheme [1]. The scheme, which was designed to provide
ÒcoarseÓ approximations of solids, decomposes a solid into identical cells in a fixed, regular
grid. Each cell, called a volume element or voxel, is represented by a binary value indicating
whether it is occupied by the solid or not. The scheme possesses some theoretically desirable
properties such as uniqueness and finiteness, and has been combined with CSG and Octree to
form hybrid schemes [2,3]. However, it has received very limited attention in main stream
computer graphics because of its obvious failings as a 1-bit-deep bitmap [4].

Despite of its trifling r�le in general graphics modelling, the scheme has been widely
used in several application areas, noticeably medical imaging [5] and finite element
computation [6], for which computer graphics has offered an indispensable support for the
past decade. The efforts for rendering voxel-based datasets, driven by such applications, led to
the development of a branch of computer graphics, namely volume visualisation [7]. The work
in this area produced a variety of rendering methods including surface reconstruction [8], ray-
casting [9] and forward projection [10], and it demonstrated the capability of voxel-based
schemes for modelling solid objects as well as amorphous phenomena. The problem of
coarseness presented in the Spatial Occupancy Enumeration scheme was resolved through the
use of higher-depth volumetric datasets which are obtainable from digitisation, computation
and voxelisation.

From the maturity of volume visualisation, accompanied by the reduction in the cost of
computing power and memory, many started to see the potential of voxel-based
representations in main stream computer graphics, suggesting volume visualisation to be
developed further into volume graphics [11,12].



The recent work carried out by the authors highlighted the feasibility of modelling
complex graphics scenes composed of multiple volumetric datasets [13], and rendering such
scenes on ordinary workstations [14]. In particular, a modelling scheme, namely TROVE, was
devised. It offers a two-level hierarchical organisation of volumetric data and allows a high
degree of data sharing and space reduction. The hierarchy also separates data of different
computational nature, facilitating the reduction of a huge amount of disk swapping during
rendering.

The work presented in this paper is a continuation of the above, and it focuses on the
methodology of rendering scenes composed of many volumetric datasets. We have extended
the conventional single-volume rendering methods to deal with the complexity arising from
multiple datasets, and studied their suitability for solid and amorphous objects. In Section 2
we give a brief description of the TROVE modelling scheme, followed by some general
considerations in Section 3 for rendering multi-volume scenes modelled in TROVE. In Section
4, a direct surface rendering method based on backward ray casting is presented, which is
aimed at the synthesis of high quality images for solid objects. A direct volume rendering
method is described in Section 5 together with the way in which expensive disk swapping is
avoided is also discussed. In Section 6, the description of a forward projection method (i.e.
splatting) is given as an alternative to ray-casting. This is followed by Section 7 which
concludes this work with highlights on the improvements in modelling flexibility and rendering
speed through the use of the TROVE scheme.

2. The TROVE Scheme

In the past, multiple volumetric datasets were rendered mainly using a single volume buffer
[9,11]. This involves re-voxelisation of an entire scene into a single volumetric dataset which is
then rendered using a conventional volumetric method. This approach suffers from the
following drawbacks:

• The dataset created is usually huge, resulting in excessive storage requirement and
memory-disk swapping during rendering.

• The resulting dataset may contain a large number of ÒblankÓ voxels, giving rise to
unnecessary computation and storage consumption.

• The re-voxelisation is a re-sampling process in order to bring all volumetric objects
onto a single, uniform grid, and this often leads to degeneration of data quality due to
sub-sampling or over-sampling objects.

• The objects can no longer be treated independently with their individual properties.

The TROVE (Two-level Representation of the Volumetric Environments) scheme
introduces a two-level data hierarchy where objects are modelled separately from their
underlying volumetric datasets. In TROVE, each object is described by a tuple <V, OOOO    , CCCC    ,    IIII,
TTTT> where:

• V represents a volumetric dataset and defines the basic geometry of the object;

• OOOO is an opacity mapping function which is an important feature in volume rendering,
defines the visible geometry of the object, and influences its rendered colour;

• CCCC is a colour mapping function that specifies the colour properties of the object;



• IIII is an interpolation function that is used to compute the values of non-voxel points in
the object;

• TTTT is a transformation function used to determine the position of the object in the
world coordinate system associated with a graphics scene.

Data in a TROVE model is organised into two levels, conveniently named as the voxel
and the object levels. The voxel level contains a list of raw volumetric datasets Vi (i=1, 2, É,
m), while the object level has a list of objects Oj (j=1, 2, É n), each described by a set of
functions OOOOj , CCCCj , IIIIj and TTTTj, together with a pointer pointing to the corresponding dataset at the
voxel level. Figure 1 shows the data hierarchy of a scene that consists of 6 objects and 4
volumetric datasets, and some objects share the same volumetric dataset.

Object Level

Voxel Level
Dataset 1 Dataset 2 Dataset 3 Dataset 4

Figure 1. The data hierarchy in a TROVE model.

Each object in TROVE is surrounded by a bounding box specified at the object level
through a transformation matrix defined upon a unit cube. Bounding boxes are allowed to be
distorted, enabling a wider range of objects to share the same volumetric dataset.

TROVE allows voxel-level data to be specify through primarily a combination of
channels chosen from:

¥ voxel channel (V) Ñ A raw dataset upon which the colour and opacity mapping
functions may be defined. The channel accepts data with a depth of 1, 8, 16 or 32 bits.

¥ bit channel (V1) Ñ This channel can be used to specify the colour of a volumetric
object directly as a binary scalar field. A typical use of this channel is the modelling of
monochrome images as volumetric objects.

¥ grey channel (V8) Ñ This channel can be used for specifying directly the colour of a
volumetric object whose colour range is restricted to 256 grey scales.

¥ red channel (VR), green channel (VG), blue channel (VB) Ñ These three channels are
normally used together for specifying the colour of a volumetric object directly instead
of through a colour mapping function.



¥ alpha channel (Vα) Ñ This channel is used to define raw opacity data.

There are also three additional colour channels and a beta channel [16], an interpolation
channel and four user-definable channels for more complicated graphics models. A variety of
opacity and colour mapping functions are provided, including raw data, look-up-tables,
general polynomials and four commonly used special forms of polynomial functions. TROVE
also provides four interpolation functions, namely nearest neighbour, linear interpolation, non-
linear and cubic interpolation.

With TROVE, the position of each object in a scene is specified through a
transformation function which transforms local coordinates defined within a volumetric
dataset to world coordinates. Such a transformation facilitates a combination of geometrical
transformations including translation, rotation, scaling and distortion. Each object in TROVE
is bounded by a hexahedral box with quadrilateral faces. As shown in Figure 2, it is not
necessary for the adjacent faces or edges to be orthogonal, nor for the size of an object to
correlate with the resolutions of the corresponding volumetric dataset. The position of an
object is determined by that of its bounding box, which can be defined in TROVE by either a
4x4 transformation matrix to be applied to a unit cube, or an explicit specification of the eight
corners in world coordinates.

 

c1

c2

c3c4

c5
c6

c8
v7

a

b

a'

b'

(0,0,0) (Nx,0,0)

(Nx,0,Nz)

(0,Ny,0) (Nx,Ny,0)

(Nx,Ny,Nz)(0,Ny,Nz)

Figure 2. The transformation between a bounding box and its volume coordinates system

The TROVE scheme brings a number of advantages including:

• flexibility Ñ it accommodates a variety of data representations commonly used in
volume applications, and allows visual properties of individual object, such as shape,
colour and opacity to be defined and altered easily through various mapping functions.

¥ image Ñ 2D images can be naturally integrated into the scene as shown in Figure 1 and
can be treated as voxel-based objects during the rendering process.

¥ space saving Ñ the scheme eliminates all ÒblankÓ voxels except for those within the
original datasets, and facilitates further space saving through data sharing. For example,
many rectangular objects may share the same volumetric dataset, with individual
bounding boxes, and colour and opacity mapping functions.

¥ computation saving Ñ the pre-processing step for re-voxelisation of a scene is no
longer needed. Further saving can also be made for complex scenes through the
reduction of disk swapping.

The detailed description and discussions of the TROVE scheme can be found in [13].



3. Rendering TROVE Models

Methods for rendering volumetric datasets fall into three categories, namely surface
reconstruction, direct volume rendering by ray casting and direct volume rendering by forward
projection. For rendering a multi-volume scene, the extension of a surface reconstruction
algorithm such as marching cube [15] is relatively trivial. However, this is an extremely
expensive process in terms of both space and time. On the contrary, it has been shown by
Jones that a direct surface rendering algorithm [17] can synthesise better quality images with
relatively low consumption of space and time. For this work, we adopt this algorithm instead
of the indirect approach via surface reconstruction. We will also consider the other two direct
rendering methods which can produce realistic images showing internal structures of objects,
and therefore are more suitable for amorphous phenomena. We base our direct volume
rendering method on LevoyÕs algorithm [18] and our forward projection method on
WestoverÕs splatting algorithm [19,20]. Each method has its own advantages and drawbacks,
the choice of using one or the other depends on the nature of data and the requirements of
speed, space and image quality. The direct surface rendering and the direct volume rendering
can also be combined to deal with objects of different nature in a scene.

In general, we assume objects in a scene do not intersect with each other, though such a
requirement is not necessary for the direct surface rendering method. The difficulty of having
intersected objects does not lie with the direct volume rendering or forward projection
methods. It is rather because of the lack of a sound conceptual model in the literature for
combining voxels, and TROVE thereby is not equipped with such operations. Since both
methods are required to deal with amorphous objects, they would easily lead to incorrect
results without consistent operations for combining voxels. In the case of direct surface
rendering, we may simply handle the intersection cases by assuming the ÒORÓ relation as in
constructive solid geometry.

One of the main concerns in rendering multi-volume scenes is the processing of voxel
level data. Most general purpose workstations nowadays have 32~128MB real memory but
much more virtual memory. As a typical volumetric dataset requires 8~32 MB, for a relatively
complex scene, it is not possible for the real memory to accommodate all datasets during the
rendering at the same time. It is especially desirable for a rendering algorithm to reduce the
frequency that each volumetric dataset is swapped into the real memory. We will address this
problem with each method and give appropriate solutions.

4. Direct Surface Rendering

Direct surface rendering can produce highly accurate images of surfaces contained in a
volumetric dataset. It assumes that each object is defined by a set of iso-surfaces and it
therefore is not suitable for amorphous structures. It normally produces better quality images
than surface reconstruction followed by a polygon rendering process, due to the more accurate
computation of surface normals [17]. To render a single volume, rays are cast into the volume,
sampling each cube that the ray intersects (Figure 3).
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Figure 3. Direct surface rendering for the TROVE scheme.

As shown in the inset of Figure 3,  each cube is bounded by eight neighbouring voxels,
whose values are compared with an iso-value τ. A cube is said to be transverse if there is at

least one voxel value less than or equal to τ and another greater than τ. Further computation is

necessary to determine the values at points α and β where the ray enters and leaves the cube.

If the values at  α and β, IIII(α) and IIII(β), indicate either IIII(α) ² τ ² IIII(β) or IIII(β) ² τ ² IIII(α), the

ray hits a surface at a point γ, which is
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To extend the algorithm for rendering a scene composed of many volumetric objects, one
may simply consider the intersections between each ray and objects at the object level. As
each object in TROVE is bounded by a hexahedral box, we can compute a pair of intersection
points <tnear, tfar> should the ray intersect the object. One may then process each intersected
object in the order of increasing t value by casting the ray through the corresponding
volumetric dataset until it hits a surface. As all surfaces of given iso-values are completely
opaque, the method benefits from the ray termination condition.

Since an object may be intersected by many rays,  its corresponding dataset at the voxel
level may need to be swapped into the real memory every time a ray passes through. We
avoid such frequent swapping by utilising a t-buffer which is conceptually the same as the z-
buffer. Each ray R[x, y] is associated with a pixel colour value for an image buffer and a t
value for the t-buffer. All colour values are initialised to the background colour and all t
values to °. The main body of the algorithm is outlined below:



Algorithm 1: Direct Surface Rendering

1 for each volume object O[i] do
2 for each ray R[x,y] do
3 if R[x,y] intersects O[i] at t_near and t_far and

   R[x,y].t > t_near then
4 <V[j], a', b'>:= Transform(<O[i],t_near,t_far>);
5 SurfaceRendering(colour, t, <V[j], a', b'>);
6 if R[x,y].t > t then
7 R[x,y].colour := colour;
8 R[x,y].t := t;
9 end if
10 end if
11 end for
12 end for

Figure 4 shows a scene with multiple objects sharing the same volumetric dataset of a
CT head, but each object has its own colour mapping and iso-value.

Figure 4. A multi-volume scene rendered using the direct surface rendering method.

With this method each object and its corresponding volumetric dataset will be loaded
into the real memory only once. It is also possible to reduce the swapping further by
processing those objects which share the same volumetric dataset consecutively. This works
particularly well for the determination of visible surface, but cannot be directly applied to
volume rendering where voxels that may not be completely opaque and need to be processed
in the order of their t values.

5. Direct Volume Rendering by Ray Casting

Volume ray casting is a backward mapping method that is capable of rendering both solid and
amorphous structures.
 For rendering a single volumetric object, a ray is cast from the centre of projection,
through the image plane, into the object. The ray is sampled at regular intervals and
accumulates opacity and colour at each sampled point. The algorithm offers the advantage of
early ray termination when the ray accumulates enough opacity.



As shown in Figure 5, in the case of a multi-volume scene, we have to determine the
intersections between a ray and objects in the scene, as the ray may not accumulate enough
opacity from the first object encountered.

image plane volumetric objects

t_near
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sampling points

Figure 5. Direct volume rendering by ray-casting for the TROVE scheme.

For each ray, we compute a list of intersection tuples <Oi, tnear, tfar> by intersecting the
ray with the bounding boxes of every object, and we then organise the tuples in the ascending
order of t. Normally one would process rays one by one, and for each ray, process the
intersected objects in order. However, as discussed in the case of direct surface rendering,
frequent swapping would occur due to the corresponding volumetric dataset being loaded into
the real memory every time an object is intersected by a ray. To avoid such frequent
swapping, all intersections corresponding to a dataset are grouped together, and colour and
opacity values are computed for each interaction by sampling through the dataset. Only one
swapping per volumetric dataset is necessary, as far as it can fit into the real memory. The
algorithm for ray casting a multi-volume scene is outlined below:

Algorithm 2: Direct Volume Rendering by Ray Casting

1 for each ray R[x,y] do
2 ordered_list[j] := [];
3 for each volume object O[i] do
4 if R[x,y] intersects O[i] at t_near and t_far then
5 <V[l], a', b'> = Transform(<O[i], t_near, t_far>);
6 Insert(<O[i], t_near, t_far, V[l], a', b', -, ->,

ordered_list[j]);
7 end if
8 end for
9 end for

10 Sort tuple ids in all ordered_lists according to V into a list;
11 for each dataset V[k] do
12 LoadVolume(V[k]);
13 for each tuple <O[i], t_near, t_far, V[k], a', b', -, -> do
14 VolumeRayCasting(colour, opacity, <V[k], a', b'>);
15 Modify the tuple by adding colour and opacity;
16 end for
17 UnloadVolume(V[k]);
18 end for



19 for each ray R[x,y] do
20 R[x,y].colour := nil;
21 R[x,y].opacity := 0;
22 while R[x,y].opacity < 1 and ordered_list  [] do
23 Remove(<-,-,-,-,-,-, colour, opacity>, ordered_list);
24 AccumulateColour(R[x,y], colour, opacity);
25 end while
26 if R[x,y].opacity != 1.0 then
27 AccumulateColour(R[x,y], BACKGROUND, 1.0);
28 end if
29 end for

From the above pseudocode we can see that the algorithm consists of three distinct
phases:

• intersection computation (lines 1-9);

• volume rendering (lines 10-18);

• image composition.(lines 19-29).

Only the volume rendering phase requires the data from the voxel level. The other two
need only the object-level data. The trade-off for reducing the frequent swapping of voxel level
data is the cost of unnecessary voxel-level sampling which could otherwise be avoided through
early termination for some of the rays.

Figure 6 shows a multi-volume scene rendered with a ray casting algorithm. The scene is
composed of five objects, among which four (the skulls) share the same dataset to which there
have been applied different transformations and the fifth (the floor) is an integrated image.

Figure 6. Four objects sharing the same dataset, to which different transformations
were applied. The floor is an image.

The two level hierarchy of the TROVE scheme facilitates the reduction in the number of
volumetric datasets through data sharing at the voxel-level, and hence the important reduction
in computing time for data loading and swapping [13].



6. Direct Volume Rendering by Splatting

Splatting, as opposed to ray casting, is a forward mapping algorithm which projects voxels
onto the image plane. The algorithm for splatting a single volumetric dataset [20] consists of a
four-stage rendering pipeline:

• transformation Ñ each voxel is transformed, through a viewing matrix, into its
corresponding position in the viewing coordinate system.

• shading Ñ each transformed voxel, called a sample, is shaded locally through a
gradient function, resulting in its colour and opacity.

• reconstruction Ñ The contribution of each sample to the image plane, called
footprint, is computed. The rendering process works through the volumetric dataset
slice by slice, accumulating in an image buffer the contribution of each sample.

• visibility Ñ each intermediary image buffer (for a slice) is matted to the working
image through a composition operator. The combination of intermediary images of all
slices results in a final image, in the image buffer.

Each voxel is modelled as a fuzzy ball shaped by an energy function. A pre-projected
2D footprint, implemented as a look-up table, is commonly used to reduce the computation of
this energy function during the rendering. Figure 7 illustrates the concept of projecting voxels
onto the image plane using parallel splatting. This approach can be applied to a scene
consisting of multiple volumetric objects as far as voxels in the scene can be processed in the
order of their distance to the view plane.

image plane volumetric objects

footprints

slide

Figure 7. ÒSplattingÓ voxels onto the image plane.

slice



However, the ordering of each slice can be easily determined for a single volumetric
dataset, but not so for a multi-volume scene. For a front-to-back splatting, it is essential to
process objects in the order of ascending depth, and within each object, process voxel slices in
the same way. As the contribution of each voxel to an image buffer is not limited to a single
pixel, sorting samples along a ray for each pixel would not be feasible. Nor would a t-buffer
(or z-buffer) unless it stores a complete history of previous projections at each pixel with all
necessary information including colours, opacities and t values. Perhaps the simplest approach
would be to treat each voxel as an independent entity, sort them into an ordered list, and then
splat them in the order of ascending depth. However, we could be talking about millions and
billions of voxels, which no doubt would lead to excessive memory usage and computation
time.

The two-level TROVE scheme naturally leads to a two level ordering algorithm that
sorts objects in a scene using an algorithm similar to the Depth Sorting Algorithm by Newell
et al. [21] and processes voxels within an object slice by slice in the same way as a
conventional splatting algorithm. The assumption that volumetric objects do not overlap is
necessary to ensure the correctness of the algorithm.

The depth sorting algorithm for polygons is a combined image and object space method
that displays polygons in order of decreasing distance from the view reference point. A depth
sorting algorithm for splatting volumetric objects differs from that for polygons in the
following ways:

¥ We are considering the bounding boxes of volumetric objects instead of polygons,
which results in some additional complexity in the algorithm.

¥ Volume rendering has the flexibility of displaying voxels in order of either increasing or
decreasing distance from the view reference point with an appropriate operator for
accumulating opacity and mixing colours.

We outline our multi-volume splatting algorithm as follows:

Algorithm 3: Direct Volume Rendering by Splatting

1 Sort O[0], O[1], ..., O[n] in order of non-decreasing zmax
into a linked list L;

2 Resolve any ordering ambiguities due to overlapping z extends of
objects, splitting objects if necessary. This results in a sorted
list of objects O'[0], O'[1], ..., O'[n'] (n' >= n);

3 for each volume object O'[i] do
4 Determine the ordering of slices in the volumetric dataset;
5 for each slice starting from the front one do
6 for each voxel in the slice do
7 Transform volume coordinates to world coordinates;
8 Transform world coordinates to viewing coordinates;
9 Shade the voxel sample;
10 Compute its footprint;
11 Project the voxel sample onto the image buffer;
12 for each pixel covered by the footprint do
13 Integrate the colour and opacity of the sample

into the existing pixel colour and opacity;
14 end for
15 end for
16 end for
17 end for



18 for each pixel in the image buffer do
19 if the opacity of the pixel < 1.0 then
20 Integrate the background colour into the existing pixel

colour;
21 end if
22 end for

One of the non-trivial parts of this algorithm is to resolve any ordering ambiguities
resulted from the initial sorting on zmax. We describe here an algorithm for the case of parallel
projection, from which a variation for perspective projection can be derived. We use a left-
handed view coordinate system, where the larger z coordinate a point has, the further it is
away from the view reference point. Objects {O1, O2, É, On} are first sorted into a linked
list such that the furthest object is placed at the end of the list. Similar to the depth sorting
algorithm for polygons, a series of tests are used to rule out the existence of any ambiguities.
Consider Oi and Oj (i < j), if any of the following condition is satisfied, the current positioning
of the two objects is considered to be correct:

¥ Test 1 Ñ The z-extends of Oi and Oj do not overlap.
¥ Test 2 Ñ The x-extends of Oi and Oj do not overlap.
¥ Test 3 Ñ  The y-extends of Oi and Oj do not overlap.
¥ Test 4 Ñ Oi is wholly in front of a plane that is defined by any of the forward facing

faces of Oj. Since the bounding box of an object is a well-formed convex polyhedron
and normals of its faces pointing outwards, the forward faces can identified by
evaluating the face normals in viewing coordinates. By examining the sign of each
identified plane equation with every vertex of Oi, we can determine if Oi is wholly in
front of Oj.

¥ Test 5 Ñ Oj is wholly behind a plane that is defined by any of the backward facing
faces of Oi. The test can be carried out in a way similar to Test 4.

¥ Test 6 Ñ The projections of Oi and Oj in the view plane do not overlap. By
projecting the vertices of the two objects onto the view plane, we obtain two convex
hulls with which whether or not two projections intersect can be determined.

The process for resolving ambiguities starts from the end of the list, On, test it against
each Oi (i=n-1, n-2, É, 1). Should all six tests fails, we swap the positions of the two objects
in the list, unless On was previously swapped into its position from the front of the list. In
this case, we split On into two volumetric objects, and continue the process.

The algorithm does not require the expensive intersection computation between rays and
objects, and interpolation calculations, as in the two algorithms described in Sections 4 and 5.
However, the sorting could become a time-consuming process if complicated overlapping
patterns exist in a scene. The quality of the images obtained through splatting is generally not
as high as that by ray casting. Some drawbacks of the original splatting algorithm, and the use
of perspective projection, were discussed in detail in [9].

The field for an interpolation function IIII in the TROVE scheme is used to define the
energy function and the way in which a footprint is constructed, as no voxel interpolation is
needed in the case of the splatting algorithm. Consider a voxel sample (xv, yv, zv) that is to be
projected onto the image plane at (xp, yp). The options we have included in TROVE are:

• nearest pixel Ñ IIII defines the sample as a zero sized energy ball and maps it onto a
single pixel which is the nearest to (xp, yp);



¥ neighbouring pixels Ñ IIII    defines the sample as a zero sized energy ball and maps it

onto all the neighbouring pixels of (xp, yp), that is ( xp ,  yp ), ( xp ,  yp ), ( xp ,  yp ),

( xp ,  yp );

• Gaussian  Ñ IIII defines sample ball as a Gaussian energy function [19]
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and maps the sample to all the pixels which fall in the extent of the 2D projection of
the Gaussian function. This is usually truncated at a distance from the centre far
enough  in order not to produce ringing effects;

• Crawfis and MaxÕs filter Ñ IIII defines the sample ball using the following function
proposed by Crawfis and Max [22] as the closest to an ideal filter:
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where s and t are constants. For practical reasons, Gaussian filter and Crawfis and
MaxÕs filter are usually simplified to 2D functions in the domain of footprints.

Figure 8 shows a scene composed of 5 volumetric objects rendered using the above
splatting algorithm. Although these objects are defined on the same dataset, each has its own
colour and opacity mapping functions.

Figure 8. A multi-volume scene rendered using the splatting algorithm.



7. Conclusions

We have described three different rendering algorithms for dealing with multi-volume
scenes which are constructed in TROVE Ñ a modelling scheme that we devised and
implemented in previous work. We have shown that the two level hierarchy presented by
TROVE enables efficient extensions of single-volume rendering algorithms to multi-volume
environments in addition to the advantages of flexibility, effective data management and data
sharing. This work has demonstrated the feasibility and potential of voxel-based
representations for modelling general graphics scenes. We believe that voxels, like pixels have
done so, will play a more important r�le in computer graphics.

We plan to develop further this work by introducing reflective and refractive rays and
shadows into TROVE models. The problem of overlapping bounding boxes is also being
researched in a theoretical manner [23], based on which we will try a practical implementation.
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